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Abstract

This thesis by publications focuses on realistic benchmarks for software verification ap-
proaches. Such benchmarks are crucial to an evaluation of verification tools which helps
to assess their capabilities and inform potential users. This work provides an overview
of the current landscape of verification tool evaluation and compares manual and au-
tomatic approaches to benchmark generation. The main contribution of this thesis is
a new framework to synthesize realistic verification tasks. This framework allows to
generate verification tasks that target sequential or parallel programs.
Starting from a realistic formal specification, a Büchi automaton is synthesized while

ensuring realistic hardness characteristics such as the number of computation steps after
which errors occur. The resulting automaton is then transformed to a Mealy machine
to produce a sequential program in C or Java or to a parallel composition of modal
transition systems. A refinement of the latter is encoded in Promela or as a Petri net.
A task that targets such a parallel system requires checking whether or not a given

interruptible temporal property is satisfied or whether parallel systems are weakly bisim-
ilar. Temporal properties may include branching-time and linear-time formulas. For the
latter, it can be ensured that every parallel component matters during verification.
This thesis contains additional contributions that build on top of attached publica-

tions. These are (i) a generalization of interruptibility that covers branching-time prop-
erties, (ii) an improved generation of parallel contexts, and (iii) a definition of alphabet
extension on a semantic level. Alphabet extensions are a key part for ensuring hardness
of generated tasks that target parallel systems.
Benchmarks that were synthesized using the presented framework have been employed

in the international Rigorous Examination of Reactive Systems (RERS) Challenge during
the last five years. Several international teams attempted to solve the corresponding
verification tasks and used ten different tools to verify the newly added parallel programs.
Apart from the evaluation of these tools, this endeavor motivated participants of RERS
to conceive new formal techniques to verify parallel systems. The result of this thesis
thus helps to improve the state of the art of software verification.
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1
Introduction

Automated verification has seen a number of success stories in the last decades, like the
verification of medical device transmission protocols [GCM09], industrial call-processing
software [CGP02], or the autonomous behavior of the Curiosity rover [CFL+20]. Nowa-
days, program verification and other systematic validation techniques are crucial for the
development of safety-critical systems [VM05, MWC10].

In order to apply verification in practice, it is vital to know the capabilities, strengths,
and weaknesses of existing tools. Moreover, verification tools need to be validated them-
selves as they may contain implementation errors. Due to a variety of supported pro-
gramming languages, specification formalisms, and applied techniques, it is quite a chal-
lenge to find the best-fitting verification tools for a given applications scenario [Ste17].

Benchmarks have therefore been established as a means to evaluate existing tools
in a comparable and sometimes also reproducible fashion. Numerous international
verification competitions and challenges attempt to advance the field, classify corre-
sponding tools, and validate the application profile of these tools based on bench-
marks [Bey12, KLB+12, HKM15, BFB+17, HIM+14, BdMS05, JLBRS12].

The main goal of this thesis is to create a new framework for the synthesis of realistic
verification tasks for such benchmarks that allows to generate both sequential and par-
allel programs. Key characteristics of the targeted framework are a known solution to
synthesized tasks, their scalability, and the fulfillment of specific hardness criteria.

One can distinguish three major approaches to establish a benchmark suite of verifica-
tion tasks. First, events like the Software Verification Competition (SV-COMP) [Bey12]
feature a central, incrementally expanded and consistently maintained benchmark repos-
itory that contains for example real-world Linux kernel software, and for which the cor-
rect answers to the contained verification tasks is publicly available. Second, property
extraction, as for instance used in the Model Checking Contest (MCC) [KLB+12], takes
manually selected systems, however (randomly) extracts properties in order to generate
a wide range of verification tasks. In some cases, the correct answer to such a task is
not known, and majority voting is applied during a corresponding competition. Third, a
property-preserving generation of verification tasks based on an initial system that is syn-

1



thesized from formal specifications—the topic of this thesis—allows for a fully automated
yet highly customizable creation of verification tasks. This third approach is employed
by the Rigorous Examination of Reactive Systems (RERS) Challenge [HJM+21]AP.
This thesis by publications discusses and presents highlights of the peer-reviewed pub-

lications of [HJM+21, JSSS21, JSS20, SJ19, JMM+19, JS18, JMS+18, SJMvdP17, SJ17,
JFS+17, GJS+16]AP that are attached to this work and revolve around the idea to syn-
thesize realistic verification tasks. Synthesizing tasks features the advantage that it
allows to

• guarantee that the solution to the generated task is known by construction,

• avoid an ‘overfitting’ of tools and approaches to certain benchmark suites, and

• tailor characteristics of the generated task, including (formal) hardness criteria, to
individual needs.

When synthesizing artificial verification tasks, the realism of those tasks is espe-
cially important: only tasks that feature realistic characteristics can provide insight
into whether or not a verification tool is actually capable of solving real-world problems.
The synthesis presented in this thesis therefore generates realistic verification tasks that

• are scalable in order to generate tasks that test the limits of state-of-the-art tools,

• feature realistic structural properties that resemble real-world programs, and

• ensure that parameterizable hardness criteria are fulfilled in order to generate not
just large, but also hard-to-solve tasks.

Errors in real-world systems can be subtle—especially when considering parallel pro-
grams—as shown by the August 2003 blackout in the northeastern US that was in part
triggered by a race condition and cost several billion US dollars [ZC09].1 Being able
to synthesize verification benchmarks with subtle property violations promotes the de-
velopment of tools that can detect such subtle yet often severe bugs. This subtlety of
incorrect behavior is one example of a criterion that makes a verification task hard to
solve. With the goal to generate realistic tasks, this thesis contributes new formal ap-
proaches to realize hard verification tasks by allowing to adjust the following parameters
mostly independently from one another:

• Rarity and depth of violations of linear-time properties, including error reachabil-
ity.

• Number of individual systems in a parallel composition such that different parallel
interleavings induce what is commonly referred to as “state explosion”.

• Number of parallel components that matter for analyzing a given property and
number of parallel components whose behavior it constrains.

In the following, Section 1.1 states the scientific contribution of this thesis while also
embedding attached publications into its larger context. Thereafter, Section 1.2 presents
an overview of the chapters in this dissertation.

1According to a news article [13], a spokesman of an involved company said: “This fault was so deeply
embedded, it took them weeks of poring through millions of lines of code and data to find it.”
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1.1 Scientific Contributions

The main contribution of this thesis is a new framework for synthesizing realistic verifica-
tion tasks that advances the state of the art. This contribution consists of the following
three major parts.

1. New approaches to synthesize realistic verification tasks. These realize

a) Hard-to-detect counterexamples. Techniques to formally guarantee the hard-
ness of verification tasks by ensuring that counterexamples to linear-time
properties are rare [JS18]AP and deep [HJM+21]AP, the latter in the sense
that several computation steps need to be observed in order to be able to
identify a property violation.

b) Extraction of meaningful branching-time properties. A new result on charac-
teristic invariants [JSS20]AP in Hennessy-Milner logic (HML) [HM80] which
states that a labeled transition system can be fully characterized by an invari-
ant in HML. This result is useful for generating verification tasks because it
can also be used to characterize abstractions of a system, and thereby allows
to extract semantically meaningful yet small branching-time properties—even
from real-world systems [JMM+19]AP—in order to create realistic verification
tasks.

c) A unified synthesis centered around modifications of Büchi automata [Bü66]
which always creates a modal transition system (MTS) [Lar89]. On the one
hand, such an MTS can then be transformed to a Mealy machine [Mea55] that
serves as an intermediate specification of a sequential reactive system which is
later encoded in C or Java. On the other hand, the constructed MTS can be
the basis for generating a hard parallel task by using the following approach.

2. A new formal method for the generation of parallel verification tasks,
i.e., tasks that target parallel programs. This framework ensures

a) Property preservation and scalability. Local parallel decompositions of MTSs
result in an asynchronous parallel system such that interruptible temporal
properties, i.e., properties whose satisfaction is not influenced by finite inter-
ruptions of unobservable actions, are preserved. Key to this preservation is
convergent weak modal refinement. Technically, modal contracts, a specific
type of assume-guarantee contracts [BCN+18] that were specifically designed
for this decomposition, and alphabet extensions are employed [SJ17]AP.

b) Adjustable hardness of the generated verification task. For linear-time prop-
erties, it can be guaranteed that every component matters when trying to
solve the generated verification task [JSSS21]AP. Key is a propagation of
dependencies during local parallel decompositions which is centered around
so-called counterexample handles. This new approach also allows to generate
tasks where the given property only constrains a local parallel component.
Furthermore, it can be adjusted how many parallel components influence the
satisfaction or violation of the analyzed property.
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c) Applicability to different types of tasks and program models. The generated
parallel tasks can be presented in a graph-based DOT format [8], encoded
in Promela [Hol11] (see [GJS+16]AP), and transformed to nested-unit Petri
nets [Pet81, Gar19] (see [JFS+17]AP). The formal framework ensures preser-
vation of interruptible temporal properties, be they specified in linear tempo-
ral logic (LTL) [Pnu77], computational-tree logic [CE81] (see [JMS+18]AP),
or the modal µ-calculus [Koz83]. Moreover, the same framework allows to
generate hard tasks for weak bisimulation checking [SJ19]AP.

3. A continuous emission and evaluation of the above-mentioned contributions
through the international Rigorous Examination of Reactive Systems (RERS)
Challenge. This endeavor led to

a) An implementation and automation of both the initial synthesis (see 1.) and
framework for generating parallel programs (see 2.). By using the Spot li-
brary [DLLF+16] for LTL synthesis and Büchi automaton transformations,
systems with hard-to-detect counterexamples can be generated automatically.
An extension of the AutomataLib [11] with modal contracts, alphabet ex-
tension, and the corresponding decomposition techniques allows to generate
parallel verification tasks with adjustable hardness criteria in a push-button
approach. I programmed initial versions of the overall framework, designed
corresponding algorithms, and supervised their implementation by two stu-
dent assistants at the Chair of Programming Systems at TU Dortmund Uni-
versity.

b) A constant evaluation of state-of-the-art verification tools and techniques.
The presented framework has been applied to generate verification tasks for
the RERS Challenge since 2016. Within the RERS tracks on parallel prob-
lems alone, albeit a new addition in 2016 that was steadily expanded, teams
from six different institutions from five countries have used (combinations
of) 10 different tools in order to solve the available verification tasks. I was
responsible for the automatic evaluation of corresponding results by partic-
ipants and analyzed their submission descriptions when deciding on future
steps for the generation of RERS benchmarks.

c) Fostered collaboration and the invention of new verification techniques.
Submissions to the RERS tracks on parallel programs included that of a
cross-institutional team of participants whose members are part of national
research institutes from different countries. Moreover, generated benchmarks
motivated scientific conversations about their characteristics and potential
verification techniques between benchmark generators and participants. The
new generation framework that this thesis contributes thus impacted other
researchers to conceive their own new contributions in the area of program
verification, especially new combinations of bisimulations [LMM20, LMM19]
and partial-order reduction for action-based systems [SY20].

The three major contributions introduced above have been presented in peer-reviewed
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conference and journal publications that have already been published or accepted. Ta-
ble 1.1 classifies these scientific publications according to both the major contribution
of this thesis to which they mostly belong to as well as their year of publication.

Contribution 2016 2017 2018

Synthesizing
[JS18]APrealistic tasks

rare property
Key contribution

violations (LTL)

Generating parallel
[SJ17, SJMvdP17]APverification tasks
property-preserving

Key contribution
parallel decomposition

Application in the
[GJS+16]AP [JFS+17]AP [JMS+18]APRERS Challenge

abstraction-based manual use of automated use of
Main new technique

property mining modal contracts modal contracts

Main new features
parallel tasks: LTL, hard parallel tasks, CTL properties
DOT & Promela Petri nets for parallel tasks

2019 2020 2021

Synthesizing
[JSS20]AP [HJM+21]APrealistic tasks
generation of deep property

Key contribution
HML invariants violations (LTL)

Generating parallel
[SJ19]AP [JSSS21]APverification tasks

hard tasks for hard parallel
Key contribution

weak bisimulation tasks (LTL)

Application in the
[JMM+19]AP (see [HJM+21]AP)RERS Challenge
CTL and LTL Büchi automata-based

Main new technique
extraction language reduction

Main new features
real-world deep property
models violations (LTL)

Table 1.1: Classification of attached publications based on the major contribution that
they belong to and their year of publication. Bold entries mark journal papers.

In addition to what is contained in the attached publications, this thesis contributes
the following new, previously unpublished results.

i. A more general definition of interruptible properties based on convergent weak
modal refinement (Section 4.2). This new definition is shown to be consistent with
the previous definition of interruptible linear-time properties [SY20] and character-
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izes interruptibility for temporal properties in general, be they specified in linear
temporal logic, a branching-time logic, or the modal µ-calculus.

ii. An improved generation of the context component of a modal contract compared
to the versions of [SJ17]AP (Section 6.1). This improved version is shown to be
the coarsest context in case that the given contract is based on a deterministic
transition system. Furthermore, this thesis contains proofs of the correctness and
coarseness of generated context components.

iii. A revisited, now semantics-based definition of alphabet extensions, i.e., specific
modal transition systems used to expand the alphabet of a parallel composition
(Section 6.2) similar to the ideas of [FBU09]. Fundamental concepts of this new
definition are an extension of convergent weak bisimulation to MTSs and parallel
composition. This revised definition of alphabet extensions unifies and is consistent
with previous descriptions that were either more syntactical/constructive [SJ17,
SJMvdP17]AP or solely based on language equivalences [JSSS21]AP.

1.2 Overview

The following Chapter 2 positions the introduced framework for synthesizing realistic
verification tasks in the landscape of tool evaluation. That chapter provides an overview
of that landscape (Section 2.1), analyzes important characteristics of benchmarks, their
realization, and key differences between manual and automatic benchmark creation (Sec-
tion 2.2), and discusses the contributed synthesis framework and its impact (Section 2.3).
Following Chapter 3 that introduces formal preliminaries which are relevant for later
chapters, Chapter 4 discusses the types of verification tasks that are generated (Sec-
tion 4.1), what temporal properties they may feature (Section 4.2), and which hardness
characteristics they fulfill (Section 4.3).
Key steps during the synthesis of an initial system for the generated verification task

are summarized in Chapter 5. Thereafter, Chapter 6 focuses on new contributions
for the generation of parallel programs in addition to attached publications. The two
fundamental techniques of property-preserving parallel decomposition (Section 6.1) and
alphabet extension (Section 6.2) are explained and extended in a way that both unifies
and builds upon previous descriptions in attached publications. Chapter 7 concludes
this thesis and presents an outlook to future work.
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2
Evaluating Software Verification Tools

Tools for automatic or semi-interactive software verification are nowadays widely used,
e.g., in [MWC10, dGRdB+15, VM05, GCM09, CGP02, CFL+20]. A corresponding eval-
uation of such tools—be it in practice or during research studies—helps to advance the
field of software verification. This evaluation to some degree sparked a research area
of its own [Bey21, PGG18, SBS18, ADKT11, HIM+14]. In addition, such an evalua-
tion can cover tools that detect errors in software, however not their absence, such as
fuzzy testing [SGA07, MFS90] or (active) automata learning [SHM11, IHS14, Ang87].
Constantly and thoroughly evaluating verification tools is important in order to ensure
their

• Correctness: Even if a software tool is based on a provably correct program anal-
ysis or verification technique, its implementation in some programming language
can still be an error-prone process. Especially for tools that should assert the
correctness of other software, it is crucial to always produce reliable results.

• Efficiency: For realistic systems, it is usually infeasible to statically analyze every
possible behavior explicitly during verification. Several advanced techniques have
been conceived to verify the behavior of large systems [KHHH+21], and many
are tailored to specific characteristics of the analyzed program [Bie21, CGJ+00,
GvLH+96]. It is thus imperative to assess the application profile and scalability of
verification tools in order to help potential users to decide which tool is the best
choice for their specific goal [Ste17].

• Usability: In order to increase the impact of a successful new verification tool, it is
important that this tool can be used effectively not just by the tool developers, but
by a larger audience of domain experts who are not necessarily (deeply) familiar
with the employed verification techniques [FMB21, HGM20]. The usability of a
tool is influenced by many factors, including its installation procedure, the avail-
ability of tutorials and exemplary use cases, the organization and understandability
of adjustable settings, and the interpretability of the tool’s output.

This thesis focuses on the evaluation of the correctness and efficiency of verification tools.
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Since at least a decade, verification benchmarks—standardized sets of verification
tasks—have become increasingly popular as a means to evaluate the state of the art in
software verification [Bey12, KLB+12, HIM+14, BFB+17, LLA+17, HKG+12, JLBRS12].
Verification benchmarks are of relevance in multiple domains [OT08, HKP+19, Bey12]
and also useful in similar areas like conformance testing [NSVK19]. One can argue
that software verification is thereby following the line of other areas in computer sci-
ence where the use of benchmarks is an established way to measure the performance
of hardware or software, for example that of database management systems [NLW+09],
(heterogeneous) computing architectures [DMM+10], compiler optimizations [12], and
classification techniques in the domain of machine learning [Fis36].

In the following, Section 2.1 gives an overview of the current landscape of tool eval-
uation in which benchmarks play a central role. Thereafter, Section 2.2 discusses the
design and creation of verification benchmarks while comparing manual and automatic
approaches. Section 2.3 discusses the new framework to synthesize verification tasks—
the main contribution of this thesis—and its impact on the verification community.

2.1 Current Landscape of Tool Evaluation

When evaluating which tool is best suited for a specific category of tasks, it is crucial
to ensure that every tool is measured on the same scale: only if results are comparable,
it is possible to draw meaningful conclusions about which tool is the best choice. In
practice, this is typically achieved by confronting different tools with the same data set.
For verification tasks, tool performance is measured in the number of correctly solved
tasks [HJM+21]AP and sometimes also in terms of required resources such as time or
memory consumption [Bey12, KLB+12]. To facilitate this comparability, benchmarks are
designed as standardized sets of verification tasks—frequently from a specific category
of tasks [HKP+19, LLA+17] or accompanied by a corresponding classification [3].

In addition, tool evaluation is often concerned with the reproducibility [10] of re-
sults [Bey12, KLB+12]. The kind of reproducibility1 that current research in the area of
software verification mostly focuses on is of a methodological nature [GFI16]: researchers
provide an artifact that includes their tool and additional executable scripts if required—
sometimes pre-installed in a container [Boe15] or an image of a virtual machine—so that
others can rerun the verification on a different machine while comparing the results and
monitoring resource consumption [BLW19].

The extend to which the goals of comparability and reproducibility are fulfilled tends to
vary, also based on where the evaluation was performed. Tools are commonly evaluated

• within research papers that introduce new tools or approaches,

• in research papers whose goal is to independently compare the state of the art or
to introduce a benchmark suite, and

• during international verification competitions and challenges.

1See [Ple18] for a clarification of the various meanings of the term “reproducible”.
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For research papers on individual techniques, the comparability of results depends on (i)
the chosen benchmark and on (ii) whether results of other approaches are just cited or
also (re)produced using identical hardware resources. The reproducibility of evaluation
results found in publications—no matter if they introduce individual approaches or ded-
icated comparative studies—depends on the availability of a supplementary evaluation
artifact. This reproducibility thereby also indirectly depends on an associated artifact
reviewing process which seems to not yet be mature everywhere [HWS20].

Just like research papers that report on a dedicated comparison of tools, competitions
and challenges intrinsically ensure the comparability of results by having participants
solve the same benchmark, i.e., the same set of verification tasks. Some competitions
focus on the reproducibility of results [Bey12, KLB+12] by enforcing resource constraints
whereas others omit this requirement in order to allow ‘freestyle’ solutions.
Whereas there exist plenty of evaluations by tool authors, independent comparative

studies exist too [LLA+17, PGG18] but are still rare [Ste17]. International verifica-
tion competitions and challenges however have become more prominent during the last
decade [BBB+19] and typically allow both tool authors and non-authors to participate
with a tool (combination) of their choice. These usually annual events provide a platform
for

• ranking verification approaches based on their performance while allowing experts
to obtain the best possible results with their tools,

• evaluating the improvement not just of an individual tool or approach, but of the
entire verification community at regular time steps, and

• exchanging scientific ideas and experiences from attempting to solve the given
tasks, both successful and not, with international peers.

Especially the reproduction of tool results requires a certain degree of automation
to be scalable. Figure 2.1 presents a qualitative classification of several verification
competitions and challenges according to the degree of automation both regarding the
competition execution itself and regarding the corresponding benchmark generation. The
latter automation will be discussed in Section 2.2. The automation of the competition
execution impacts the corresponding submission format and is discussed in the following.

A manual ranking of verification approaches requires the inspection of individual re-
sults. This type of ranking is typically used to assess not just the plain result to a
verification task, but also the submitted way of solving it. VerifyThis [HKM15] for in-
stance is an annual event where participants solve verification tasks on site. Participants
themselves can use semi-interactive tools and, e.g., manually provide loop invariants.
Their solution is manually evaluated in whichever way they produce it during the given
amount of time.
In contrast, an automatic ranking compares solution vectors and submission vec-

tors. In this scenario, the challenge is to be able to solve the tasks—regardless of
how this is achieved. The Rigorous Examination of Reactive Systems (RERS) Chal-
lenge [HJM+21]AP creates a ranking and awards achievements automatically based on
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Figure 2.1: Qualitative classification of major competitions and challenges in the area of
software verification according to their degree of automation

submissions that are provided by participants. Only the winner of a so-called “Method
Combination Award” is selected by a jury.

An automatic reproduction of results is an automated evaluation of executable tools.
Instead of submitting result vectors in order to answer given verification tasks, the
used tools themselves are submitted. The Competition on Software Verification (SV-
COMP) [Bey12] and the Model Checking Contest (MCC) [KLB+12] reproduce the re-
sults of participants’ tools this way. These submitted tools are run by the competition
organizers while also monitoring resource constraints.

The new framework for synthesizing realistic verification tasks that is introduced by
this thesis has been applied to create benchmarks for the RERS Challenge during recent
years. Within RERS, tasks are usually bundled as ‘problems’ that consist of a system
and a set of properties, i.e., a set of verification tasks that feature the same program. A
detailed introduction of RERS can be found in Section 2 of [HJM+21]AP. Section 2.1 in
that publication features a detailed comparison of RERS to other major competitions
in the realm of software verification, namely MCC, SV-COMP, and VT.

2.2 Benchmark Design and Creation

Benchmarks are a key component of contemporary evaluations of software verification
tools. The following Section 2.2.1 discusses useful characteristics of such benchmarks, be-
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fore Section 2.2.2 presents ways to realize these characteristics. Thereafter, Section 2.2.3
compares manual and automatic approaches to create verification benchmarks.

2.2.1 Useful Characteristics of Benchmarks

The main goal of a verification benchmark is to provide a way to evaluate how well ver-
ification tools can be applied in a practical scenario. A useful benchmark of verification
tasks should therefore

1. feature known solutions,

2. contain realistic programs and properties, and

3. include a wide variety of tasks and/or tasks of different scale and hardness.

Verification tasks can be distinguished based on the availability of its solutions: a solu-
tion can be unknown, known (in general), or known to the public. Known solutions—
regardless of whether this knowledge is public or kept secret by evaluators—ensure
that tools can be judged fair and without bias. This is based on the reason that if
a solution is instead unknown, measures like majority voting among tools have to be
taken [KHHH+21].

A solution that is known, however not publicly available, can avoid that tools ‘overfit’
to a benchmark by, e.g., hard-coding specific loop bounds until which all errors can be
found within the given benchmark. It further enables the possibility for an unmonitored
competition where participants can combine tools and approaches to their liking.
Realism of verification tasks is significant when drawing conclusions from an evaluation

based on a corresponding benchmark.
A diversity of contained tasks—be it by covering a wide range of different tasks or by

featuring different scales and hardness levels of similar tasks—further helps to identify
application profiles and test the limits of tools.
A collection of available academic examples, such as the dining philosophers problem

for deadlock detection, rarely suffices to constitute a useful benchmark. Solutions to such
examples are known by construction, however such problems typically resemble “toy
examples” that are either hardly scalable or lack realism. Finding available programs
with documented correctness properties, maybe even including a proof of why they are
satisfied or violated, can be difficult, likely also because many programs are proprietary.
Especially when it comes to more formal specifications such as linear-time or branching-
time properties, available real-world examples can be rare. Carefully designing useful
benchmarks is thus an important part of evaluating verification tools.

2.2.2 Realization of Useful Benchmark Characteristics

Several verification benchmarks exist and one can distinguish between different degrees
of automation within their creation process. Whereas many benchmarks are (i) designed
manually, some take a step towards an automatic generation by (ii) extracting properties
from given systems. In addition—and the primary focus of this thesis—benchmarks can
be (iii) generated fully automatically by using synthesis based on a given specification.
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When discussing a manual creation of verification benchmarks, this thesis means a
manual collection and maintenance of contained tasks. Individual verification tasks
can be manually designed, e.g., by experts who can formally assert their correct so-
lution. Manually created benchmarks however often contain several existing programs
from industry or academia, including a few synthesized ones. An automatic genera-
tion of benchmarks is however tightly coupled with an automatic synthesis of contained
tasks. For this reason, the terms automatic synthesis of verification tasks and automatic
benchmark generation are used interchangeably in the following.

The horizontal axis of Figure 2.1 classifies verification competitions and challenges
according to their employed approach to benchmark generation, more specifically re-
garding the automation of the latter. The classification in Figure 2.1 is always based on
the “most automated” part of the used benchmark generation. Some competitions and
challenges feature several automation levels: MCC for example uses both pre-defined
properties and extracted properties [KHHH+21], and RERS also featured benchmarks
based on property extraction.

In the following, details are given on how different approaches to benchmark genera-
tion—with different degrees of automation—realize the three useful characteristics of
verification benchmarks that are described in Section 2.2.1.

Manually maintained verification benchmarks such as that of SV-COMP provide
known solutions mostly based on the sources that tasks were collected from. Such a
competition frequently includes (modified versions of) real-world programs along with
corresponding properties. Examples include open-source code from Linux driver kernels
together with reachable or unreachable violated assertions [Bey12]. The MCC also con-
tains manually collected tasks, and examples of realistic ones include a Petri net that
models the mass memory management system in a micro-satellite [2]. Different levels of
hardness can be achieved by providing a diverse set of programs. To some extent, col-
lecting tasks for such a repository and maintaining it can further serve as a classification
of common errors in programs and ways to detect them, a goal that is intensely studied
in the somewhat related area of computer security [GMBG20, BBYW15].

In addition to a collection of existing tasks from academia or industry, manually cre-
ated verification benchmarks can contain tasks that were manually designed by domain
experts. For data race detection, this is realized in [LLA+17] where dozens of artificial,
mostly small example programs are designed to cover a wide range of typical patterns
that cause data races in real-world applications. In that work, some of the contained
data race detection tasks feature an adjustable hardness that is realized via variable ar-
ray sizes. Verification tasks of VerifyThis are also designed manually, however organizers
gather ideas for future tasks from the community [DFH+21].

A step towards automatic benchmark generation is the extraction or mining of prop-
erties on chosen, potentially real-world systems. This is done in MCC [KHHH+21] for
temporal properties and certain upper bounds. Furthermore, property extraction was
used for some benchmarks of the RERS Challenge [GJS+16, JMM+19]AP. A solution to
tasks with extracted properties is known either based on choosing specific abstractions
that participants are unaware of [Jas18] or because an available and trusted verification
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tool can assess it [KGH+18]. Some solutions remain unknown [KHHH+21]. Realism
is centered around the models from which properties are extracted, and the extraction
of realistic properties still requires additional effort [KGH+18]. Due to the random
generation of properties, verification tasks cover a wide variety of specifications, their
hardness however is only guaranteed in a very limited fashion by filtering out trivial
properties [KGH+18].

Synthesizing verification tasks—and thereby benchmarks—fully automatically, as pre-
dominantly applied in the RERS Challenge [HJM+21]AP, is in some way a dual approach
to property extraction. Realistic properties, based on common patterns [DAC99] or ex-
tracted from real-world models [JMM+19]AP, serve as a specification for the synthesis
of a task. In the case of RERS, Büchi automata are synthesized from linear tempo-
ral logic specifications before they are enlarged and transformed into programs in a
property-preserving fashion [HIM+14]. As a result, solutions to the generated tasks
are known, however initially not to the public, and providers of the benchmark can
decide when to make them publicly available. Realism of synthesized tasks is ensured
within a certain domain of programs. Sequential programs within RERS benchmarks
closely resemble programmable logic controllers (PLC) [Eri96], a type of program widely
used in industry [AA16] and for which verification approaches have been intensely stud-
ied [OAPÜ16, Moo94, RK98, GSF06, JS16]. Different hardness levels of verification
tasks are realized both through (i) formal hardness guarantees such as the depth2 of
occurring property violations or the relevance of parallel components, and (ii) a scalable
generation based on local transformations.

2.2.3 Manual vs. Automatic Benchmark Creation

The manual creation of verification benchmarks and their automatic generation are quite
different approaches. Table 2.1 presents major advantages and disadvantages that can
be associated with manual and automatic ways to create these benchmarks. For each of
the listed disadvantages, Table 2.1 further mentions feasible ways to mitigate respective
drawbacks.

When comparing manual and automatic benchmark creation according to Table 2.1,
the availability of solutions turns out to be one major difference between the two ap-
proaches. Even though VerifyThis features new manually designed benchmarks that con-
sist of a handful of verification tasks each year, such a complete and regular redesign is im-
practicable for large benchmarks. As a consequence, solutions to many tasks within man-
ually designed benchmarks—if they are known in general—are also known to those people
who intend to solve these tasks again using a specific tool [Bey12, LLA+17, KLB+12].
Verification competitions such as SV-COMP or MCC therefore require a centrally moni-
tored execution of tools. In contrast, the solution to automatically generated verification
tasks like those of RERS can be kept secret, allowing participants flexibility regarding
their approach to solve these tasks. Verification tasks of RERS are used in SV-COMP
and MCC, however such a reuse would thus not be feasible in the opposite direction.

2Here, depth means the number of computation steps after which a property violation can be detected.
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manual creation automatic generation

pros + realism of existing programs + effortless generation of tasks with
+ categorization of real-world problems publicly unknown solutions
+ diverse tasks from various sources + highly parameterizable and scalable

+ comparable tasks in various
programming (sub)languages

cons − effort to collect and maintain tasks − generating realistic tasks requires care
− correct answer typically known − hard to imitate manually written code

to the public − type of program limited by the
− not trivial to adjust hardness used formal framework

mitiga- ◦ reducing individual effort ◦ using real-world models or structural
ted by through crowd-sourcing properties extracted from them

◦ centralized monitoring of tools ◦ the relevance of requirement-driven design
◦ including parameterizable or auto- and real-world use of compilation
generated tasks ◦ extending generation framework

to new domains

Table 2.1: Major advantages, disadvantages, and mitigations of the latter associated with
the manual creation and automatic generation of verification benchmarks

Furthermore, Table 2.1 states that manual and automatic approaches can show dif-
ferent aspects of realistic software verification. On the level of manually written code,
the realism of, e.g., the Linux kernels found in the SV-COMP benchmark is unmatched
by that of generated programs. This downside of automatically generated tasks is mit-
igated by the fact that real-world code such as that found in PLC controllers is often
auto-generated too [Sac05, EMIO07], [7]. Still, even within this domain, guaranteeing a
realistic hardness of the generated task requires care and additional formal approaches
such as the ones introduced in this thesis. Aside from the programs themselves, one
can argue that automatically generated benchmarks can be used for a more realistic
simulation of verification in practice because solutions to open verification problems are
in fact not publicly known.

Another characteristic where manual and automatic benchmark creation differ is the
diversity of contained tasks. Benchmarks like the one used in SV-COMP feature code
from several sources and thereby reflect different application scenarios of verification
tools. In contrast, automatically synthesized benchmarks have a certain common struc-
ture imbued into them based on the formal framework that was used during their gen-
eration, such as the Mealy machine model used for sequential programs of RERS. When
it comes to a group of programs from a specific domain, automatic generation enables
diversity by tailoring tasks to specific requirements [HIM+14]. Parameters include the
size of code, programming features that are used, different hardness criteria such as
the required exploration depth [HJM+21]AP, and even the programming language itself.
From an abstract point of view, one can argue that manually designed benchmarks tend
to be better at evaluating a single tool based on diverse scenarios. In contrast, synthe-
sized benchmarks can have an edge when it comes to (i) comparing as many tools as
possible based on the same task by supporting multiple programming languages and (ii)
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measure tool performance based on fine-grained variations of the size and hardness of
tasks.

Based on Table 2.1 and its above discussion, it becomes clear that manual and auto-
matic benchmark creation have very different characteristics. The creation of verification
benchmarks is clearly unlike other areas where automation allowed to replace manual
efforts: it is not the goal of the presented automatic benchmark synthesis to replace the
collection of real-world tasks and the monitoring of this process by scientists. Instead,
it is a different approach to the problem of benchmark design and creation, one that
justifies its relevance based on (i) the merits of providing new tasks whose solution can
be kept secret, (ii) the use of requirement-driven development in real life [JSSS21]AP,
and (iii) the lack of sufficient—and sufficiently adjustable—verification tasks that are
publicly available. Considering these very different profiles, it seems likely that both
approaches, the manual creation of verification benchmarks as well as their automatic
synthesis based on realistic specifications, will continue to coexist.

2.3 New Synthesis Framework and its Impact

The new framework to synthesize realistic verification tasks that this thesis contributes
is discussed in this section, along with its impact on the verification community. First,
Section 2.3.1 shows how the benchmark generation framework of RERS was extended by
the work of this thesis and presents achieved hardness criteria. Section 2.3.2 summarizes
the impact of the synthesized tasks on the verification community as a whole, before
Section 2.3.3 details benefits for participants of the RERS Challenge.

2.3.1 New Framework for Benchmark Synthesis

This thesis contributes a new framework for the automatic synthesis of verification bench-
marks that is used in the RERS Challenge. Figure 2.2 illustrates this new framework
and its modular, extensible structure.

Starting from a pattern for linear temporal logic (LTL) properties, some formulas from
that pattern are selected and the presented framework synthesizes a corresponding Büchi
automaton (BA). For a verification task with a verifiable property, a regular synthesis
suffices. For a task with a refutable property, the new framework allows to modify a BA
in a way such that realistic hardness characteristics of the generated task are ensured,
namely the rarity or depth of counterexamples to linear-time properties. This is an
addition to the generation framework that was previously used for RERS: before the
work of this thesis, violated LTL properties were extracted using property mining (see
Section 2.2.2), a procedure that lacks control over specific counterexamples. The new
framework always transforms the resulting BA to a modal transition system (MTS).

Such an MTS serves as a unifying intermediate representation: both the generation
of sequential programs and that of parallel programs are based on this behavioral spec-
ification within the new framework [JS18]AP. Furthermore, this representation can be
used to extract computational tree logic (CTL) properties either based on patterns that
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Figure 2.2: Overview of the new framework for synthesizing verification tasks. Solid
arrows indicate new contributions and dotted arrows represent previous work.

are syntactically similar to the used LTL formulas [JMS+18]AP or according to the more
semantics-driven ideas centered around weakened characteristic invariants [JSS20]AP.

When synthesizing sequential programs, the MTS is transformed to a modal Mealy
machine (MMM) that specifies input-output behavior of a reactive system. The existing
modalities allow flexibility w.r.t. a refining (non-modal) Mealy machine (MM), and this
chosen MM is encoded as a C or Java program [HIM+14].

In order to generate parallel programs, the development of the new framework in-
volved the conception of specific assume-guarantee contracts [SJ17, SJMvdP17]AP for
parallel decomposition (Section 6.1). In addition to the synthesis of verification tasks, a
modification allows to reuse this parallel decomposition to generate hard tasks for weak
bisimulation checking [SJ19]AP. As presented in [JFS+17]AP, the communication pattern
of a generated parallel system can be obfuscated drastically through an additional post-
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processing based on partial evaluations of the given parallel composition. Modalities
again allow flexibility w.r.t. a final implementation, and an LTS component refinement
chooses such a final model. This final model is either represented by a DOT graph [8],
encoded in Promela [GJS+16]AP, or transformed to a Petri net [JFS+17, SJMvdP17]AP.
Key characteristics of this new framework are illustrated in Figure 2.3.

Hardness

state explosion
- encoding as program
- alphabet extension

rare/deep errors
- counterexample handles
- language reduction

relevant context - dependency propagation

Scalability

local expansion

- (convergent weak)
modal refinement

- parallel decomposition
- alphabet extension

Known Solution

property-preserving
transformations

- LTL synthesis
- (convergent weak)

modal refinement
- compositionality

Figure 2.3: Key characteristics of the new framework for synthesizing verification tasks.
For each characteristic (bold text), the text below briefly states which con-
cepts (left side) and techniques (right side) are used to achieve it.

A known solution to synthesized tasks is guaranteed on the basis of property-preserving
transformations. Whereas the LTL synthesis step is explained in Chapter 5, (convergent
weak) modal refinement is presented in Section 3.4. Compositionality ensures that local
transformations preserve properties at a global scope, as shown in Section 4.2.
Scalability is accomplished based on local expansions. The mentioned modal refine-

ment relations allow to check if an expanding transformation is still property-preserving.
Parallel decomposition (Section 6.1) is used to ‘split’ individual parallel components and
thereby locally expand a parallel system. Alphabet extensions (Section 6.2) allow to
expand the size of a parallel component through new actions.
Directly linked to scalability is the supported hardness criteria of state explosion—

meaning that the program which needs to be verified has an exponential number of
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reachable program states compared to its description. Section 4.3.1 compares encoding-
based and interleaving-based ways to achieve state explosion.

Hardness criteria w.r.t. violated linear-time properties are the rarity of counterexam-
ples or their depth, meaning the number of computation steps after which an error can
be detected. The former is realized using so-called counterexample handles [JS18]AP

(Sections 4.3.2 and 5.2), whereas the latter utilizes intersections of Büchi automata to
reduce a given language [HJM+21]AP (Section 5.3).

When considering parallel programs, the relevance of the generated parallel context
(Section 4.3.3) can be ensured based on dependency propagation such that every parallel
component matters during verification [JSSS21]AP.

2.3.2 Impact on the Verification Community

Using the presented synthesis framework during each of the recent iterations of RERS
impacted the verification community because it allowed to annually evaluate state-of-
the-art verification tools [9]. RERS enables not just a ranking of participants according
to their capability of correctly solving provided tasks, but also a further analysis of
submissions. Section 2 of [JMM+19]AP for instance identifies that participating tools in
the sequential tracks of RERS 2018 were more successful at identifying refutable linear-
time properties than verifiable ones. Other competitions such as MCC demonstrate that
such an evaluation can be taken a step further by statistically analyzing their data set
of answers to verification tasks with the goal to identify hard-to-verify properties and
successful analysis techniques [KHHH+21].

Some verification tasks of RERS have been adopted by SV-COMP since 2014 [4] and
the Sequence PredIction ChallengE (SPiCe) [BEL+17] in 2016. Verification tasks of
RERS 2017 that feature parallel systems [JFS+17]AP—tasks that were generated based
on the introduced framework—are also part of the MCC benchmark since 2018 [5].

Participants of RERS’ tracks that feature parallel programs conceived new verification
techniques whose discovery was motivated by their participation. Major new techniques
are a combination of bisimulations [LMM20, LMM19] and partial-order reduction for
state-based systems [SY20]. As presented in Section 2.6 of [HJM+21]AP, RERS has
influenced many other scientific contributions and motivated the combination of verifi-
cation methods.

2.3.3 Benefits for Participants of RERS

For individual participants, the benchmarks of RERS and a submission to the challenge
can have several benefits. First, the provided benchmarks serve as convenient test cases
for tool developers. Especially when participating in the tracks on linear temporal logic
properties that have to hold during every feasible program execution, a correct answer
can serve the role of a ‘checksum’ for the correct implementation of a verification tool.
RERS benchmarks are therefore used as part of regression tests: CodeThorn [JS16], a
tool based on the ROSE compiler infrastructure [Qui00], has integrated the verification of
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RERS benchmarks into its build pipeline [6]. This regularly tests not only the employed
model checking library, but also parts of the compiler frontend used for C programs.

Second, obtained scores and earned achievements3 provide participants with feedback
on how well their approach performed. Individual result vectors indicate what worked
and which tasks require additional effort in the future. As the results of each iteration of
RERS are available online [9], a successful participation can further serve as positive pub-
licity for the corresponding tool, backed by the credibility of a long-running international
verification event. Moreover, RERS motivated a special section of peer-reviewed journal
papers that allowed participants to report on their experiences [HIM+14]. Nowadays,
RERS takes steps in a direction similar to SV-COMP regarding an option for regular
submission of tool papers [1]. RERS thus supports tool developers by facilitating the
discovery of successful approaches and research prototypes.
Third, RERS features a forum for the exchange of results and ideas: most partici-

pants of RERS attend the corresponding annual event. During this event, ranking and
achievement results are announced, approaches are presented during scientific talks by
both participants and benchmark generators, and future directions of the challenge are
discussed among everyone involved in that year’s challenge.

3See Section 2.5 in [HJM+21]AP for a detailed description of the reward structure of RERS.
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3
Preliminaries

Important definitions and propositions that will be used in later chapters are introduced
in the following. In Section 3.1, the formal details of words and languages are stated as
used within this thesis. Section 3.2 presents the formal models that are used as interme-
diate representations to generate verification tasks. Thereafter, Section 3.3 introduces
action-based linear temporal logic and corresponding model checking, before Section 3.4
presents important notions and basic results w.r.t. property-preserving transformations.

3.1 Languages

This thesis focuses on linear-time properties that reason about words—mostly as label
sequences in transition systems—and about corresponding languages [HJM+21]AP.

Definition 1 (Words). Given a finite alphabet Σ, a word over Σ is a (possibly empty
or infinite) sequence of symbols from Σ. The alphabet of symbols that occur in w can be
accessed as Σ(w). Given an integer n ∈ N and a finite word w = a1a2 . . . an, |w| denotes
the length n of w. An infinite word is a function w : N ↦→ Σ such that wi := w(i) is the
i-th symbol of this word and has the length |w| = ∞. Given any word w = a1a2 . . . and
any integer i ∈ N such that i ≤ |w|, w≤i denotes the prefix of w of length i. Similarly,
w≥i = aiai+1 . . . denotes the suffix of w starting at index i.

Definition 2 (Languages). Given a finite alphabet Σ, a language (over Σ) is a set of
words over Σ. For a given n ∈ N, the language Σn consists of all words w = a1a2, . . . an
of length |w| = n such that ai ∈ Σ for all i ∈ 1 . . n. For any n ∈ N, Σ≤n :=

⋃n
i=1Σ

i,
and additionally Σ∗ :=

⋃
i∈NΣi. A language L is finite iff |L| ∈ N and infinite otherwise.

Σω denotes the language that contains all infinite words over Σ.
Moreover, L is a language of finite words iff L ⊆ Σ∗, and a language of infinite words

iff L ⊆ Σω. The set of prefixes of a language L with length at most k is denoted by
L≤k := {w≤i | w ∈ L ∧ i ≤ k}. The concatenation of words extends naturally to
languages: given a language L ⊆ Σ∗ and any language L′, their concatenation is defined
as LL′ := {ww′ | w ∈ L ∧ w′ ∈ L′}. For any word w and any language L, wL := {w}L.
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A later chapter further employs traditional concepts based on regular languages,
specifically non-deterministic finite automata (NFAs) and deterministic finite automata
(DFAs). It is assumed that the reader is familiar with those concepts and corresponding
transformations.

3.2 Models of a System

This section covers the program models that verification tasks within this thesis are
based on. Section 3.2.1 describes modal transition systems which serve as an interme-
diate representation for parallel program specifications within this thesis. Their parallel
composition is explained in Section 3.2.2. Section 3.2.3 introduces Mealy machines which
are used to generate sequential programs.

3.2.1 Modal Transition Systems

Modal transition systems [Lar89] allow to distinguish between behavior that must be fea-
sible and one that may be feasible. The following definitions are taken from [JSSS21]AP

with only minor adjustments.

Definition 3 (Modal Transition System). Let S be a set of states and Σ a finite alphabet
of action symbols. M = (S, s0,Σ, 99K,−→) is called a (rooted) modal transition system
(MTS) with root s0 ∈ S iff the following condition holds:

−→ ⊆ 99K ⊆ (S × Σ× S)

Elements of 99K are called may transitions and those of −→ must transitions. The syntax

s
a

99K s′ and s
a−→ s′ is used to denote transitions (s, a, s′) ∈ 99K and (s, a, s′) ∈ −→,

respectively. Furthermore, the operator Σ(M) := Σ accesses the alphabet of M and

is overloaded to access labels of transitions, i.e., Σ(s
a

99K s′) := a for any s
a

99K s′ and
Σ(T ) :=

⋃
t∈T {Σ(t)} for any T ⊆ 99K.1

Throughout this thesis, two MTSs are presumed to be identical if they are isomorphic.

Definition 4 (Path, Reachability, and Access Sequences). Let (S, s0,Σ, 99K,−→) be an

MTS. Then a path is a sequence π = s0
a1
99K s1

a2
99K s2 · · · of transitions that starts in

s0 with i ranging from 0 to either a positive integer or infinity. Set notation is used to

refer to the transitions of a path, e.g. s0
a1
99K s1 ∈ π. The word w induced by the label

sequence a1a2 . . . is denoted as w(π).

A state s ∈ S is reachable iff a path exists that ends in s. For any reachable
state s ∈ S, the label sequences of words that lead to s are defined as access(s,M) :=
{w(π) | there exists a path π in M that ends in s}.
1Note that not every alphabet symbol has to occur as a transition label, meaning that Σ(M) = Σ(99K)
is not guaranteed in general.
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An MTS can be seen as an extension of a traditional (rooted) labeled transition system
(LTS), which allows the following definition:

Definition 5 (Labeled Transition Systems). A labeled transition system (LTS) is an
MTS M = (S, s0,Σ, 99K,−→) with 99K = −→. Components four and five are thus joined
in case of LTSs.

For the model checking of linear-time properties, the minimal and maximal languages
defined by an MTS M are important, which are based on the must and may LTS of M ,
respectively:

Definition 6 (Must and May LTS). Given an MTS M = (S, s0,Σ, 99K,−→), the LTSs
L⊥(M) := (S, s0,Σ,−→) and L⊤(M) := (S, s0,Σ, 99K) are called must and may LTS of
M , respectively.

Definition 7 (Minimal and Maximal Language). The language L(L) of words in an
LTS L equals the label sequences of all paths in L. Infinite words in a language L are
denoted by Lω. Given an MTS M ,

1. L⊥(M) := L(L⊥(M)) is called the minimal language and

2. L⊤(M) := L(L⊤(M)) the maximal language

of M , respectively. This definition propagates to subsets of infinite words.

Obviously, it holds that L⊥(M) ⊆ L⊤(M) because of −→ ⊆ 99K.

3.2.2 Parallel Composition

The parallel composition operator for MTSs used within this thesis, as presented in [SJ17]AP

and, e.g., also used in [JSSS21]AP, is reminiscent of CSP [Hoa78] with synchronization
of components on their common alphabets:

Definition 8 (Parallel MTS Composition). Given MTSs M1 = (S1, s
1
0,Σ1, 99K1,−→1)

and M2 = (S2, s
2
0,Σ2, 99K2,−→2), the parallel composition

M1 ||M2 := (S1 × S2, (s
1
0, s

2
0),Σ1 ∪ Σ2, 99K,−→)

is defined as a commutative and associative operation satisfying the following operational
rules where ⇀ identifies the type of transition and is once instantiated to represent may
transitions and once to represent must transitions:2

p
a
⇀1 p

′ q
a
⇀2 q

′

(p, q)
a
⇀ (p′, q′)

p
a
⇀1 p

′ a /∈ Σ2

(p, q)
a
⇀ (p′, q)

It follows directly that parallel composition can only reduce the minimal and maximal
languages of an MTS if a shared communication alphabet exists [JSSS21]AP.

2Please note that every must transition is also a may transition.
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Proposition 1 (Orthogonal Composition). LetM,M ′ be MTSs with Σ(M)∩Σ(M ′) = ∅.
Then both L⊥(M) ⊆ L⊥(M ||M ′) and L⊤(M) ⊆ L⊤(M ||M ′) hold.

For any alphabet Σ, there exists a simple LTS that always has an outgoing transition
for every alphabet symbol a ∈ Σ and is therefore neutral w.r.t. parallel composition.

Definition 9 (Neutral Element of Composition). Let Σ be an alphabet. The one-state
LTS NΣ with transitions for every a ∈ Σ is called the composition-neutral Σ-LTS:

NΣ := ({s}, s,Σ, {s} × Σ× {s})

Proposition 2 (Neutrality). Let M be an MTS. Then M || NΓ = M holds for any
Γ ⊆ Σ(M).

3.2.3 Mealy Machines

Mealy machines [Mea55] are the formal specification based upon which sequential pro-
grams are generated within this thesis.

Definition 10 (Mealy Machine). A Mealy machine (MM) is a tupleM = (S, s0,Σ,Λ, δ, λ)
where

1. S is a finite set of states with initial state s0 ∈ S,

2. Σ,Λ are finite input and output alphabets, respectively, and

3. δ : S × Σ ⇀ S,λ : S × Σ ⇀ Λ are partial transition and output functions, respec-
tively, such that δ(s, a) is defined iff λ(s, a) is defined for all s ∈ S, a ∈ Σ.

A MM induces a corresponding LTS when input and output are viewed as alternating
actions [vdPM19].

Definition 11 (LTS of a MM). Let M = (S, s0,Σ,Λ, δ, λ) be a MM. Furthermore, let
T := {(s, i) | λ(s, i) is defined } and f : T ↦→ ST be a bijection to a new set of states
disjoint from S. Then the LTS L(M) := (S ⊎ ST ,Σ ⊎ Λ,−→) of M3 is defined with

−→ := {s i−→ f(s, i) | (s, i) ∈ T} ⊎ {f(s, i) o−→ s′ | λ(s, i) = o ∧ δ(s, i) = s′}

A modal Mealy machine (MMM) can be defined analogously to an MTS by featuring
separate transition and output functions for may and must behavior.

3.3 Action-based Linear Temporal Logic

The verification tasks considered in this thesis each feature an action-based temporal
property: the task is to check whether the given program (or model thereof) satisfies
that property. Setion 3.3.1 briefly covers linear-time properties and corresponding model
checking of MTSs. Thereafter, Section 3.3.2 presents action-based linear temporal logic
(LTL) as a means to describe linear-time properties.

3The operator ⊎ describes the disjoint union of two sets.
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3.3.1 Linear-Time Properties

Linear-time properties specify behavior of infinite sequences. When not expressed in
some logic, a linear-time property is frequently represented by a language of infinite
words [SY20, BK08].

Definition 12 (Linear-Time Property). A language L over an alphabet Σ is a linear-
time property iff L ⊆ Σω. A word w satisfies L iff w ∈ L.

Interesting subsets of linear-time properties include safety and liveness [BK08].

Definition 13 (Safety and Liveness). A linear-time property L over some alphabet Σ
is a safety property iff for every word w ∈ Σω with w /∈ L, there exists a finite prefix
wp ∈ Σ∗ of w such that for all w′ ∈ Σω, wpw

′ /∈ L holds.

Moreover, L is a liveness property iff every finite word w ∈ Σ∗ can be extended to a
word ww′ ∈ Σω such that ww′ ∈ L.

Model checking a linear-time property means to decide which of the following three
possibilities hold [JSSS21]AP:

4

Definition 14 (Satisfaction/Violation Between MTSs and Linear-Time Properties). Let
M be an MTS and L a linear-time property. Then M satisfies L (denoted as M |= L) iff
Lω
⊤(M) ⊆ L. Similarly, M violates L (denoted as M ̸|= L) iff Lω

⊥(M) ̸⊆ L. Moreover,

M is indecisive concerning L (denoted as M
?|= L) iff M neither satisfies nor violates L.

A Mealy machine M satisfies, violates, or is indecisive concerning L iff the same holds
for its LTS L(M) (Def. 11). This propagation extends to modal Mealy machines.

3.3.2 Action-based LTL

The following definitions which are taken from [JSSS21]AP specify linear temporal logic
(LTL) [WVS20, BK08], more precisely, action-based LTL [SY20, GM03]:

Definition 15 (Syntax of Action-based Linear Temporal Logic (LTL)). Let Σ be an
alphabet of actions and a ∈ Σ. The syntax of (action-based) LTL is defined using the
following grammar in Backus-Naur form:

φ ::= ⊤ | a | φ ∧ φ | ¬φ | Xφ | (φ U φ)

LTL is the set of formulas φ that can be constructed this way.

The operator X (or “next”) describes behavior that has to hold at the next time
step. A formula φ1 U φ2 describes that φ2 has to hold eventually and that φ1 has to be
satisfied until φ2 holds in a word. The formal semantics of LTL is based on a satisfaction
relation between infinite words and LTL formulas [BK08]:

4Compared to [JSSS21]AP, this definition was generalized from LTL to arbitrary linear-time properties.
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Definition 16 (LTL Semantics). Let Σ be an alphabet of action symbols. The satis-
faction relation |= ⊆ (Σω × LTL) is defined as the minimal relation that adheres to the
following rules for any w ∈ Σω and φ,ψ ∈ LTL:

1. w |= ⊤
2. w |= a iff w1 = a

3. w |= (φ ∧ ψ) iff w |= φ and w |= ψ

4. w |= ¬φ iff w ̸|= φ

5. w |= Xφ iff w≥1 |= φ

6. w |= (φ U ψ) iff ∃k ∈ N : w≥k |= ψ and ∀i ∈ N<k : w≥i |= φ

The semantics of a formula φ ∈ LTL is given by JφK := {w ∈ Σω | w |= φ}.
An MTS M satisfies, violates, or is indecisive concerning φ iff the same holds for the

linear-time property JφK, respectively.

The terms “LTL formula” and “LTL property” are used interchangeably within this
thesis. The former term has a more syntactical meaning whereas the latter focuses on
semantics. Common abbreviations in LTL include Fφ := ⊤ U φ which expresses that
φ will eventually become true and its dual operator Gφ := ¬F¬φ which claims that φ
is generally true, meaning that it holds at every symbol of a word.
As LTL is frequently used to specify behavior of state-based systems, LTL semantics

is commonly introduced such that ‘characters’ in a word are sets of atomic propositions
A ∈ 2AP instead of individual actions a ∈ Σ. Action-based LTL can be formally seen as
a subset of LTL based on sets of atomic propositions. The underlying reason is that it is
possible to enforce that only individual atomic propositions occur in a word by adding
an LTL invariant called singleton filter to a formula [JS18]AP.

Every LTL property φ can be decomposed into two properties φs and φl in a way
that JφsK is a safety property and JφlK a liveness property such that JφK = JφsK ∩ JφlK
holds [AS87, MDB14].5 If an LTL property φ is said to feature a safety part within this
thesis, then JφK is not a liveness property.

As known since the early days of LTL model checking, one can synthesize a Büchi
automaton B from an LTL formula φ such that L(B) = JφK holds [PR89].6

Definition 17 (Büchi Automaton). Let B = (S,Σ, ∆, s0, F ) be a finite automaton with
a set S of states and a finite alphabet Σ. State s0 ∈ S represents the initial state and
F ⊆ S a set of accepting states. The relation ∆ ⊆ (S × Σ × S) represents transitions
between states in S. The syntax p

a−→ q denotes a (p, a, q) ∈ ∆.

A path is a sequence π = s0
a1−→ s1

a2−→ s2 · · · of transitions that starts in s0 with an
index that ranges from 0 to either a positive integer or infinity. Path π spells the word
w = a1a2 . . . .

5Note that for LTL, the definition of safety and liveness relies on the use of action-based LTL: when
allowing sets of atomic propositions and therefore using the mentioned singleton filter, there would not
exist liveness properties because the singleton filter itself is an invariant and thus a safety property.

6Note again that a singleton filter can be used to synthesize Büchi automata for action-based LTL.
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Given these definitions, B is called a Büchi automaton if it adheres to Büchi accep-
tance, meaning that it accepts infinite words w ∈ Σω based on the following criteria:

1. There exists a path p in B that starts in s0 and that spells w

2. This path p visits a state in F infinitely often

The set L(B) := {w ∈ Σω | B accepts w} defines the language of B.

Büchi automata are strictly more expressive than LTL [Wol83]. Examples of Büchi
automaton synthesis from LTL properties can be found in [JS18, JSSS21]AP.

3.4 Property Preservation

Key to the presented synthesis of verification tasks are property-preserving transforma-
tions. The fundamental concepts that this preservation is based on are modal refinement
and bisimulation. Section 3.4.1 covers modal refinement, before weak refinement, bisim-
ulation, and the notion of convergence are introduced in Section 3.4.2.

3.4.1 Modal Refinement

The following notion of refinement allows to regard certain LTSs as implementations of
MTSs [Lar89] (see also [JSSS21]AP

7).

Definition 18 (MTS Refinement). Let M1 = (S1, s
1
0,Σ1, 99K1,−→1), M2 = (S2, s

2
0,Σ2,

99K2,−→2) be MTSs. A relation ≲ ⊆ (S1 × S2) is called a refinement iff the following
hold for all (p, q) ∈ ≲:

1.) ∀p a
99K1 p

′, ∃q a
99K2 q

′ : p′ ≲ q′

2.) ∀q a−→2 q
′, ∃p a−→1 p

′ : p′ ≲ q′

M1 refines M2, written as M1 ≲M2, iff there exists a refinement ≲ with s10 ≲ s20.

Because every must transition is also a may transition, every reachable state of M1

needs to occur in a refinement:

Proposition 3 (States Contained in a Refinement). Let M1 = (S1, s
1
0,Σ1, 99K1,−→1),

M2 = (S2, s
2
0,Σ2, 99K2,−→2) be two MTSs. Then for any refinement ≲ ⊆ (S1×S2) with

s10 ≲ s20, the following holds: for any state s1 ∈ S1 that is reachable in M1, there exists
a state s2 ∈ S2 such that s1 ≲ s2.

The following observation explains why modal refinement preserves linear-time prop-
erties [JSSS21]AP (see also Section 3.3).

Proposition 4 (Language Monotonicity I). Let M,M ′ be two MTSs such that M ′ ≲M .
Then it holds that L⊥(M) ⊆ L⊥(M

′) and L⊤(M
′) ⊆ L⊤(M).

7In contrast to the definition in [JSSS21]AP, M1 and M2 are allowed to have different alphabets here in
order to support alphabet extensions (Section 6.2) in the setting of weak refinement (Section 3.4.2).
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Parallel components are relevant during model checking if they cannot be abstracted
to their weakest specification [Lar90] (see also [SJ17]AP):

Definition 19 (Weakest Modal Specification). Let Σ be an alphabet. The one-state MTS
UΣ with may transitions for every a ∈ Σ is called the weakest modal Σ-specification:

UΣ := ({s}, s,Σ, {s} × Σ× {s}, ∅)

The following proposition follows from the semantics of parallel composition (Def. 8).

Proposition 5 (Unconstrained Behavior). Let M be an MTS and UΣ the weakest modal
Σ-specification for some alphabet Σ. Then M ≲M || UΣ.

3.4.2 Weak Modal Refinement, Bisimulation, and Convergence

With the goal to define weak modal refinement, the common notion of hiding is intro-
duced as in [SJ17]AP:

Definition 20 (Label Hiding). Let M = (S, s0,Σ, 99K,−→) be an MTS and Γ ⊆ Σ.
Then in the Γ-hiding

hideΓ(M) := (S, s0, (Σ \ Γ) ∪ {τ}, hideΓ(99K), hideΓ(−→))

of M , all transitions t of M with Σ(t) ∈ Γ are replaced with the (unobservable) special
symbol τ and therefore features the following transition relations for all ⇀ ∈ {99K,−→}:

hideΓ(⇀) = {p τ
⇀ q | ∃a ∈ Γ : p

a
⇀ q} ⊎ {p a

⇀ q | a ∈ Σ \ Γ}

In order to compare two MTSs based on a certain alphabet Γ, it helps to express that
all of their symbols are hidden which are not in Γ [SJ19]AP:

Definition 21 (Alphabet View of an MTS). Let M = (S, s0,Σ, 99K,−→) be an MTS
and Γ ⊆ Σ. Then [M ]Γ := hideΣ(M)\Γ(M).

Throughout this thesis, the special symbol τ only occurs when hiding or view operators
are used, unless explicitly stated otherwise. For every MTS M without hiding or a view
applied to it or a note that its alphabet may contain τ , one can assume that τ /∈ Σ(M).
A view has no effect if the viewed alphabet contains all symbols of the given MTS.

Proposition 6 (Neutral View). Let M be an MTS and Σ an alphabet with Σ(M) ⊆ Σ.
Then [M ]Σ =M holds.

A view can be applied before or after parallel composition if the viewed alphabet
contains all symbols based on which synchronization can occur.

Proposition 7 (Commutativity I). Let M,M ′ be two MTSs and Σ an alphabet with
Σ(M) ∩ Σ(M ′) ⊆ Σ. Then [M ]Σ || [M ′]Σ = [M ||M ′]Σ.
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Just like [M ]Γ views an MTSM w.r.t. a certain alphabet Γ, the same concept is useful
for languages [JSSS21]AP.

Definition 22 (Alphabet View of a Language). For any languages Σ,Γ and any word
w over Σ, [w]Γ is defined as the word that results from skipping all symbols in w that do
not exist in Γ. This definition extends naturally to languages.

Based on hiding, the (standard) definition of weak MTS refinement is prepared by
defining the usual observational relation of a transition relation as in [SJ17]AP:

Definition 23 (Observational Relation). Given states S, let ⇀ ⊆ S × (Σ∪ {τ})× S be
a transition relation between states in S and p, p′, q, q′ ∈ S. Furthermore, let ϵ /∈ Σ be
a special symbol representing a sequence of invisible actions. The observational relation
obs(⇀) of ⇀ is then recursively defined as follows:

p
ϵ

=⇒ p
p

τ
⇀ p′ p′

ϵ
=⇒ q

p
ϵ

=⇒ q

p
ϵ

=⇒ p′ p′
a
⇀ q′ q′

ϵ
=⇒ q

p
a

=⇒ q

where a ∈ Σ holds and p
a

=⇒ p′ denotes a transition (p, a, p′) ∈ obs(⇀).

An observational MTS is now simply defined by replacing its original transition rela-
tions with their observable counterparts [SJ17]AP:

Definition 24 (Observational MTS). Let M = (S, s0,Σ, 99K,−→) be an MTS. The
observational MTS obs(M) ofM is based on the observational expansion of its transition
relations:

obs(M) := (S, s0, (Σ \ {τ}) ∪ {ϵ}, obs(99K), obs(−→))

Some refinements are insensitive to divergence, i.e., the possibility that a system en-
gages in an infinite τ sequence, and therefore do not preserve liveness properties [SJ17]AP.
The major part of this thesis therefore focuses on convergent systems.

Definition 25 (Convergence). An MTS M is called convergent iff for every path π in
M , the word w(π) only contains finite τ -sequences.

This is sufficient to introduce (convergent) weak modal refinement [HL89] (see [SJ17]AP):

Definition 26 ((Convergent) Weak Refinement). Let M,M ′ be two MTSs. Then M ′

weakly refines M , denoted as M ′ ⪅ M , iff obs(M ′) ≲ obs(M). If M ′ is furthermore

convergent, then M ′ is called convergent weak refinement of M , denoted as M ′ c⪅M .

It is straightforward to establish that parallel composition preserves modal refinement
for both operands when they have the same alphabets [SJ17]AP. The same holds for
weak refinement [BMSH10], and convergence does not influence this preservation.
When allowing different alphabets of involved MTSs however, compositionality does

require an additional guarantee w.r.t. these alphabets.8 This is based on the fact that

8See also Propositions 6 and 7 in [JSSS21]AP for the required guarantees in the linear-time setting.
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refinement is in some cases insensitive to the alphabets of MTSs: there exist MTSs
M,M ′ with M ≲M ′ such that Σ(M) ̸= Σ(M ′) holds. Altering the alphabet of an MTS
might however modify synchronization constraints with a parallel context and thereby
hinder refinement compositionality.

Proposition 8 (Compositional Refinement). Let M,M ′,M ′′ be three MTSs where M
and M ′ may contain τ in their alphabets and such that9 (Σ(M)△Σ(M ′))∩Σ(M ′′) = ∅.
Then for any ⪯∈ {≲,⪅,c⪅}, ⪯ is preserved by parallel composition:

M ⪯M ′ implies (M ||M ′′) ⪯ (M ′ ||M ′′)

Note that due to the commutativity of operator ||, Proposition 8 holds for both com-
ponents of a composition.
The frequently used concept of (weak) bisimulation can be derived from the notion of

(weak) refinement [SJ19]AP such that it coincides with the traditional definition [Par81].

Definition 27 ((Convergent, Weak) Bisimulation). Let L,L′ be two LTSs. Then L is
bisimilar to L′, denoted as L ∼ L′, iff L ≲ L′. In addition, L is weakly bisimilar to
L′, denoted as L ≈ L′, iff L ⪅ L′. Furthermore L and L′ are convergent and weakly

bisimilar, denoted as L
c
≈ L′, iff both L and L′ are convergent and L ≈ L′.

Bisimulation of Mealy machines is based on the corresponding LTS views (see Sec-
tion 3.2.3).

9The operator △ stands for the symmetric difference between sets.
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4
Realistic Verification Tasks

This chapter introduces the different types of verification tasks that can be synthe-
sized using the new framework (see Section 2.3.1) on a formal level. Section 4.1 defines
these different types of tasks. Thereafter, Section 4.2 clarifies what is meant by inter-
ruptible properties—such properties are part of synthesized tasks which target parallel
programs—and presents a new result by generalizing the notion of interruptibility as
presented in [SY20] to temporal properties from various logics. This chapter closes with
a discussion of realized hardness criteria (see also Figure 2.3).

4.1 Verification Tasks

On the one hand, Mealy machines are chosen within this thesis as the intermediate
representation of sequential programs, the latter implementing reactive systems. On
the other hand, parallel compositions of labeled transition systems represent parallel,
asynchronous programs. A verification task combines such a model with a temporal
property, i.e., a property that can be expressed in the modal µ-calculus [Koz83].

Definition 28 (Verification Task). A model M of a system and a temporal property φ
specify a verification task V (M,φ) that is a positive verification task iff M |= φ and a
negative verification task iff M ̸|= φ.

If M is a MM, then V (M,φ) is called sequential (positive or negative) task. If M is
a parallel composition M = (L1 || · · · ||Ln) of LTSs, then V (M,φ) is called parallel task.

As an intermediate representation during the generation of verification tasks, MTSs
(Def. 3) are used within this thesis. Hardness criteria that are introduced in Section 4.3
are therefore sometimes specified based on MTSs. For a parallel task, the parallel com-
position of LTSs is obtained by means of component-wise modal refinement (Def. 18).

Definition 29 (LTS Component Refinement). Let M = (M1 || · · · ||Mn) be a parallel
composition of n MTSs. A parallel composition L = (L1 || · · · || Ln) of n LTSs is called
LTS component refinement of M iff Li ≲Mi holds for each i ∈ 1 . . n.
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In addition to verification tasks—which are inherently model checking queries as de-
fined above—the synthesis framework presented in this thesis can also be used to create
tasks for weak bisimulation checking [SJ19]AP.

Definition 30 (Bisimulation Task). Let L1 = (L11 || ... ||L1n) and L2 = (L21 || ... ||L2n)
be two parallel compositions of LTSs and Σ ⊆ Σ(L1) ∩ Σ(L2). Then B = (L1, L2,Σ) is
called a weak bisimulation checking task, or just bisimulation task.
The correct answer to B is ‘equivalent’ iff [L1]Σ ≈ [L2]Σ holds and ‘nonequivalent’

otherwise (see Definitions 21 and 27).

4.2 Interruptible Temporal Properties

Convergent weak modal refinement will be ensured by all transformations applied during
the construction of a parallel task (see Chapter 6). Intuitively speaking, the presented
generation of (hard) parallel tasks interleaves finite interruptions by artificial new action
symbols with the actions of an initial system. As a consequence, the approach presented
in this thesis to generate parallel tasks is constrained to interruptible temporal properties.

Definition 31 (Interruptible Temporal Property). Let φ be a temporal property. Then
φ is interruptible iff the following holds for all MTSs M,ME:

[ME ]Σ(M)
c⪅M implies both1 M |= φ =⇒ ME |= φ and M ̸|= φ =⇒ ME ̸|= φ

Convergent weak modal refinement based on hiding as used in Definition 31 is com-
positional if the alphabet of ME is a superset of that of M and does not introduce
additional synchronization potential with parallel components.

Theorem 1 (Compositionality of Property Preservation). LetM,M ′, andM ′′ be MTSs.

Then a satisfaction of the two following conditions2 implies [M ′ ||M ′′]
Σ(M||M′′)

c⪅M ||M ′′:

1. [M ′]
Σ(M)

c⪅M

2. (Σ(M)△Σ(M ′)) ∩ Σ(M ′′) = ∅

Proof. Applying set theory and the second condition in Theorem 1 yields the equality
Σ(M) ∩ Σ(M ′′) = Σ(M ′) ∩ Σ(M ′′). Combined with Proposition 7, this results in (i):

[M ′ ||M ′′]
Σ(M||M′′) = [M ′]

Σ(M||M′′) || [M
′′]

Σ(M||M′′)

Because of Proposition 6, it holds that (ii) [M ′′]
Σ(M||M′′) = M ′′. According to the

definition of an alphabet view, [M ′]
Σ(M||M′′) = hideΣ(M ′)\Σ(M ||M ′′)(M

′). It holds that

Σ(M ||M ′′) = Σ(M) ∪ Σ(M ′′) and again based on set theory also the following:

Σ(M ′) \ Σ(M ||M ′′) = (Σ(M ′) \ Σ(M)) \ Σ(M ′′)

1Note that an MTS may neither satisfy nor violate a given temporal property.
2Operator △ again stands for the symmetric difference between alphabets.
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The outer set difference can be omitted due to the second condition in Theorem 1, thus
it holds that (iii) [M ′]

Σ(M||M′′) = hideΣ(M ′)\Σ(M)(M
′) = [M ′]

Σ(M)
. Now it follows that

[M ′ ||M ′′]
Σ(M||M′′) = [M ′]

Σ(M)
||M ′′

because of (i), (ii), and (iii). Combining Condition 1 and Proposition 8 finally yields:

[M ′ ||M ′′]
Σ(M||M′′) = [M ′]

Σ(M)
||M ′′ c⪅ M ||M ′′

Theorem 1 serves as the formal foundation for property preservation when combining
parallel decomposition and alphabet extension (see Chapter 6).

For linear-time properties, interruptibility can be expressed directly on the level of
languages [SY20] (see also [JSSS21]AP), as shown by relying on the following lemmas.

Lemma 1 (Consistency of Alphabet Views). Let L be an LTS and Γ an alphabet such
that [L]Γ is convergent. Then Lω(obs([L]Γ)) = [Lω(L)]Γ holds.

Proof. Let w′ ∈ Lω(obs([L]Γ)). Then there exists an infinite path π in obs([L]Γ) with
w(π) = w′. There further exists an infinite path π′ in L that (i) traverses the same
sequence of states as π does because [L]Γ is convergent, and (ii) such that for all positive
integers i, the i-th transition in π is labeled a ∈ Γ iff the i-th transition of π′ is labeled
identically, because of the two leftmost rules in the definition of observational transition
relations (Def. 23). The word that results from skipping symbols in word w(π′) ∈ Lω(L)
that are not in Γ is thus identical to w′.

Let w′ ∈ [Lω(L)]Γ . Then there exists an infinite path π in L with w′ = [w(π)]Γ . In
[Lω(L)]Γ , all transitions in π labeled with a symbol not in Γ are replaced by τ , and again
by ϵ in obs([Lω(L)]Γ) due to the two above-mentioned rules of observational transition
relations. As a result, there exists an infinite path π′ in obs([L]Γ) with w(π′) = w′.
Because [L]Γ is convergent, w(π′) has to be an infinite word, and thus w′ ∈ Lω(obs([L]Γ)).

Modification to an individual transition relation such as (i) hiding and (ii) a trans-
formation to an observable transition relation are independent from managing different
transition relations. As a consequence, the following propositions hold.

Proposition 9 (Commutativity II). For any MTS M and any alphabet Γ, the following
hold:

L⊤([M ]Γ) = [L⊤(M)]Γ and L⊥([M ]Γ) = [L⊥(M)]Γ

Proposition 10 (Commutativity III). For any MTS M , the following hold:

L⊤(obs(M)) = obs(L⊤(M)) and L⊥(obs(M)) = obs(L⊥(M))

Combining Lemma 1 with Propositions 9 and 10 allows to show the following.
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Lemma 2 (Language Monotonicity II). Let M,M ′ be MTSs with [M ′]
Σ(M)

c⪅M . Then
Lω
⊥(M) ⊆ [Lω

⊥(M
′)]

Σ(M)
and [Lω

⊤(M
′)]

Σ(M)
⊆ Lω

⊤(M).

Proof. Let M,M ′ be two MTSs such that [M ′]
Σ(M)

c⪅ M . Because of τ /∈ Σ(M),
it follows that Lω

⊥(obs(M)) = Lω
⊥(M). As [M ′]

Σ(M)
⪅ M holds, it is known that

obs([M ′]
Σ(M)

) ≲ obs(M), which implies Lω
⊥(M) = Lω

⊥(obs(M)) ⊆ Lω
⊥(obs([M

′]
Σ(M)

))
according to Proposition 4. Propositions 9 and 10 yield

Lω
⊥(M) ⊆ Lω

⊥(obs([M
′]
Σ(M)

)) = Lω(L⊥(obs([M
′]
Σ(M)

))) = Lω(obs([L⊥(M
′)]

Σ(M)
)),

and applying Lemma 1 now results in Lω
⊥(M) ⊆ [Lω(L⊥(M

′))]
Σ(M)

= [Lω
⊥(M

′)]
Σ(M)

.
The proof of the second statement, [Lω

⊤(M
′)]

Σ(M)
⊆ Lω

⊤(M), is analogous.

Based on Lemma 2, it can now be proven that Definition 31 is a generalization of the
definition of interruptibility that is introduced in [SY20].

Theorem 2 (Sufficient Condition for Linear-Time Interruptibility). Let L be a linear-
time property over an alphabet Σ. Then L is interruptible if for any alphabet ΣE and
any infinite words w ∈ Σω, wE ∈ Σω

E, the following holds:

[wE ]Σ = w implies (wE ∈ L ⇐⇒ w ∈ L)

Proof. Let L be an arbitrary linear-time property over some alphabet Σ and assume that

L satisfies the premise in Theorem 2. Let M,ME be any MTSs with [ME ]Σ(M)
c⪅ M .

Furthermore, assume that M |= L, meaning that Lω
⊤(M) ⊆ L (Def. 14). Based on

Lemma 2, [Lω
⊤(ME)]Σ(M)

⊆ Lω
⊤(M) holds. Combined with the satisfied condition in

Theorem 2, it thus follows that ME |= L. The other case, assuming that M ̸|= L holds,
is analogous.

4.3 Hardness Guarantees

The different hardness criteria that can be guaranteed using the new framework of this
thesis are discussed in the following. The structure of this section can also be found
in Figure 2.3. Section 4.3.1 first introduces two variants of state explosion, followed by
Section 4.3.2 which clarifies the meaning of rare and deep counterexamples w.r.t. linear-
time properties. Thereafter, Section 4.3.3 is dedicated to a relevant parallel context and
relies on the notion that all components of a parallel composition are relevant when
solving a given task.

4.3.1 Large State Space

When generating realistic verification tasks or bisimulation tasks, one should be able
to confront verifiers with what is commonly referred to as state explosion: the number
of reachable explicit program states is exponential in the syntactic size of the program.
This thesis distinguishes between two types of state explosion. On the one hand, using a

34



bisimulation-preserving encoding of a model—for example a MM—in some programming
language allows to generate code that features a number of reachable program states
that is exponential in that of the underlying model. This approach is the topic of
[HIM+14, Sch21] and not further discussed in this thesis. For parallel tasks on the other
hand, another type of state explosion exists based on multiple parallel interleavings:

Definition 32 (Interleaving-based State Explosion). Let L = (L1 || · · · ||Ln) be a parallel
composition of n LTSs. Then L is interleaving-hard iff the expanded composition of L
contains at least 2n reachable states.

Encoding-based state explosion is used to generate hard sequential tasks within the
RERS Challenge [HIM+14], whereas interleaving-based state explosion is utilized to
produce hard parallel tasks. Note that a parallel composition of LTSs can also be
encoded as a program in, e.g., Promela [GJS+16]AP. Therefore, an encoding-based
expansion could further be employed to enlarge individual components of a parallel
composition.

4.3.2 Subtle Errors

A hardness criterion that solely applies to negative verification tasks is subtlety : In
practice, errors (“bugs”) in programs are frequently (i) rare and (ii) deep in the sense
that an error can only be detected after a certain number of computation steps [JS18]AP.
Thus, a generator for realistic verification tasks should be able to control the subtlety
of errors (property violations) in order to produce relevant benchmarks. This thesis
discussed subtle errors in the context of LTL properties, which subsume error reachability
such as violated assertions.

Rarity

For LTL properties which constrain infinite paths (see Def. 16), rarity of counterexamples
cannot easily be expressed, e.g., in terms of a quotient of the number of paths that
violate or satisfy a given property, respectively, because there usually exist infinitely
many infinite paths in a system. Instead, this thesis uses the notion of a counterexample
handle which all counterexamples to an LTL property in a given system have to traverse.

Definition 33 (Counterexample Handle). Let M be a transition system and φ an LTL
property such that M ̸|= φ. A transition t in M is called a counterexample handle
(CE-handle) for φ in M iff the removal of t results in M |= φ.

Note that ifM is an MTS, then a CE-handle has to be a must transition (see Def. 14).
A CE-handle imposes a certain rarity of violation witnesses if most states of M can be
reached without traversing it. In addition, such a handle is very useful for controlling the
satisfaction of φ in M , an aspect that the generation of hard parallel tasks as presented
in [JSSS21]AP heavily relies on.
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Depth

For the purpose of evaluating verification tools, it is helpful to be able to adjust the
depth at which counterexamples can be detected. Here, the goal is to set an interval
(m,n] of positive integers m,n with m < n such that no path of m states or less gives
away a property violation, however such that there exists a path of at most n states
which does. The following pattern is used to generate corresponding verification tasks:
starting from a small model, paths that indicate a property violation and are deemed too
short are rendered infeasible, before a subsequent check ensures that one such violating
path of length at most n still exists. A depth interval (m,n] for the violation of an LTL
property φ in a model M can be stated in at least two ways such that it is relevant for
model checking:

1. Guarantee that every counterexample path to φ in M contains at least m distinct
states, however that one exists which contains at most n distinct states.

2. Ensure that every word of length less or equal to m can in general be extended to
a word that satisfies φ, however also that there exists a word of length at most n
for which all possible continuations violate φ.

These two perspectives on depth intervals have different impact on the hardness of a
negative verification task, and the second one is apparently only applicable to properties
that feature a safety part (see Def. 13). The first option ensures for example that
an explicit-state analyzer which proceeds in a breadth-first search cannot determine a
property violation before having reached depth m. The underlying reason is that a state
has to be observed twice on the same path to obtain an infinite word. For properties
that feature a safety part however, this does not exclude the possibility that a path of
less than m states already indicates the violation of φ if it can be continued to some
infinite path. If such an “early indicator” prefix of a path exists, a smart search heuristic
for counterexamples might prioritize the exploration of its successor states. This type
of monitorability is excluded by the second of the above-listed options. Please note that
neither of the above guarantees implies the other, and that both can be combined.

The first guarantee of at least m distinct states is comparably easy to accomplish
and has been used to generate benchmarks for the RERS Challenge since at least
2016 [GJS+16]AP: by iteratively unrolling a simple cycle that the shortest counterex-
ample to φ in M traverses (in terms of distinct states), one can retrieve a bisimilar
model M ′ where this counterexample has been prolonged. A check for a violating path
of at most n states then ensures the upper bound of the hardness interval and frequently
succeeds when using incremental loop unrolling. This first type of depth interval is thus
not further discussed in this thesis.

In contrast, realizing the second type of depth interval—especially prohibiting that
an LTL monitor is able to detect that a short word can no longer satisfy φ—is more
involved and has only recently been used for RERS benchmarks [HJM+21]AP. The
following definitions are taken from [HJM+21]AP and formally introduce this hardness-
related depth guarantee on the level of languages of infinite words.
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Definition 34 (Violating Prefix). Let w ∈ Σ∗. Then w violates φ iff the following holds:

∀w′ ∈ Σω. ww′ ̸|= φ

An infinite word w ∈ Σω k-violates φ iff its prefix w≤k violates φ. A language L′ ⊆ Σω

k-violates φ iff there exists a word w ∈ L which k-violates φ.

Intuitively speaking, a finite word violates φ if it cannot be extended to a word that
satisfies φ (see also Def. 13). The following proposition follows straightforwardly:

Proposition 11 (Monotonicity). If a word w ∈ Σω k-violates φ, then for all k′ ∈ N
with k′ ≥ k, w also k′-violates φ.

This monotonicity property allows to specify (m,n]-depth simply based on the bound-
aries of this integer interval.

Definition 35 (Counterexample Depth). A language L ⊆ Σω is called (m,n]-deep w.r.t.
φ iff the following hold:

1. L does not m-violate φ

2. L n-violates φ

Note that if L is (m,n]-deep w.r.t. φ, then it is also (m′, n′]-deep for any positive
integers m′, n′ with m′ ≤ m and n ≤ n′. As a consequence, there always exists a
minimal depth interval if one exists in general.

4.3.3 Relevant Parallel Context

Parallel verification tasks give rise to additional hardness criteria due to the existence
of multiple parallel components. Even if a parallel task V (L,φ) is interleaving-hard
(Def. 32), one might be able to abstract from a large subset—in the worst case all but
one—parallel components of L while still being able to correctly analyze whether or not
L satisfies φ. The following definitions are mostly taken from [SJ17, JSSS21]AP and
are used for a hardness criterion that excludes the possibility to easily solve even an
interleaving-hard task by abstracting from entire components.

Definition 36 (Component Abstraction). Let M = (M1 || · · · ||Mn) be a parallel com-
position of MTSs, Σi = Σ(Mi) the alphabet of the i-th component of M , and UΣi the
weakest modal Σi-specification (see Def. 19). Then the parallel MTS composition

α(M, i) := (M1 || · · · ||Mi−1 || UΣi ||Mi+1 || · · · ||Mn)

is called the i-th component abstraction of M .

Definition 37 (φ-Lossy Generalization). Let M be an MTS and φ a temporal prop-
erty such that M either satisfies or violates φ. Then any MTS M ′ that is indecisive
concerning φ is called a φ-lossy generalization of M .

37



System sensitivity guarantees that all components of a parallel composition are rele-
vant for the verification/refutation of a considered property φ.

Definition 38 (System-Sensitive Properties). Let M = (M1 || · · · ||Mn) be a parallel
composition of MTSs and φ a temporal property. We call φ M -sensitive iff the following
holds:

∀i ∈ 1 . . n : α(M, i) is a φ-lossy generalization of M

As a consequence of the above definition, a parallel task V (L,φ) such that φ is L-
sensitive is a task where every component matters for the verification or refutation of
φ (see [JSSS21]AP). Together with interleaving-based state explosion, this constitutes
what is called a hard parallel task within this thesis:

Definition 39 (Hard Parallel Task). Let V (L,φ) be a parallel task such that L contains
n parallel components. Then V (L,φ) is called n-hard iff the following hold:

1. L is interleaving-hard

2. Property φ is L-sensitive

In [JSSS21]AP, an approach to generate hard parallel tasks for any interruptible LTL
property is introduced. That approach can further be easily modified to produce parallel
tasks where many but not all components matter when analyzing if φ is satisfied, meaning
that the relevance of a given parallel context can be adjusted. Moreover, it allows to
ensure property locality.

Definition 40 (Property Locality). In a parallel task V (L,φ), property φ is k-local in
L iff it only contains symbols of k different parallel components of L.

Locality is not necessarily related to hardness as some approaches to solve a task might
benefit from knowing that a property only constrains one (or a few) parallel components,
whereas other, likely compositional approaches might benefit from non-local properties.

However, it should be stated that certain hard parallel tasks can likely be solved easily
by compositional model checking [CLM89] if their property is not local. As an example,
one could generate a positive verification task which features an LTL property by

1. synthesizing n LTSs such that each Li satisfies an LTL property φi,

2. defining φ :=
⋀

i∈1. .n φi, and

3. choosing L := (L1 || · · · || Ln).

Because parallel composition can only reduce the language of an LTS w.r.t. its own
alphabet (see Proposition 5 in [JSSS21]AP), L satisfies φ. Generating the different Li

such that L is interleaving-hard is trivial as the alphabets of the Li have not been
constrained by the sketched construction: they might even be pairwise-disjoint. In that
case, every non-trivial φi would contain a symbol unique to Li, rendering φ L-sensitive.
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A compositional model checker could verify that Li |= φi holds for every i ∈ 1 . . n
and then deduce that L |= φ holds without ever computing the expanded LTS of L. In
addition, property φ would likely be quite lengthy and therefore not necessarily realistic.

Based on the above example, it becomes apparent that it is desirable to—at least
optionally—feature a certain locality of properties in a parallel task. This does not only
allow to generate tasks that test the limits of state-of-the-art tools for compositional
model checking, but also allows to better simulate the scenario of a relevant parallel
context : the correctness of a single component is of interest, however its behavior is
(directly or indirectly) influenced by communication with other parallel components.
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5
Synthesizing Realistic Tasks

The starting point for synthesizing a verification task according to the new framework
(Section 2.3.1) is presented in this section. Regardless of whether or not the generated
task is sequential or parallel, the presented approach always starts with LTL synthesis
(Section 5.1) to construct a Büchi automaton [Bü66] B that features realistic behavior.
In order to fulfill realistic hardness criteria for negative verification tasks as discussed
in Section 4.3.2, the subsequent Section 5.2 presents how such a constructed automaton
B can be altered to realize rarely occurring property violations based on a CE-handle
(Def. 33), before Section 5.3 shows how B can be modified to ensure deep counterexam-
ples (Def. 35). Afterwards, Section 5.4 sketches how automaton B can be transformed
to an MTS, and thereby paves the way for the parallel decomposition that will be the
topic of Section 6.

As illustrated in Figure 2.2, a generated MTS can further be transformed to a (modal)
Mealy machine [JS18]AP and then encoded as a sequential C or Java program along the
lines of [HIM+14]. Details of the transformation to a Mealy machine are omitted here.

5.1 Temporal-Logic Synthesis

As a starting point for synthesizing realistic verification tasks, patterns for interesting
LTL properties are used within this thesis. Such a pattern can reflect realistic scenar-
ios [DAC99] or ensure, e.g., that properties are interruptible (see Theorem 2). From
this pattern, both the LTL property φ that has to be analyzed in the generated task
V (M,φ) as well as structural LTL properties Φ are (randomly) selected. Property φ
will either be satisfied or violated by the generated system, depending on the desired
solution. Structural properties are always satisfied in M as their intend is to imbue
additional meaningful temporal behavior into an otherwise randomly generated sys-
tem. These structural properties can for example be the result of property mining on
real-world systems (see also [JMM+19]AP). During this step, it is furthermore possible
to enforce an alternation between input and output symbols in order to ease a later
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property-preserving transformation to a Mealy machine.

In order to transform logical formulas into transition-based systems, LTL synthesis is
employed to generate a corresponding Büchi automaton (see Section 3.3).

5.2 Rarely Occurring Errors

As an approach to generate positive verification tasks V (M,φ), one can combine φ
and chosen structural properties Φ by means of conjunction in order to synthesize a
corresponding Büchi automaton B with L(B) = Jφ ∧ ΦK. A naive analogous procedure
for negative verification tasks would be to simply omit φ during synthesis: as long as the
formula ¬φ∧Φ is satisfiable, there will exist a counterexample to φ in the generated Büchi
automaton B′ with L(B′) = JΦK. This way, L(B′) can contain words that satisfy φ and
some that violate φ, however in an unknown ratio. In order to generate tasks with rare
counterexamples or even CE-handles (Def. 33), a different approach is thus required. The
following high-level construction sketch is such an approach and inserts a counterexample
for φ with CE-handle into a Büchi automaton that satisfies φ [JSSS21]AP:

1. Synthesize a Büchi automaton B with language L(B) = JφK.
2. Choose a counterexample lasso h with w(h) ∈ J¬φK.
3. Merge h into B while heuristically aiming for a long shared prefix between h and
B.

4. The first transition after this shared prefix is then a CE-handle for φ.

Note that the lasso needed for the second step can be retrieved by choosing an accepting
word from a synthesized Büchi automaton B′ with L(B′) = J¬φK. Details of a heuristic
to obtain a long shared prefix for LTL properties that feature a safety part (see Def. 13)—
including an example—are given in [JS18]AP.

5.3 Deeply Hidden Errors

This section presents a method that is introduced in [HJM+21]AP to generate (m,n]-
deep tasks as defined in Def. 35 for LTL properties that feature a safety part. A notion
of an abstract verification task whose model is a language of infinite words or a Büchi
automaton is used in this section. Note that such models again entail two-valued model
checking as opposed to the three-valued version that has to be used when inspecting the
behavior of MTSs. The following presentation is based on [HJM+21]AP.

Given some alphabet Σ and a language L ⊆ Σω, one can deduce a constructive ap-
proach to generate the maximal sub-language of L that is (m,n]-deep w.r.t. φ.

5.3.1 Language Manipulation

First, the maximal sub-language Lm
φ of L that does not m-violate φ (Def. 34) is con-

structed before it is then checked whether or not Lm
φ n-violates φ. If it does, V (Lm

φ , φ)
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is an (m,n]-deep verification task. Otherwise, it follows that no (m,n]-deep verification
task exists for L and φ, in which case one can continue by heuristically modifying the
parameters.

The remainder of this section is therefore dedicated to the construction of Lm
φ and the

subsequent check whether it n-violates φ.

Definition 41 (Violating Prefixes). Let L ⊆ Σω and k ∈ N. Given a φ ∈ LTL,
VP(L, φ, k) := L≤k \ JφK≤k are the violating prefixes of φ in L with length at most k.

It is straightforward to prove that the above characterization is correct (see Def. 34):

Proposition 12 (Correct Definition of Violating Prefixes). Let k ∈ N. Then VP(L, φ, k)
consists of all words w ∈ L≤k that violate φ.

The following theorems follow straightforwardly from Propositions 11 and 12:

Theorem 3. Lm
φ = L \ (VP(L, φ,m)Σω)

Theorem 4. L ⊆ Σω n-violates φ iff VP(L, φ, n) ̸= ∅

Complementation of Büchi automata is a very expensive operation. The following
theorem guarantees that this operation can be avoided and instead be replaced by one
that executes in quadratic time:

Theorem 5. Lm
φ = L ∩ (JφK≤mΣω)

A proof of Theorem 5 can be found in [HJM+21]AP. The next section presents the
Büchi automaton-based realization of Lm

φ in the way that it is used in this thesis to
generate verification tasks.

5.3.2 Realization using Büchi Automata

As discussed in Section 5.1, the initial languages L used to generate verification tasks
are of the form L = JΦK where Φ is a set of structural LTL properties. Thus, the goal is
to construct Lm

φ = JΦKmφ . According to Theorem 5 this means that one has to compute

L′ = JΦK ∩ (JφK≤mΣω).

This can be done by means of well-known technology for Büchi automata as follows:

1. Compute L = JΦK and JφK. The Spot library [DLLF+16] is used for this purpose.

2. Concatenate the prefix tree of depth m for JφK with Σω to obtain a Büchi automa-
ton for JφK≤mΣω. Essentially, this means to add an accepting Σω-loop at the end
of each leaf of this prefix tree.

3. Compute the intersection of the two Büchi automata constructed in steps 1 and 2.
This is again accomplished using the Spot library.
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4. Heuristically minimize the Büchi automaton that results from step 3, again based
on the Spot library. This is important for the scalability of later transformation
steps and helps to obfuscate the tree expansion in step 2.

In order to be sure that (L′, φ) is indeed an (m,n]-deep verification task, it remains to
be shown that L′ n-violates φ (cf. Def. 35). This can be done simply by means of an
emptiness check for

L′ \ (JφK≤nΣ
ω)

If it fails, a violating prefix that is longer than m but shorter than or equal to n is
guaranteed to exist. Otherwise, it follows that no (m,n]-deep verification task exists for
JΦK and φ, and one continues by heuristically modifying the parameters. An example of
using this approach and a corresponding scalability study can be found in [HJM+21]AP.

5.4 Transformation to an MTS

As the model expansion that will be detailed in Section 6 works on MTSs, a property-
preserving transformation from a Büchi automaton B to an MTS M is required. The
following paragraphs briefly summarize such a transformation. Details—including an
example—can be found in [JS18]AP.
An important step towards an MTS is to discard the acceptance condition of B: an

MTS does not possess such a condition because all infinite paths within an MTS are
relevant for the validity of an LTL property (see Def. 14). Therefore, to preserve LTL
properties, all infinite paths π in B with w(π) /∈ L(B) have to be rendered infeasible
during the transformation to an MTS. This is achieved by removing a transition on every
non-accepting simple cycle1 in B. Note that for the result B′ of this transition pruning,
it holds that L(B′) ⊆ L(B).

Afterwards, all transitions in B′ are perceived as may transitions, before every coun-
terexample path that should be preserved during later transformations is added as must
transitions. For a negative verification task V (M,φ), only one counterexample path
that violates φ needs to be preserved. It is thus always possible to ‘protect’ transitions
on such a counterexample path when removing transitions during the previous step.
In [JS18]AP, a method is presented that furthermore accomplishes to preserve multiple,
so called orthogonal counterexamples.

1Simple cycles are also called elementary circuits [Joh75].
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6
Generating Parallel Verification Tasks

The synthesis of verification tasks that target parallel programs is a key aspect of this
thesis, especially that of hard parallel tasks [JSSS21]AP. This chapter presents new
contributions regarding the corresponding transformation from an MTS to a parallel
composition of MTSs (see Figure 2.2). This transformation revolves around iterated,
modal contract-based, and property-preserving parallel decompositions as illustrated in
Figure 6.1.

M I1

M1
s

M1
c I2

M2
s

M2
c

...

(M1
s || UΓ1)

?|= φ

(UΣ1 ||M1
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(M1
s ||M1
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contract
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tem

context
contract

sys
tem

context
contract

Figure 6.1: Sketch of iterated parallel decompositions during the generation of a hard
parallel task. A satisfied property cannot be verified if one abstracts from
an entire component [SJ17, JSSS21]AP.

An important part of this contract-based decomposition is the generation of admissi-
ble context components. Section 6.1 presents an improved generation of these contexts
compared to the approaches of [SJ17]AP and [Jas18]. That section furthermore dis-
cusses the coarseness of generated contexts in terms of modal refinement and provides
corresponding proofs for both correctness and coarseness.

In addition to generating additional parallel components, the concept of alphabet
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extension is employed in order to achieve interleaving-based state explosion. Besides
(convergent weak) modal refinement itself, this is the main method to enlarge the state
space of a generated parallel system. Section 6.2 contributes a new result by lifting
the notion of alphabet extension to a semantic level reminiscent of contracts. This is
accomplished by extending the concept of bisimulation to MTSs while viewing may and
must transitions as different entities.

6.1 Property-Preserving Parallel Decomposition

Modal contracts [SJ17]AP have been introduced in order to decompose an MTS into two
parallel ones, called system and context, respectively, such that temporal properties are
preserved by their parallel composition. These contracts are a specific type of assume-
guarantee contracts [GL94, RBB+11, BDH+12, BC17, BCN+18]. Intuitively speaking,
transitions that are feasible in the resulting parallel composition based on synchroniza-
tion are colored green, whereas transitions that the system supports, however the context
prohibits, are colored red.
Formally, modal contracts are reminiscent of MTS quotient problems [LX90, BDF+13],

however with a constrained synchronization alphabet. Given two MTS M and Ms,
the quotient M/Ms describes the coarsest MTS Mc w.r.t. modal refinement such that
Ms ||Mc ≲ M holds. For a property-preserving parallel decomposition, it suffices to
select some MTS M ′

c ≲ Mc. Because parallel tasks constructed in this thesis consist of
compositions of LTSs and hence do not feature modalities, the sole purpose of a coarse
MTS during a corresponding generation is to be flexible w.r.t. a final implementation.

6.1.1 Green Contracts

The following definition introduces green contracts as a subset of modal contracts with-
out red transitions [JSSS21]AP.

Definition 42 (Green Contract). Let M = (S, s0,Σ, 99K,−→) be an MTS and Γ ⊆ Σ.
The green contract (GC) I = (M,Γ) specifies a set of context MTSs Mc(I) such that
for every Mc ∈ Mc(I), it holds that Σ(Mc) = Γ and M || Mc ≲ M . Furthermore,
G(I) := {s a−→ s′ | a ∈ Γ} and transitions of G(I) are colored green. The GC I is
deterministic iff M is deterministic.

In the context of parallel decomposition,M is referred to as the system of I. Intuitively
speaking, a green contract specifies a set of must transitions for which a corresponding
context component always has to guarantee synchronization.

Definition 43 (Coarsest Context). For any GC I, the maximal element of Mc(I) w.r.t.
modal refinement (if existing) is called coarsest context of I.

Note that in general, MTSs are not closed under the quotient operation [BDF+13],
and the question of whether a coarsest GC context always exists is left open for future
research here. In the following, a construction of a context is shown which is the coarsest
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context for deterministic GCs. To ease the description of that construction, the following
concept of may-completion is used.

Definition 44 (May-Completion). Let M = (S, s0,Σ, 99K,−→) be an MTS. Then M is
may-complete iff

T := {(s, a) | ∄s′ ∈ S : s
a

99K s′} = ∅.

The may-completion M ′ of M is defined as M = (S ⊎{sΣ}, s0,Σ, 99K′,−→) where sΣ is
a new ‘sink’ state not in S and

99K′ := 99K ⊎ {s a
99K sΣ | (s, a) ∈ T} ⊎ {sΣ

a
99K sΣ | a ∈ Σ}.

The concepts of may-completion and alphabet views allow to define a specific context
Mg

c (I) of a GC I by utilizing traditional operations based on finite automata.

Definition 45 (Green Context Construction). Let I = (M,Γ) be a GC that contains
the MTS M = (S, s0,Σ, 99K,−→). Then Mg

c (I) is defined as the result of the following
construction based on the may-completion M ′ of M :

1. Regard [M ′]Γ as a prefix-closed τ -NFA N by disregarding must transitions and
viewing all states as accepting.

2. Determinize N using the traditional powerset construction, resulting in a DFA D.

3. Transform D to the MTS Mg
c (I) by

a) disregarding the acceptance condition,

b) viewing all transitions as may transitions, and

c) afterwards adding the following set of must transitions:

{P a−→ P ′ | P, P ′ are states in D ∧ ∃p ∈ P, p′ ∈ P ′ : p
a−→ p′}

The just-presented construction always yields a context:

Lemma 3 (Green Context Admissibility). For any GC I, Mg
c (I) ∈ Mc(I) holds.

Proof. Let all identifiers be defined as in Def. 45 and Mg
c (I) = (Sc, s

c
0,Γ, 99Kc,−→c).

Given the parallel compositionMpc := (M ||Mg
c (I)) = (Spc, s

pc
0 ,Σ, 99Kpc,−→pc), it needs

to be shown thatMpc ≲M holds. It is therefore proven that the following relation based
on the concept that a state of M is contained in each corresponding state of M ||Mg

c (I),

≲r:= {(p, q) | ∃pc ∈ Sc : p = (q, pc) ∧ p is reachable in Mpc} ⊆ Spc × S,

is a refinement with spc0 ≲r s0. The latter obviously holds because spc0 = (s0, s
c
0) according

to the definition of parallel composition. Let (p, q) with p = (q, pc) be an arbitrary but
fixed element of ≲r. Both conditions in the definition of modal refinement are satisfied:

Case 1: Let p
a

99Kpc p′ with p′ = (q′, p′c) be an arbitrary outgoing may transition of p
in Mpc. Based on the definition of parallel composition, there exists a transition

q
a

99K q′ because Γ ⊆ Σ holds. Obviously, p′ = (q′, p′c) ≲r q
′ follows.
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Case 2: Let q
a−→ q′ be an arbitrary outgoing must transition of q. If a /∈ Γ, then

component M of Mpc will proceed alone according to the definition of parallel

composition, i.e., (q, pc)
a−→pc (q

′, pc), and nothing remains to be shown because
p′ ≲r q

′. If a ∈ Γ, then all that remains to be shown is that there exists a transition

pc
a−→c p

′
c for some p′c ∈ Sc.

Note that because of the powerset construction to createMg
c (I) (step 2 in Def. 45)

and because a reachable state in a parallel composition requires a common access
sequence to its elements, q ∈ pc ⊆ S holds. Again due to the powerset construction,
q ∈ pc and the existence of q

a−→ q′ imply that there has to exist a state p′c ∈ Sc

with pc
a

99Kc p′c and q
′ ∈ p′c. Because of p ∈ q, p′ ∈ q′, there also exists a transition

pc
a−→c p

′
c according to step 3.c during the construction of Mg

c (I). Thus, p′ ≲r q
′.

Because ≲r⊆ Spc × S is a refinement with spc0 ≲r s0, Mpc =M ||Mg
c (I) ≲M holds.

The MTS Mg
c (I) is the coarsest context if I is deterministic. In order to show this, it

helps to first understand that the following holds:

Lemma 4 (Unmatched Transition if not Refining). Let M1 = (S1, s
1
0,Σ1, 99K1,−→1),

M2 = (S2, s
2
0,Σ2, 99K2,−→2), be two MTSs with M1 ̸≲ M2. Then there exist states

p ∈ S1, q ∈ S2 such that at least one of the following holds:

1. There exists a transition p
a

99K1 p′, however no transition q
a

99K2 q′

2. There exists a transition q
a−→2 q

′, however no transition p
a−→1 p

′

Proof. M1 ̸≲ M2 means that no refinement relation ≲′ ⊆ S1 × S2 with s10 ≲′ s20 exists.
This implies that the following relation based on existing common access sequences1

≲a:= {(p, q) | access(p,M1) ∩ access(q,M2) ̸= ∅} ⊆ S1 × S2

is not a refinement. Therefore, there exist states p ∈ S1, q ∈ S2 which are reachable
via the same label sequence in their respective MTS, however such that they violate
the first or second condition in the definition of modal refinement (Def. 18). Due to
the definition of ≲a, this violation is directly based on the lack of a matching transition
because continuing with the same label from both p and q would again result in a
common access sequence to their successor states.

Lemma 4 allows to prove that the desired coarseness for deterministic GCs is ensured:

Lemma 5 (Coarsest Context of a Deterministic GC). For any deterministic GC I,
Mg

c (I) is the coarsest context of I.

Proof. Let all identifiers be defined as in Definition 45. Assume that the constructed
MTS Mc :=Mg

c (I) = (Sc, s
c
0,Γ, 99Kc,−→c) is not the coarsest context of I. Then there

exists an MTS Mf = (Sf , s
f
0 ,Γ, 99Kf ,−→f ) with Mf ∈ Mc(I) and Mf ̸≲ Mc. Let

p ∈ Sf , q ∈ Sc be the states that exist according to Lemma 4 because of Mf ̸≲Mc.

1These access sequences have been defined in Def. 4.
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Figure 6.2: Example of a GC I = (M, {a, b}) (top right) for whichMg
c (I) (bottom right)

is not the coarsest context. A truly coarser context Mc exists (bottom left).
A refinement between the corresponding composition M ||Mc (top left) and
M is illustrated through colored states.

Case 1: There exists a transition p
a

99Kf p′, however no transition q
a

99Kc q′. This is a
contradiction to the fact that Mc is may-complete.

Case 2: There exists a transition q
a−→c q

′, however no transition p
a−→f p

′. Because

of q
a−→c q

′, there has to exist a must transition s
a−→ s′ in M with s ∈ q ⊆ S

because of steps 2 (powerset construction) and 3.c during the construction of Mc.

Let w ∈ access(p,Mf ) ∩ access(q,Mc). For every state s′′ ∈ q ⊆ S, the subset
relation access(q,Mc) ⊆ access(s′′, [M ]Γ) holds due to the powerset construction
used to create Mc. Thus, w ∈ access(s, [M ]Γ) follows.

In combination with the fact that Γ ⊆ Σ holds, w ∈ access(s, [M ]Γ) implies that
the parallel composition M ||Mf contains a reachable state (s, p) that does not
feature an outgoing must transition labeled a, whereas M itself does at state s.

Because M is deterministic and due to Proposition 3, (s, p) ≲′ s has to hold for
any refinement ≲′ with spc0 ≲′ s0. Thus, M ||Mf ̸≲ M follows, contradicting the
assumption that Mf ∈ Mc(I).

As each case results in a contradiction, Mg
c (I) has to be the coarsest context of I.

In case of a non-deterministic GC I, Mg
c (I) is not always the coarsest context, as

illustrated in Figure 6.2. Intuitively, non-deterministic branching enables choice when
trying to find a refinement relation, and a successful choice cannot be identified locally.
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The determinization of an NFA can in general produce a DFA that is exponentially
larger, hence this step in the construction of Mg

c (I) is a limiting factor for its efficiency.

Corollary 1 (Efficiency of Green Context Construction). The efficiency of constructing
the coarsest context of a GC I = (M,Γ) depends on the efficiency of the traditional
powerset determinization of [M ]Γ.

6.1.2 Red Contracts

In order to fully harness the potential of the presented decomposition approach, modal
contracts that include both green and red transitions are utilized. The following presen-
tation focuses on the red aspect of such a contract, before both green and red transitions
are employed thereafter.

Definition 46 (Modal Contract). Let M = (S, s0,Σ, 99K,−→) be an MTS, Γ ⊆ Σ,
R ⊆ S × Γ× S with R ∩ 99K = ∅, and Ms := (S, s0,Σ, 99K∪R,−→∪R). Then the tuple
I = (M,Γ, R) is a modal contract (MC) of M with communication alphabet Γ iff

MC(I) := { Mc | Ms ||Mc ≲M ∧ Σ(Mc) = Γ } ≠ ∅.

Moreover, G(I) := {s a−→ s′ | a ∈ Γ}. Transitions of G(I) are colored green and transi-
tions of R red. The MTS Ms(I) := Ms is called the system of I and any Mc ∈ MC(I)
a context of I. MC I is deterministic iff M is deterministic, and I is also called red
contract iff G(I) = ∅.

The coarsest context of an MC I is defined analogously to that of a GC (Def. 43).
A path in I is allowed to traverse red transitions. For any alphabet Σ′, the view [I]

Σ′

propagates to its MTS and is equivalent to [M ]
Σ′ with the additional transitions2 in R.

Intuitively speaking, (only) green transitions enforce the presence of certain must
transitions in a context Mc ∈ Mc(I)—just like they do in a GC—whereas (only) red
transitions prohibit the existence of some may transitions in Mc. Note that for the
attribute of being deterministic, red transitions in an MC are irrelevant.
If there exist no green transitions, then an empty MTS without any transitions is

always an admissible context. Therefore, the following sufficient condition can be stated.

Proposition 13 (Red Contract Always Exists). Tuple I in Def. 46 is an MC if G(I) = ∅.

Because an MTS without transitions is generally not the coarsest context, the following
construction is used [SJ17]AP.

Definition 47 (Red Context Construction). Let I = (M,Γ, R) be an MC, LR the
language of words w ∈ Γ∗ for which a path in [I]Γ exists that contains a red transition
t ∈ R, and D the minimal DFA that describes the prefix-closed language Γ∗ \ LR. Then
M r

c (I) is defined as the result of the following construction based on D:

2Labels of transitions in R are also affected by the applied view. Within this chapter, such an effect
does however not occur because the communication alphabet Γ is viewed and Σ(R) ⊆ Γ holds.
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1. Remove all incoming and outgoing transitions of the unique non-accepting sink
state together with this sink state itself.

2. Consider all remaining transitions as may transitions.

3. Disregard the acceptance condition.

The construction of M r
c (I) always produces a context for red contracts:

Lemma 6 (Red Context Admissibility). For any MC I with G(I) = ∅, M r
c (I) ∈ Mc(I)

holds.

Proof. Let all identifiers be defined as in Def. 47 with Ms(I) = (Ss, s
s
0,Σ, 99Ks,−→s)

and Mc := M r
c (I) = (Sc, s

c
0,Γ, 99Kc,−→c). It needs to be shown that Mpc ≲ M holds

where Mpc := (Ms(I) ||M r
c (I)) = (Spc, s

pc
0 ,Σ, 99Kpc,−→pc). It is therefore proven that

≲r:= {(p, q) | ∃pc ∈ Sc : p = (q, pc) ∧ p is reachable in Mpc} ⊆ Spc × S

is a refinement with spc0 ≲r s0. The latter obviously holds. Let (p, q) with p = (q, pc) be
an arbitrary but fixed element of ≲r. Both conditions of modal refinement are satisfied:

Case 1: Let p
a

99Kpc p′ with p′ = (q′, p′c) be an arbitrary outgoing may transition of p.

If q
a

99Ks q′ also exists in 99K, then there is nothing to show because Γ ⊆ Σ and

thus p′ ≲r q
′. Otherwise, q

a
99Ks q′ would have to be a red transition in R. This is

however a contradiction to the construction ofMc: because q
′ and p′c are reachable

via the same access sequence when only viewing symbols in Γ, L⊤(Mc) would
contain a word for which a path exists in [I]Γ that traverses a red transition.

Case 2: Let q
a−→ q′ be an arbitrary outgoing must transition of q. It follows that a /∈ Γ

because otherwise, there would exist a green transition in I. Therefore, component
Ms(I) of Mpc will proceed alone, i.e., (q, pc)

a−→pc (q
′, pc), and nothing remains to

be shown because Ms(I) contains all must transitions of M and thus p′ ≲ q′ holds.

As ≲r⊆ Spc × S is a refinement with spc0 ≲r s0, Mpc =Ms(I) ||M r
c (I) ≲M holds.

In contrast to the presented context construction for green contracts, M r
c (I) is the

coarsest context also for non-deterministic red contracts.

Lemma 7 (Coarsest Red Context). For any MC I with G(I) = ∅, M r
c (I) is the coarsest

context of I.

Proof. Let all identifiers be defined as in Def. 47. Assume that the constructed MTS
Mc :=M r

c (I) = (Sc, s
c
0,Γ, 99Kc,−→c) is not the coarsest context of I. Then there exists

an MTS Mf = (Sf , s
f
0 ,Γ, 99Kf ,−→f ) with Mf ∈ Mc(I) and Mf ̸≲ Mc. Let p ∈ Sf ,

q ∈ Sc be the states that exist according to Lemma 4 because of Mf ̸≲Mc.
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Case 1: There exists a transition p
a

99Kf p′, however no transition q
a

99Kc q′. Choose any
w ∈ access(p,Mf ) ∩ access(q,Mc). Due to the construction of Mc, there exists a
path π in [I]Γ with word w(π) = wa that traverses a red transition in R. Let s ∈ S
be the state in which this red transition starts.

BecauseMs(I) contains all transitions ofM and also red transitions in R, it follows
that wa ∈ [L⊤(Ms(I) ||Mf )]Γ . As w ∈ [access(s,M)]Γ holds and because M and
Ms(I) are identical except for red transitions, there exist reachable states (s, p)
in Ms(I) ||Mf and s in M such that (s, p) has an outgoing transition labeled a
whereas s does not. Thus, Ms(I) ||Mf ̸≲ M holds, contradicting the assumption
that Mf is a context of I.

Case 2: There exists a transition q
a−→c q

′, however no transition p
a−→f p

′. This is
impossible because Mc does not contain must transitions.

As each case results in a contradiction, M r
c (I) has to be the coarsest context of I.

The following efficiency statement is analogous to that of Corollary 1.

Corollary 2 (Efficiency of Red Context Construction). Given an MC I = (M,Γ, R)
with G(I) = ∅, the efficiency of constructing the coarsest context of I depends on an
efficient determinization of [I]Γ.

6.1.3 Modal Contracts

Given context constructions for both green and red contracts, MTS conjunction is used
to combine these approaches into a context construction for any modal contract [SJ17]AP.

Definition 48 (MTS Conjunction). Given two MTSs M1 = (S1, s
1
0,Σ1, 99K1,−→1) and

M2 = (S2, s
2
0,Σ2, 99K2,−→2), the conjunction

M1 ∧M2 =def (S1 × S2, (s
1
0, s

2
0),Σ, 99K,−→)

of M1 and M2 is then defined as a commutative and associative operation satisfying the
following operational rules:3

p
a−→1 p

′ q
a

99K2 q′

(p, q)
a−→ (p′, q′)

p
a

99K1 p′ q
a

99K2 q′

(p, q)
a

99K (p′, q′)

p
a−→1 p

′ q ̸ a99K2 q′

error

Whenever an error occurs, the conjunction of Mp and Mq is undefined.

Intuitively speaking, MTS conjunction gives both must transitions and non-existing
transitions precedence over may transitions. Conjunction guarantees that a refining
MTS refines both components [SJ17]AP:

3This definition depends on the fact that each must transition is also a may transition.
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Proposition 14 (Conjunction of Refinement Constraints). Let M,M ′,M ′′ be three
MTSs. If M ′ ∧M ′′ is defined, then the following holds:

M ≲M ′ ∧M ′′ iff M ≲M ′ and M ≲M ′′

Definition 49 (Context Construction). Let I = (M,Γ, R) be an MC and Ig = (M,Γ)
the corresponding GC. Then Mc(I) :=Mg

c (Ig) ∧M r
c (I).

Note that despite the monotonicity of composition w.r.t. refinement (Proposition 8),
Proposition 14 does not immediately imply that Mc(I) is a context because M and
Ms(Ir) can be different. Nonetheless, the above definition of Mc(I) yields an admissible
context.

Theorem 6 (Context Admissibility). For any MC I, Mc(I) is defined and it holds that
Mc(I) ∈ Mc(I).

Theorem 6 can be shown straightforwardly by combining the proofs of Lemmas 3
and 6 because must transitions and non-existing transitions from conjunct MTSs are
propagated to their conjunction. A corresponding proof is therefore omitted here.
The construction of Mc(I) based on conjunction produces a coarsest context in case

that I is deterministic. In order to show this, it is helpful to first inspect the compo-
sitionality of green and red transitions in a coarsest context, as done in the following.
Because red transitions in an MC I = (M,Γ, R) are disjoint from may transitions in M ,
they never affect the reachability of green transitions in G(I). In combination with the
fact that the coarsest context of a GC is may-complete, it is apparent that, given the
coarsest context of I, one can extend it to that of the GC (M,Γ) by filling in missing may
transitions that were prohibited by R. Similarly, one can retrieve the coarsest context
for only the red “aspect” of I by simply omitting all must transitions. The following
proposition formally summarizes these statements.

Proposition 15 (Coarsest Context Decomposition). Let Mc = (Sc, s
c
0,Γ, 99Kc,−→c) be

the coarsest context of an MC I = (M,Γ, R). Then

1. The may-completion of Mc is the coarsest context of the GC I = (M,Γ), and

2. the MTS M r
c = (Sc, s

c
0,Γ, 99Kc, ∅) is the coarsest context of the MC Ir = (Mr,Γ, R)

with Mr = (S, s0,Σ, 99K, ∅).

By relying on Proposition 15, one can show that MTS conjunction preserves the
attribute of being the coarsest context:

Theorem 7 (Coarsest Context of a deterministic MC). For any deterministic MC I,
Mc(I) is the coarsest context of I.

Proof. Let all identifiers be defined as in Def. 49. Assume that the constructed MTS
Mc :=Mc(I) = (Sc, s

c
0,Γ, 99Kc,−→c) is not the coarsest context of I. Then there exists

an MTS Mf = (Sf , s
f
0 ,Γ, 99Kf ,−→f ) with Mf ∈ Mc(I) and Mf ̸≲ Mc. Let p ∈ Sf ,

q ∈ Sc be the states that exist according to Lemma 4 because of Mf ̸≲ Mc. This time,
state q itself is a pair q = (qg, qr) of states in M

g
c (I) and M r

c (I), respectively.
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Case 1: There exists a transition p
a

99Kf p′, however no transition q
a

99Kc q′. Because
every state in Mg

c (Ig) features an outgoing may transition for every label a ∈ Γ, it
follows that qr does not have an outgoing transition labeled a due to the definition
of MTS conjunction.

The MTSM r
f = (Sf , s

f
0 ,Γ, 99Kf , ∅) however contains the transition p

a
99Kf p′, which

implies that M r
f ̸≲ M r

c (I). Because M r
f is the coarsest context of Ir = (M r

f ,Γ, R)
according to Proposition 15.2, this contradicts the fact that M r

c (I) is the coarsest
context of Ir according to Lemma 7.

Case 2: There exists a transition q
a−→c q

′, however no transition p
a−→f p

′. Because
M r

c (I) does not contain must transitions, state qg has to feature an outgoing must
transition labeled a in Mg

c (Ig), again based on the definition of MTS conjunction.

By definition, the may-completion Mg
f of Mf contains the same set of must transi-

tions as Mf itself. Therefore, Mg
f also lacks an outgoing must transition labeled a

at state p, which implies that Mg
f ̸≲ Mg

c (Ig). Because Mg
f is the coarsest context

of Ig according to Proposition 15.1, this contradicts the fact that Mg
c (Ig) is the

coarsest context of Ig.

As each case results in a contradiction to the definitions of M r
c (I) and M

g
c (Ig), respec-

tively, Mc(I) has to be the coarsest context of I.

Note that the above proof of Theorem 7 does not rely on determinism and instead only
requires the fact that Mg

c (Ig) and M
r
c (I) are coarsest contexts. As a result, MTS con-

junction can also be used to produce a coarsest context for non-deterministic contracts
in case that a coarsest green context is given.
Because MTS conjunction can only result in a quadratic number of states w.r.t. its

arguments, the efficiency of the presented context construction again depends on that
of NFA determinization.

Corollary 3 (Efficiency of Context Construction). The efficiency of constructing the
coarsest context of an MC I = (M,Γ, R) depends on the efficiency of determinizing [I]Γ.

An example of a context construction can be found in [SJMvdP17]AP. Theorem 7 has
implications for the identification of an MC: it guarantees that a successful construction
of context Mc(I) during the MTS conjunction not only serves as a sufficient, but also as
a necessary requirement that a deterministic I is an MC.

Corollary 4 (MC Identification). Let I = (M,Γ, R) such that M = (S, s0,Σ, 99K,−→)
is an MTS, Γ ⊆ Σ, and R ⊆ S × Γ× S with R ∩ 99K = ∅. If Mc(I) exists, then I is an
MC. If M is deterministic and Mc(I) does not exist, then I is not an MC.

6.2 Alphabet Extension

The parallel decomposition based on modal contracts as introduced in the previous
section can be used to generate parallel tasks with many components, however does not
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scale the reachable state space of the corresponding parallel composition [SJ17]AP. In
order to incorporate interleaving-based state explosion into the generation of verification
tasks, the concept of alphabet extension is used: finite interruptions by new symbols
are added through a parallel composition with another MTS such that properties are
preserved [SJ17, SJ19, JSSS21]AP.

6.2.1 Extending Bisimulation to Modal Transition Systems

With the goal to capture the property preservation during alphabet extensions precisely,
the notion of bisimulation is extended to MTSs in the following. For this extension, an
MTS is viewed as an LTS that contains may and must transitions as separate entities.

Definition 50 (LTS View). Let M = (S, s0,Σ, 99K,−→) be an MTS and µ /∈ Σ a new

symbol. Then L(M) := (S, s0,Σ ⊎ µΣ, 99K ⊎ {s µa−→ s′ | s a−→ s′}).

Whenever the special symbol ϵ (see Def. 23) is transformed to µϵ, the latter is perceived
as an individual character and not reduced to µ, however both ϵ and µϵ are still perceived
as the empty word. Based on the concept of LTS views, bisimulation can now be extended
to MTSs.

Definition 51 ((Convergent, Weakly) Bisimilar MTSs). Let M,M ′ be MTSs. M is
bisimilar to M ′, short M ∼ M ′, iff L(M) ∼ L(M ′). Moreover, M is weakly bisimilar
to M ′, denoted as M ≈M ′, iff L(obs(M)) ∼ L(obs(M ′)). Furthermore, M and M ′ are

convergent and weakly bisimilar, denoted as M
c
≈M ′, iff both M and M ′ are convergent

and M ≈M ′.

Because both the behavioral structure and the different transition relations are fully
preserved when two MTSs are bisimlar, the following proposition follows immediately.

Proposition 16 (Refinement and Individual Bisimulation Implied). LetM,M ′ be MTSs
with M ∼M ′. Then M ≲M ′, M ′ ≲M , L⊤(M) ∼ L⊤(M

′), and L⊥(M) ∼ L⊥(M
′).

Due to the definition of ≈ for MTSs, the above proposition directly implies:

Corollary 5 (Refinement and Individual Bisimulation Implied, Part II). Let M,M ′ be
two MTSs such that M ≈ M ′. Then M ⪅ M ′, M ′ ⪅ M , L⊤(M) ≈ L⊤(M

′), and
L⊥(M) ≈ L⊥(M

′). The same hold for the convergent variants.

Note that as defined above, bisimulation between MTSs is a truly finer equivalence
relation than the one induced by MTSs that modally refined each other. Figure 6.3
illustrates a corresponding example.
The following is analogous to Proposition 8, and again holds for both components of

a composition.

Proposition 17 (Bisimulation Preservation). Let M,M ′, and M ′′ be MTSs. Then for

any ∽ ∈ {∼,≈,
c
≈}, ∽ is preserved by parallel composition:

M ∽M ′ implies (M ||M ′′) ∽ (M ′ ||M ′′)
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Figure 6.3: Example of two MTSs that modally refine each other, however which are not
bisimilar when may and must transitions are viewed as different entities.

6.2.2 (Nonconvergent) Alphabet Extension

The extension of (convergent) weak bisimulation now allows to define alphabet extensions
in a requirement-driven fashion akin to the definition of modal contracts in Section 6.1.

Definition 52 (Alphabet Extension). Let M,ME be MTSs such that the condition
ΣE := Σ(ME) \ Σ(M) ̸= ∅ is satisfied. Then ME is called ΣE-alphabet extension (ΣE-

AE) of M iff [M ||ME ]Σ(M)

c
≈ M . Similarly, ME is called nonconvergent ΣE-alphabet

extension (ΣE-NAE) of M iff [M ||ME ]Σ(M)
≈M .

A version of alphabet extension similar to the above-defined NAE has been studied
in [FBU09]. Because neither the size of ME nor the size of ΣE is bound by any means,
alphabet extensions allow to incorporate interleaving-based state explosion into a parallel
composition, as illustrated by the example in [SJMvdP17]AP.

If ME is a ΣE-alphabet extension of M according to Definition 52, then it is also such
an extension according to Definition 24 in [JSSS21]AP. This is a direct consequence of
the following theorem. The above definition is thus an extension of the corresponding
one in [JSSS21]AP from language equivalences to a relation that also preserves other
temporal properties.

Theorem 8 (Preserved Languages). LetM,M ′ be MTSs such that [M ′]
Σ(M)

c
≈M . Then

[Lω
⊥(M

′)]
Σ(M)

= Lω
⊥(M) and [Lω

⊤(M
′)]

Σ(M)
= Lω

⊤(M) hold.

The proof of Theorem 8 is based on Corollary 5 which ensures that [M ′]
Σ(M)

c
≈ M

implies both L⊤(M) ≈ L⊤([M
′]
Σ(M)

) and L⊥(M) ≈ L⊥([M
′]
Σ(M)

). From there on, the
proof is analogous to that of Lemma 2 and is therefore omitted here.

The following sufficient condition for identifying (nonconvergent) alphabet extensions
can be used for their efficient construction.

Lemma 8 (Sufficient Condition for Alphabet Extensions). Let M,ME be MTSs such
that ΣE := Σ(ME) \ Σ(M) ̸= ∅, Γ := Σ(M) ∩ Σ(ME), and [ME ]Γ ≈ NΓ. Then ME is

ΣE-NAE of M . If [ME ]Γ
c
≈ NΓ holds, then ME is a ΣE-AE of M .

56



Proof. Let all identifiers be defined as in Lemma 8 and ∽ ∈ {≈,
c
≈}. Because of Proposi-

tion 2, M =M || [ME ]Γ holds and therefore apparently alsoM ∽M || [ME ]Γ . Due to the
fact that symbols in Σ(M)\Γ do not exist inME , this yieldsM ∽M ||[ME ]Σ(M)

. Because
of M = [M ]

Σ(M)
, Proposition 7 thus yields M ∽M || [ME ]Σ(M)

∽ [M ||ME ]Σ(M)
.

An automatic and potentially randomized generation of (nonconvergent) alphabet ex-
tensions can be accomplished based on the following constructions introduced in [SJ19]AP

and [SJ17]AP, respectively.

Theorem 9 (NAE Construction). Let M be an MTS, ΣE a new alphabet, meaning
ΣE ∩Σ(M) = ∅, and Γ ⊆ Σ(M). Any MTS ME = (S, s0,Γ⊎ΣE , 99K,−→) is a ΣE-NAE
of M if it adheres to the following two constraints:

1. The directed graph (S, {(s, s′) | s a−→ s′ ∧ a ∈ ΣE}) is strongly connected

2. ∀a ∈ Γ. ∃s, s′ ∈ S : s
a−→ s′

A detailed proof of Theorem 9 is tedious and therefore omitted here. The intuition
behind such a proof is that [ME ]Γ ≈ NΓ holds because ME can never ‘block’ transitions
inM if composed with it due to the following reasons: (i) the alphabet ΣE only occurs in
ME and (ii) within ME , one can always reach every state by traversing must transitions
with labels from ΣE . This construction of an NAE is rather unconstrained and allows
for a variety of possible choices, as illustrated in [SJ19]AP.
In order to also preserve convergence and thereby guarantee liveness properties, Floyd-

like cut points that enforce an eventual synchronization are used to construct an AE, as
presented in [SJ17, SJMvdP17]AP.

Theorem 10 (AE Construction). Let M be an MTS, ΣE a new alphabet, meaning
ΣE ∩ Σ(M) = ∅, and Γ ⊆ Σ(M). Any MTS ME with Σ(ME) = ΣE such that

i. ME restricted to its must transitions is free of deadlocks and

ii. each state of ME is reachable via must transitions

is a ΣE-AE of M after it has been modified according to the following two steps:

1. Select a set T of transitions with the property that every infinite path in ME visits
a state in S infinitely often.

2. Replace each s
a

99K s′ ∈ T (and the corresponding s
a−→ s′, if existing) by the set

of must transitions {s b−→ s′ | b ∈ Γ}.

The correctness of Theorem 10 is based on the fact that [ME ]Γ
c
≈ NΓ holds and can

be shown by relying on the two following observations. On the one hand, the Floyd-like
interruption of every cycle ensures that [ME ]Γ is convergent, and on the other hand,
an outgoing must transition exists for every a ∈ Γ at every state of the corresponding
observable MTS obs([ME ]Γ). Again, a detailed proof is omitted in this thesis.

57



58



7
Conclusion and Future Work

This thesis presents a new framework for the synthesis of realistic verification tasks. The
associated automatic generation of (software) verification benchmarks features charac-
teristics that are very different from those of a manual benchmark creation. For example,
this generation provides an efficient way to ensure that solutions are known, however not
necessarily to the public. This characteristic can be beneficial for a meaningful evalua-
tion of verification tools: when attempting to solve real-world problems, the solution is
not yet known either. Due to their different profiles, it is likely that manually maintained
and automatically synthesized benchmarks will continue to coexist.
This work has led to new ways to use existing synthesis libraries like Spot [DLLF+16]

for a generation of automata with (orthogonal) counterexample handles [JS18]AP and
for a manipulation of these automata to remove short counterexamples [HJM+21]AP.
Moreover, it motivated the implementation of modal contracts—along with the associ-
ated parallel decomposition—and alphabet extensions in the AutomataLib [11]1.
These implementations have been constantly extended and applied to automatically

generate verification benchmarks for several iterations of the international Rigorous Ex-
amination of Reactive Systems (RERS) Challenge. Using these available benchmarks,
several participants of RERS have applied many (combinations of) tools to solve the con-
tained verification tasks, and were thereby inspired to conceive new formal verification
techniques [SY20, LMM20, LMM19].
This thesis has therefore accomplished its main goals. On the one hand, it provides

a framework for the synthesis of realistic verification tasks that are scalable and fulfill
realistic hardness criteria. On the other hand, this framework contains a new method for
synthesizing tasks that target parallel programs and which realizes parallelism-specific
hardness guarantees. The entire framework can synthesize verification tasks fully auto-
matically for several program representations and property specifications. As demon-
strated by its use in the RERS Challenge, it provides developers of verification tools with
tailored benchmarks and thereby valuable feedback on their tool’s performance. Thus,
the result of this work helps to advance the state of the art of program verification.

1Support for modal contracts is planned to be made publicly available with the next release (0.11).
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7.1 Future Work

The introduced generation framework involves clearly defined intermediate representa-
tions and preservation guarantees that are associated with individual transformations.
This framework is therefore modular and it would be interesting to see further applica-
tions and extensions thereof. First of all, the extraction of abstraction-based CTL prop-
erties using the state-distinguishing formulas of [JSS20]AP has not yet been applied in
RERS due to time constraints. Similarly, a RERS track on weak bisimulation checking is
planned but was not yet released. A full implementation of generating hard parallel tasks
for LTL properties [JSSS21]AP based on the AutomataLib is on schedule to be used dur-
ing RERS 2021. In addition, it is planned to employ a new encoding of Mealy machines
for the sequential programs of RERS2 based on algebraic decision diagrams [BFG+97]—
an approach similar to the compilation method presented in [GJMS19].
The list of hardness criteria that the introduced framework ensures can be extended.

An apparent extension is the combination of counterexample handles with deep coun-
terexamples, and further hardness guarantees are conceivable. A generation of parallel
verification tasks V (M,φ) such that φ is a CTL property which isM -sensitive—meaning
that all parallel components are required to correctly verify or refute φ on M—is left as
an apparent yet uncompleted addition to this work. Furthermore, another extension of
the formal framework would be to support sets Φ of properties such that every φ ∈ Φ
is M -sensitive. A relaxation of the clearly defined transition labeling within alphabet
extensions could provide a useful tool to proceed in this direction.
Synthesizing additional types of programs can expand the impact of the introduced

framework. Supporting state-based systems in addition to action-based systems was
identified as a welcome addition by participants of the Model Checking Contest (MCC)
because many verification tasks in the MCC benchmark contain state-based properties.
Moreover, an extension from handshake synchronization to buffered communication as
found in distributed computing would add further application scenarios to the introduced
synthesis. Because the presented parallel decomposition is inherently relying on the used
CSP-like composition, such an extension to distributed systems will likely require deeper
modifications to the framework or an explicit modeling of buffers as processes.
Key features of the presented overall approach are that (i) new verification benchmarks

can be generated with the push of a button and that (ii) verification tasks can be
tailored to individual hardness profiles by adjusting parameters like program size, the
number of computation steps after which errors occur, and the number of (relevant)
parallel components. Future work should therefore involve a publicly available generation
tool which makes the presented framework directly available to every developer of a
verification tool. To ease its use and allow for design flexibility, such a benchmark
generator could include graphical editing [NLKS18] of, e.g., modal contracts. With
adjustable verification tasks ready for generation, developers of verification tools could
directly inspect strength and weaknesses of their tools during development.

2This work is based on a recent bachelor’s thesis by David Schmidt [Sch21] that Bernhard Steffen and
I supervised.
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