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Chapter 1

Abstracts

1.1 Zusammenfassung

Die Séure-Base-Dissoziationskonstante (pK,) und damit der Sdure-Base-Charakter
eines Molekiils hat einen weitreichenden Einfluss auf seine biopharmazeutischen,
pharmakodynamischen und pharmakokinetischen Eigenschaften. Dazu gehoren un-
ter anderem Loslichkeit, Absorption, Permeabilitit, Proteinbindung und Lipophilie.
Diese weitreichenden Auswirkungen sind der Grund dafiir, dass pK ,-Werte experi-
mentell bestimmt und im Rahmen des Arzneimittelzulassungsverfahrens angegeben
werden miissen. Eine genaue Abschétzung der p K ,-Werte ist daher von entscheiden-
der Bedeutung fiir ein erfolgreiches Wirkstoffdesign[1-7]. Fiir die Vorhersage von
pK.-Werten fiir kleine Molekiile existieren mehrere kommerzielle und nichtkom-
merzielle Tools und Ansétze, jedoch fehlt ein quelloffenes, frei verfiigbares pK,-
Vorhersagetool, das sich in seiner Vorhersagequalitat und seinem Funktionsumfang
mit den kommerziellen Tools messen kann. Ziel dieser Arbeit ist es, ein solches Tool
zu entwickeln, welches auf maschinellem Lernen und ausschliellich experimentell

ermittelten pK ,-Daten basiert.

Dazu wurden zunachst experimentell ermittelte pK,-Daten durch umfangreiche
Literatur- und Datenbankrecherchen sowie durch Kooperationen mit verschiedenen
Pharmaunternehmen und Softwareanbietern zusammengetragen und standardisiert.
Anschlieflend wurde mit der Entwicklung eines auf maschinellem Lernen basierenden
pK ,-Vorhersagetools fiir monoprotische Molekiile begonnen. Nach der Evaluierung
verschiedener Transformationsmethoden vom Molekiil zu fiir das Training verwend-
bare Eingabedaten sowie verschiedener Machine-Learning-Algorithmen konnte ein
Random Forest Modell entwickelt werden, das, auf Basis externer Testdatensitze

aus der Literatur und der pharmazeutischen Industrie sowie einer 5-fachen Kreuzva-
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lidierung, mit dem kommerziellen Tool ChemAxon Marvin[8] mithalten kann sowie
die Vorhersagequalitat vergleichbarer, zu diesem Zeitpunkt verdffentlichter Open-
Source-Modelle iibertrifft. Die 5-fache Kreuzvalidierung ergab einen MAE von 0.682,
einen RMSE von 1.032 und einen R? von 0.82[9].

Im néachsten Schritt wurde der Fokus auf multiprotische Molekiile gelegt. Hier
musste die Datenaufbereitung und Vorverarbeitung erweitert werden, um die kon-
kreten Fragestellungen der Identifizierung und Lokalisierung von Titrationsstellen in
Molekiilen sowie die Zuordnung der einzelnen experimentellen p K ,-Werte zu ihren
jeweiligen titrierbaren Gruppen zu bearbeiten. Zu diesem Zweck wurde das Pro-
gramm Multiprotic pK, Processor (MPP) entwickelt. MPP fiihrt alle notwendi-
gen Vorverarbeitungsschritte durch, identifiziert und lokalisiert titrierbare Gruppen
und fiihrt alle weiteren vorbereitenden Schritte durch, um einen schnellen Start
des maschinellen Lernens auf Basis der bearbeiteten Datensatze zu ermoglichen.
Zusatzlich wird eine detaillierte Analyse der titrierbaren Gruppen der Molekiile in
den gegebenen Datensatzen durchgefiihrt. MPP liefert auch eine Liste von SMILES
Arbitrary Target Specification (SMARTS)-Mustern, die die am h&ufigsten vorkom-
menden titrierbaren Gruppen reprasentieren und auf Basis der Eingabedatensatze
generiert wurden. Insgesamt wurden 16 Datensitze aus verschiedenen Quellen mit
insgesamt 84 957 pK ,-Werten fiir 26 568 verschiedene Molekiile verarbeitet und fiir

das maschinelle Lernen vorbereitet.

Schliellich wurde ein multiprotisches pK ,-Vorhersagemodell basierend auf der
Graph Convolutional Neural Network (GCN)-Architektur auf der Grundlage der aus
MPP resultierenden Datensatze entwickelt. Die Implementierung des GCN sowie
die Umwandlung der Molekiile in Graphen und das Hinzufiigen von Kanten- und
Knoteneigenschaften erfolgte mit PyTorch[10] und PyTorch Geometric[11l] (PyG).
Zur Optimierung der Architektur und der Hyperparameter wurde eine Bayes’sche
Optimierung mit 500 Durchlédufen mittels Optuna[l2] durchgefithrt. Die einzel-
nen Modelle wurden mit externen Testdatensétzen evaluiert und mit MLflow[13]
getrackt und dokumentiert. Das beste Modell erreichte iiber alle titrierbaren Grup-
pen aller mono-, di- und triprotischen Molekiile fiir den Literatur-Testdatensatz
von Settimo et al.[14] einen MAE von 0.414, einen RMSE von 0.587 und einen R?
von 0.929. Fiir den Industrie-Testdatensatz von Novartis[15] erreichte das Modell
einen MAE von 0.791, einen RMSE von 1.048 und einen R? von 0.808. Insgesamt
liegt der MAE-Wert aller Testdatensatze kombiniert bei 0.748. Im Rahmen einer
erweiterten Evaluierung wurde ein zweites Modell mit den gleichen Hyperparame-
tern und einem angepassten Trainingsdatensatz trainiert und mit den SAMPL6[16]
und SAMPL7[17] Daten-sétzen als externe Testdatensitze evaluiert. Fiir den mono-
protischen Teil beider Datensétze erreichte das Modell einen MAE von 0.442 bzw.

2
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0.722, einen RMSE von 0.592 bzw. 0.907 und einen R? von 0.915 bzw. 0.851 fiir
SAMPL6[16] und SAMPL7[17]. Im Falle von SAMPL6[16] konnen die statistis-
chen Werte aufgrund der Filterung im Zuge der Préaprozessierung nicht mit den

verdffentlichten statistischen Werten verglichen werden.

1.2 Abstract

The acid-base dissociation constant (pK,) and thus the acid-base character of a
molecule has a far-reaching influence on its biopharmaceutical, pharmacodynamic
and pharmacokinetic properties. These include solubility, absorption, permeability,
protein binding and lipophilicity. These wide-ranging effects are the reason why pK,
values must be determined experimentally and reported as part of the drug approval
process. Accurate estimation of pK, values is therefore critical for successful drug
design [1-7]. Several commercial and non-commercial tools and approaches exist for
predicting pK , values for small molecules, but an open source, freely available pK,
prediction tool that can compete with the commercial tools in prediction quality
and feature set is lacking. The aim of this work is to develop such a tool based on

machine learning and exclusively experimentally determined pK , data.

To achieve this, experimentally determined pK, data were first compiled and stan-
dardised through extensive literature and database searches, as well as collaborations
with various pharmaceutical companies and software vendors. Subsequently, the de-
velopment of a machine learning based p K , prediction tool for monoprotic molecules
was initiated. After evaluation of different methods to transform the molecule into
input data for training, as well as different machine learning algorithms, a random
forest model was developed which, based on external test datasets from the litera-
ture and the pharmaceutical industry, as well as a 5-fold cross-validation, was able
to compete with the commercial tool ChemAxon Marvin[8] and to outperform the
prediction quality of comparable open source models published at that time. The
5-fold cross-validation yielded a MAE of 0.682, a RMSE of 1.032 and a R? of 0.82[9).

The next step was to focus on multiprotic molecules. Here the data preparation and
preprocessing had to be extended to deal with the specific problems of identifying
and localising titration sites in molecules and assigning the individual experimentally
determined pK, values to their respective titratable groups. For this purpose the
program MPP was developed. MPP performs all necessary preprocessing steps,
identifies and locates titratable groups, and performs all other preparatory steps to
allow a quick start of machine learning based on the processed datasets. It also
performs a detailed analysis of the titratable groups of the molecules in the given

datasets. MPP also provides a list of SMARTS patterns representing the most
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abundant titratable groups generated based on the input datasets. A total of 16
datasets from different sources with a total of 84 957 pK , values for 26 568 different

molecules were processed and prepared for machine learning.

Finally, a multiprotic pK, prediction model based on the GCN architecture was
developed using the datasets resulting from MPP. The implementation of GCN as
well as the transformation of molecules into graphs and the extension of edge and
node properties was done using PyTorch[10] and PyG. Bayesian optimisation with
500 runs was performed using Optunall2] to optimise the architecture and hyper-
parameters. Each model was evaluated on external test datasets and tracked and
documented using MLflow[13]. The best model achieved a MAE of 0.414, a RMSE
of 0.587 and a R? of 0.929 across all titration sites of all mono-, di- and triprotic
molecules for the Settimo et al.[14] literature test dataset. For the Novartis[15] in-
dustry test dataset, the model achieved a MAE of 0.791, a RMSE of 1.048 and a
R? of 0.808. Overall, the MAE of all test datasets combined was 0.748. As part of
an extended evaluation, a second model was trained with the same hyperparame-
ters and a customized training dataset, and evaluated using the SAMPLG6[16] and
SAMPL7[17] datasets as external test datasets. For the monoprotic part of both
datasets, the model achieved a MAE of 0.442 and 0.722, a RMSE of 0.592 and 0.907,
and a R? of 0.915 and 0.851 for SAMPL6[16] and SAMPL7[17], respectively. In the
case of SAMPLG6[16], the statistical values cannot be compared with the published

statistical values due to filtering in the course of preprocessing.



Chapter 2

Introduction

2.1 Acid dissociation constant

2.1.1 Definition

The acid dissociation constant, given as K,, describes the strength of an acid in
a solution. K, is the equilibrium constant for the dissociation in context of an

acid-base reaction

HA =— A~ +H" (2.1)

where HA is an acid that dissociates into its conjugated base A~ and a hydrogen

ion H". The acid dissociation constant itself is defined by[18]:

[AT][HT]

Ko = [HA]

(2.2)
The square brackets indicate the concentrations of the single parts at equilibrium.
If K, and thus the strength of the equilibrium is less than 1, the acid dominates in
neutral form (left side of equation (2.1)), if it is greater than 1, the acid prevails in
its dissociated form (right side of equation (2.1)). In most cases, the strength of this
equilibrium is of interest, which is why the strength of the acid is usually given as
the negative decadic logarithm of K, for the standard state concentration ¢° = 1mT°l
[19, 20]:

Ko
pK, = —logy, F (23)
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Along with this, based on the pK, value the pH value at which the system is in
equilibrium can be calculated with the Henderson—Hasselbalch equation. In this
context, equilibrium means that both forward and backward reactions happen at
the same rate[21]:

pH = pK, + logy, % (2.4)

In most experimental determination methods for pK, values, the measured value is
used as a function of pH, which results in a sigmoidal curve. The pK , value can then
be resolved by finding the inflection point at which pH equals pK,. An exemplary
sigmoidal titration curve for carboxylic acid including the distribution of its species

are shown in figure 2.1.

__ 100 1
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Figure 2.1: Example microspecies distribution of carboxylic acid: The pK, value can be
retrieved by calculating the point where both microspecies are equally distributed. The

exemplary pK, value was retrieved by ChemAxon Marvin[8].

2.1.2 Microscopic and macroscopic pK ,

In the case of multiprotic molecules, i.e. molecules with several ionisable centres,
macroscopic and microscopic pK , values must be distinguished. Macroscopic pK ,
values describe the dissociation ability of the entire molecule and are composed of the
microscopic pK, values. A microscopic pK, value is assigned to a specific titratable
group and describes the release or uptake of a proton at this very ionisable centre.

The macroscopic pK , value can be calculated using the following formula[22]:

6



2.1 Acid dissociation constant

Mdeprot

Kgnacroz Z Np+l (25)

7=1 Zi:l Kl?;.n'cm

In this equation M9 represents M deprotonated microstates and NPt stands for
N protonated microstates. Most experimental measurement methods only provide
macroscopic pK , values, with the exception of Nuclear Magnetic Resonance (NMR)
spectroscopy, for example[23, 24]. However, microscopic pK, values are necessary
to determine the different microstates, whereby a microstate represents the state of

the microscopic protonation and the respective tautomer of a molecule.

To illustrate this, figure 2.2 below shows an example of the microstate network for
the molecule SMO7 containing four protonation sites from the SAMPL6 competition.
It can be seen that the molecule can enter a total of eleven microstates, distributed
over a total of five overall protonation states from 0 (neutral) to +4. These total pro-
tonation states can be distinguished by the columns in the figure. Within a column,
the microstates differ in terms of which of the four titratable groups are protonated
leading to the overall protonation state. The transition of the individual microstates
in the form of (de)protonation is indicated by the black arrows in the figure. The

red arrows indicate a transition between two microstates by tautomerization[25].

4H 3H 2H 1H OH
~ @ g - @

13 @80 +—> 5 & +—> >

15 ©@ 11 @@ 4

|/
NV

12

B NS) N I

14 & 7 @ 3

Figure 2.2: Microstate network of SAMPL6 molecule SMO07 as depicted in Gunner et al.
(2020)[25]. The black arrows indicate a microstate transition in terms of (de)protonation,

the red arrows indicate a transition between two microstates by tautomerization.
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2.1.3 Influences on pK ,

The acid dissociation constant pK, is influenced by different parameters and there-
fore actually not constant. The temperature T for example affects the acid dissoci-
ation constant according to the Van ’t Hoff equation where R is the gas constant

and AH° is the standard enthalpy change of dissociation:

AH®
ianaz

ar RT? (26)

Assuming AH®° to be independent of temperature plotting of pK, against % results
in a linear plot. In this case the pK, value decreases if the temperature increases.
The linear relation does not apply in every case since AH® in fact depends on the
temperature which results in a non-linear relationship of the pK, value to temper-
ature. The temperature dependency of the pK, value of some exemplary molecules
are shown in figure 2.3[26, 27].

8.0

7.0

— Imidazole
— Histidine
5.0 Citric acid
— Glutamic acid
Oxalic acid
4.0 T T
0 20 40 60

Temperature (2C)

Figure 2.3: Exemplary temperature dependency of pK,: The figure shows the change
in pK, for different exemplary molecules at different measurement temperatures. It was
taken from Reijenga et al. (2013)[26] with data from Everaerts et al. (1976)[27].

The experimental determination of p K, values is also influenced by the ionic strength
of the solution that is investigated. The ionic strength I is a measure of the con-
centration of ions in a solution and can be calculated with the following formula[28,
29]:

1 2
I= 5 Z CiZ; (2.7)
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Here, ¢; represents the concentration of ion ¢ of charge z;. The influence of ionic
strength is often neglected even if it can change the pK, of a molecule significantly.
To take this into account the equation 2.2 has to be extended with the activity of
the reacting species[28, 29]:

apras- 7S
K, = S 2.8
— Il (2.8)

In this equation v is the activity coefficient and a is the activity. With the Debye-
Hiickel equation the activity coefficient can be calculated with z as the charge, T as

the temperature and e as dielectric constant|28, 29]:

[SI3Y
N[

logy = —2%(1.824 x 10° x (eT)"2)I (2.9)
Unfortunately, this equation is only valid at low ionic strength. For higher ionic
strengths it is necessary to include terms for the effective radius of the ions or with
empirical constants. Generally speaking for acids in low ionic strengths the pK,
values of the compound under investigation decrease if the ionic strength of the

solution increases[26, 28-32].

AH(g) AGY ., (AHY | HYg) + AT(g)
AGy4(AH) DGy (H) + AGy 4 A)
AH(aq) AGoaiy (AH) - H%ag) + A (aq)

Figure 2.4: Thermodynamic cycle for determination of free energies of hydration for

carboxylate ions as depicted in Kang et al. (1987)[33].

Finally, the pK, measurement is influenced by the used solvent. One strategy to
calculate the difference of pK, values of a molecule in different solvents is based
on the thermodynamic cycle which describes the procedure of a proton dissociation.
The thermodynamic cycle as depicted in Kang et al. (1987)[33] is shown in figure 2.4.
Based on this the difference between the solvation energies of the dissociated acid

and the acid itself influences the pK, value of a molecule. An example of the
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influence of different solvents on the pK, value of phenol taken from Rossini et al.
(2018)[34] is shown in figure 2.5[26, 33-35].

100 e,
9_\01 5, —_\_‘-\
7] \
il )

g OH
o
w
]
2 O/
S 50t
o
g | e
Q H:0: 10
b
(o]
5 MeOH: 18
5 MeCN: 26
i
=
1]
1 1 1 1 1 1 1 1 1
2 6 10 14 18 22 26 30 34

Figure 2.5: Influence of different solvents on pK,: The pK, value of phenol changes
significantly dependent on the solvent used during the experimental determination. The
figure was taken from Rossini et al. (2018)[34].

2.1.4 pK, determination methods

There are several different ways to measure the pK , value, each having benefits and
drawbacks. Not all methods are appropriate for all molecules, thus it is preferable to
know in advance which approach will result in a successful measurement in order to
save time and money. An overview of the various analytical techniques and the dates
of their introduction are shown in figure 2.6 taken from Reijenga et al. (2013)[26].

Potentiometry Solubility Electrophoresis | olarometry | | Fluorometry Computational
Spectrometry Conductometry Calororimetry
Voltammetry
and kinetic

1900 1910 1920 1930 1940 1950 1960 1970 1980 1990 2000

Figure 2.6: Overview of experimental pK, determination methods taken from Reijenga
et al. (2013)[26].

Some of the methods used for experimental pK, value determination are, for ex-
ample, potentiometry, NMR spectroscopy, UV/VIS spectroscopy and Isothermal
Titration Calorimetry (ITC). Potentiometry is highly exact and can be automated

well, which makes it commercially interesting, although a high amount of the sample

10



2.2 ChemAxon Marvin

in the milligram range is required for this method. This makes potentiometry an

expensive technique depending on the compound price[26].

NMR spectroscopy has for instance the advantage to be able measure impure mix-
tures. It works by measuring the alteration of chemical shifts of NMR-active nuclei
which depend on the protonation state of adjacent acidic or basic sites. Addition-
ally, with NMR spectroscopy it is possible to determine where the protonation or

deprotonation takes place within the molecule[26].

Due to its accuracy, simplicity, and reproducibility, UV /VIS spectrometry, intro-
duced in 1925 by Holmes and Snyder[36], is one of the most widely used techniques
for measuring a compound’s pK , value. This method’s drawback is the requirement
that a chromophore or fluorophore must be present close to the ionization site.

Without such a chromo- or fluorophore the pK, value can not be determined[26].

ITC enables the simultaneous determination of a reaction’s binding enthalpy (AH)
and binding constant (K,). It is also possible to compute the thermodynamic pa-
rameters entropy change (AS) and Gibbs free energy change (AG). Generally, ITC
is used to measure binding affinities between ligands and proteins. The technique is

extended to pK , determination by considering protonation as a binding process[26].

2.2 ChemAxon Marvin

The pK , prediction tool from ChemAxon Marvin[8] (CXM) is used at several points
in this thesis and serves as a reference program, both functionally and qualitatively,
for the development of a licence-free and open-source multiprotic pK, prediction
tool. For this reason, this chapter will take a closer look at the functionality of this
program as well as its methodology for calculating pK, values. Unfortunately, the
exact methodology behind the pK , prediction by CXM has not yet been published
in a peer-reviewed journal. The following information therefore refers to the ex-
planations on the official documentation page[37], as well as two presentations by
Szegezdi and Csizmadia at the American Chemical Society meetings in 2004[38] and
2007[39].

The pK , prediction of CXM is based, among other things, on the fact that the partial
charge distribution changes as a result of the protonation or deprotonation of the
titration sites. This distribution is strongly related to the process of (de)-protonation
and can therefore be used to predict or calculate pK , values. The prediction of pK,
values using empirically calculated partial charges was first presented by Szegezdi
and Csizmadia at the 2004 National Meeting of the American Chemical Society
(ACS)[38]. In addition to the partial charges, polarizability and structure-specific
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2 Introduction

elements such as hydrogen bonding interactions and steric strains are also taken into
account. According to the presentations, the procedure can be summarised in the
following steps[38, 39]:

1. Determine the most dominant tautomeric form of the molecule
2. Determine the titration sites within the molecule

3. Generate all microspecies

4. Calculate the partial charge distribution of the microspecies[40]
5. Calculate the polarizability of the microspecies|41]

6. Include hydrogen bonding and steric strains

7. Calculation of the ratio of microspecies[42]

8. Calculation of microscopic pK, values

9. Calculation of macroscopic pK, values

According to Szegezdi and Csizmadia (2004 and 2007)[38, 39|, the macroscopic
pK . values can be calculated from the microscopic pK, values using the following

formula:

@)
. C
K.i= ZJ—?[Hﬂ (2.10)

i—1
o Cl(c )

In equation 2.10, 7 is an integer from 1 to N, where N is the number of titratable
groups in the molecule. [H7] is the proton concentration of the aqueous solution,

¢ is the concentration of the j* microspecies that has released i protons from

J
1)

the fully protonated form of the molecule, and c,(jf is the concentration of the k*®

microspecies that has released ¢ — 1 protons from the fully protonated molecule[38,
39].

The underlying model in CXM is based on the titration site-specific partial charges,
polarizabilities, steric strains and hydrogen bond interactions obtained by linear or
non-linear regression equations[38, 39]. As an example, one such regression equation
is explained using the partial charge relationship to the microscopic pK, values. A
linear regression is performed using the quadratic functional form, where p1, p2 and

p3 represent the regression coefficients[38]:

pK, =pi(1+q)* +p2(l+q) +ps (2.11)
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2.3 Motivation

For very weak or very strong bases and acids, the relationship between the mi-
croscopic pK , value and the partial charge corresponds more to the following equa-
tion 2.12, where a non-linear regression has been performed with the given equation,
than to the previous equation 2.11. In analogy to equation 2.11, equation 2.12 gives
a better fit[38]:

pK, = prexp(p1,q) + p2q + p3 (2.12)

For monoprotic molecules, the information from the various linear and non-linear re-
gressions is combined in the following equation 2.13[39]. For multiprotic molecules,
Szegezdi and Csizmadia (2007) write: ”The pK, calculation of multiprotic molecules
is governed by theoretically derived kinetic equations in our model”[39]. The docu-
mentation further states that the macroscopic pK, values of multiprotic molecules
are calculated based on the microspecies distribution and the global mass and charge

conservation law[37].

pK, = aQ +bP + ¢S +d (2.13)

In this equation, @) represents the partial charge increment, P the polarizability
increment and S the sum of structure specific increments. a, b, ¢ and d are the

titration site specific regression coefficients[39].

CXM’s performance has been compared with other pK, prediction tools in a num-
ber of publications and shows average prediction quality in the field of empirical
commercially available programs[14, 43-45]. This makes CXM a good reference tool
for the development of an open source pK, prediction tool in the context of this

thesis.

2.3 Motivation

2.3.1 Importance of the acid dissociation constant

The pK, value and thus the acid/base character of a molecule has a far-reaching
influence on its biopharmaceutical, pharmacodynamic and pharmacokinetic prop-
erties. These include solubility, absorption, permeability, protein binding, and
lipophilicity, among others. These wide-ranging effects are the reason why pK,
values must be experimentally determined and reported as part of the drug ap-
proval process. An overview of the different areas of influence of the dissociation

constant is shown in figure 2.7, which was taken from Manallack et al. (2013)[3].

13



2 Introduction

The importance of the dissociation constant has already been explained in detail in
several publications[1-7].

A practical example of the relevance of the pK, value within drug discovery was
presented by Castro et al. (1998)[46]. In their case, the problem of poor oral ab-
sorption of a lead structure was to be solved, for which a series of drug candidates
or variants of the lead structure were synthesized and measured. It was found that
a basic amino group with a pK, value of approximately 9.7 could cause this ab-
sorption problem. Using fluorinated analogs, the pK, value of the aforementioned
group could be reduced to as low as 8.0, thus significantly improving oral absorp-
tion. As a second example, pK, value also plays a key role in blood-brain barrier
(BBB) permeability. Fan et al. (2010)[47] showed that acidic compounds were the
least permeable to the BBB, whereas basic or neutral compounds were on average

significantly better at crossing the BBB.

Molecular interactions
- lonic interactions
- Dipolar interactions
- lon-dipole interactions
- Hydrogen bonding

T

Drug design factors Formulation
- Biological activity Drug - Solubility
- R'eceptt'af |nt'eract|ons. 4 Acid/Base — " Corv‘glexenon
- (lipophilic) Ligand efficiency Equilibri - Partitioning
- Drug-likeness LU - Osmolarity
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l
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- Distribution
- Metabolism
- Excretion
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Figure 2.7: Overview of the different areas of influence of the dissociation constant taken

from Manallack et al.[3].

2.3.2 pK, prediction methods

Prediction methods for pK, values can be divided into two main groups: Empirical
methods and quantum chemical methods. The group of empirical methods can be
divided into the subgroups Linear Free-Energy Relationship (LFER), Quantitative
Structure-Property Relationship (QSPR) and database lookups, among others[43].
In the following, QSPR, LFER and quantum chemical methods are elaborated in

more detail.

Prediction programs for pK , values based on QSPR usually use a regression model

created by machine learning. In principle, any machine learning algorithm from

14
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linear regression over random forest to neural networks can be used here; in prac-
tice, the use of neural networks has prevailed in recent years. However, the use of
mathematical models instead of models trained by machine learning is also possible.
The advantages of QSPR as described are the high speed in usability and the gen-
erally low resource requirements for prediction. At the same time, machine learning
provides only approximations based on the underlying dataset and its accuracy[43,
48].

LFER is a type of statistical method that can be used to predict the pK, values of
a molecule. LFER is based on the idea that the free energy change of a chemical
reaction is directly proportional to the difference in the pK, values of the reactants
and products. In other words, the larger the difference in pK, values, the more
energetically favorable the reaction will be. To use LFER to predict pK, values,
you first need to collect data on a number of known compounds and their pK , values.
This data is then used to fit a mathematical model that describes the relationship
between the pK, values and the free energy of the reaction. Once the model has
been fitted, you can use it to predict the pK, values of other compounds based on
their chemical structure[43, 49-51].

Quantum chemical methods usually have a higher accuracy since they are based
on the underlying quantum chemical principles of pK, itself. This higher accuracy
usually comes at the cost of lower speed compared to empirical methods. An exam-
ple of pK, prediction software based on quantum chemical methods is Jaguar by
Schrodinger. Jaguar models a thermodynamic cycle by means of Density Functional
Theory (DFT) calculations and thus calculates the change in Gibbs energy related
to the dissociation of a proton from the molecule under consideration. Such method-
ologies use ab initio calculations for the aqueous and gas phases. Depending on the
thermodynamic cycle used, several separate geometry optimizations are required per
pK, value prediction. To get the best of both worlds, i.e. quantum chemical and
empirical methods, semi-empirical methods are of interest, where classical machine

learning is used together with quantum chemical descriptors[43, 52, 53].

Finally, this section will address the broad field of predicting protein pK, values.
This involves calculating or predicting the p K, values of individual or multiple amino
acids within a protein. Unlike the calculation of pK, values of small molecules, this
process requires consideration of the entire protein system, which usually contains
a large number of protonatable sites. Due to electrostatic interactions, the titrat-
able groups can occur in 2" protonation states. Usually, implicit solvent models
(e.g. Word and Nicholls (2011)[54], Bashford and Karplus (1990)[55]) are used for

the estimation of protein pK, values. Such implicit solvent models compute the
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total titration curve by summing up all charge states of the titratable sites inter-
acting with this group. In literature, several definitions and approaches exist for
the assignment of microstate and macrostate pK, values[56-58]. Due to the diffi-
culty of experimentally determining protein pK, values, in silico approaches have
been established. These approaches typically calculate the shift of the deprotona-
tion free energy of an amino acid in solution based on the deprotonation free energy
of the amino acid within the protein. There are two categories of methodologies:
continuum (such as Poisson-Boltzmann and Generalized Born) and all-atom-based
electrostatics molecular dynamics (MD) simulations. Constant-pH MD simulations
are an important method in predicting protein pK, values. This method combines
the Generalized Born model with MD simulations, which allow dynamic changes
in protonation states. This work focuses solely on the prediction of pK, values for
small molecules and will not discuss the complex field of protein pK, calculation
further[59-61].

2.3.3 Aim of this work

The goal of this work and related research is to develop a freely available pK, pre-
dictor for small molecules. This should be open-source, easy to use and with an
unrestrictive license for both research and commercial use. The prediction model
should be based exclusively on experimental data and be reproducible, compre-
hensible and interpretable. The model should also not only be usable for simple
molecules from the literature, but also applicable to more complex chemical spaces,
for example from the pharmaceutical industry. For this purpose, cooperations with
different pharmaceutical and software companies are aimed to improve and extend
the data basis of the experimental pK , values. The tool to be developed should be
competitive with commercial products in its prediction quality and not only focus
on the most basic and most acidic pK, values. It should be able to recognize all
titratable groups contained in the molecule and predict their pK, values. Finally,
the model should be evaluated with literature data as well as with data from the
pharmaceutical partners. The ChemAxon Marvin[8] prediction tool should be used
as a reference. The pK, prediction tool to be developed should match or, if possi-
ble, exceed ChemAxon Marvin[8] in terms of functionality and prediction quality.
This should provide the scientific community with a licence-free alternative to the

licensed and commercial programs on the market.

To achieve this goal, suitable data sources must first be identified. For this purpose,
freely available databases and publications shall be collected and evaluated. At
the same time, cooperation with different pharmaceutical companies and software

vendors should be requested and developed. The collected data must be validated,
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standardized and combined, whereby special attention should be paid to data qual-
ity. As a starting point for the use of the data for machine learning, monoprotic
structures shall be used and an evaluation of different machine learning algorithms
shall be performed. Based on this, a concept for multiprotic pK, prediction shall
be developed and validated, focusing on empirical or semi-empirical methodologies.
Finally, the final model shall be published freely available by means of an easy-to-use
tool.
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Chapter 3

Methods

3.1 Machine learning

3.1.1 Random Forest

Random Forest is a machine learning algorithm for building predictive models. Both
classification and regression models can be trained with this algorithm. A model
trained with Random Forest basically only consists of many individual binary deci-
sion trees. A single decision tree has a high variance, this effect is reduced by the
large set of trees. The algorithm has a high training and prediction speed, since the
processing of all decision trees can be parallelized, and is particularly suitable for
high-dimensional data. Especially if you only have a small number of data points or
molecules, but a large number of influence variables, for example molecular descrip-
tors and fingerprint bits, you can still train meaningful models with Random Forest.
This is because each individual decision tree only ever has to process an individual
part of the influence variables and samples. The algorithm quantifies the importance
of the individual influence variables and recognizes on its own which values have a
particularly high influence on the target value. If a prediction is made, the model
returns the target value predicted by most of the trees (classification model) or the
averaged value of all trees (regression model). In the case of classification models,
a probability value for the predicted class is also returned. This allows a statement
to be made about the reliability of the prediction[62-64].

An additional advantage of Random Forest is its robustness. The few adjustable
parameters themselves have only limited influence on the prediction performance,
which is why almost optimal results can often already be achieved with the default
settings, based on the performance of the algorithm and the underlying data basis.

Notable parameters are the number of trees, the maximum depth of each tree and
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the number of influence variables and data points that each individual tree should
see. As the number of trees increases, the robustness of the model increases in
particular, but the prediction quality reaches its saturation point early on. From
here on, increasing the number of trees only leads to higher resource consumption for
training, prediction and storage. The maximum depth limits the number of levels
of each tree to a chosen value. This parameter is important to prevent overfitting
and can therefore contribute to the generalisation of the model. Finally, the number
of influence variables and data points per tree increases the diversity of the forest’s
decision trees. Usually, a randomly selected subset (without recurrences) with the
size of the square root of the total number of features is used. The data points to be
used per tree are also randomly selected over the entire training dataset, but here
the size of the training dataset is usually maintained while the random subset being

drawn with reclamation[62-64].

3.1.2 Support Vector Machine

Support Vector Machine (SVM) is a machine learning model that can be used to
build predictive classification and regression models, sometimes also divided into
Support Vector Regression (SVR) and Support Vector Classification (SVC). This
algorithm is one of the supervised learning methods and is very powerful in high-
dimensional domains, especially when the number of dimensions, i.e. the influence
variables, is greater than the number of data points in the training dataset. In the
latter case, it is important to choose the right kernel function and regularization
terms to avoid overfitting. The basic aim of the algorithm is to form a hyperplane
in the high-dimensional space of the influence variables in order to separate them
as good as possible and thus divide them into classes. However, this only works
if the objects in the hyperspace are linearly separable assuming the use of a linear
kernel function. In real datasets, linear separation is usually not possible, which
is why the kernel trick is used here. Here, the vector space and the data points
in it are transferred into a higher-dimensional space. With an increasing number
of dimensions, every vector set can be linearly separated at some point. In this
higher-dimensional space, the separating hyperplane is then determined and this is
then calculated back to the original lower-dimensional space with fewer dimensions.
In the process, the hyperplane becomes a non-linear hyperplane, which may even
be non-contiguous. Using other kernel functions like the polynomial, sigmoidal or
radial basis function kernels can improve the predictive performance if the underlying
prediction problem is not linear. Even customized kernels can be used which make

SVMs also suitable for problems based on graphs or strings[65, 66].

If a regression model is trained, the hyperplane is not supposed to separate, but
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to cover all data points in the hyperspace as optimally as possible within a defined
tolerated error range. The basic algorithmic procedure, however, remains identical

to its use as a classifier[65].

3.1.3 Artificial Neural Networks

Artificial neural networks, often simply called neural networks, describe a machine
learning concept or algorithm that is based on the internal structure of the biological
brain. In the simplest structure, a graph organized in layers is built up, in which the
nodes represent, individual neurons and the edges represent the connections between
the neurons, i.e. the synapses. Layers can be divided into three categories: input
layers which take the input values from a dataset, output layers which return the
output of the network and hidden layers which are basically the layers between
input and output layers. An exemplary visualization of such an architecture is
depicted in figure 3.1 The ”signals” or information transmitted via the edges consist
of individual floating point numbers. The edges of the neural network have a weight
in the form of a positive or negative floating point factor with which the signal is
offset. In addition, a bias, i.e. a constant value, is usually included per node and the
overall result, also per node, is transformed non-linearly by means of an activation
function. In the process of training the neural network, the edge weights and the
constant bias values are optimized to reach the desired target value(s) with defined
input values via the mathematical calculations. The relationship of input values,
weights, bias, activation function and output is depicted in figure 3.2[67, 68].
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Figure 3.1: Exemplary neural network architecture: The figure shows the basic archi-

tecture of a fully-connected neural network[68].

There are many different activation functions which can be used. Examples are Sig-
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Figure 3.2: Exemplary depiction of a neuron in a neural network: Here, the relationship
between input variables (z1._,), weights (wg1..m,), bias (bx), activation function (¢(.)) and

output (yg) is shown[68].

moid, hyperbolic tangent (tanh), Softmax or rectified linear unit (ReLU). Although
linear activation functions can also be used in principle, a (small) neural network can
only solve difficult problems with non-linear activation functions. The choice of the
activation function(s) has also a significant influence on the training speed. Sigmoid

(eq. 3.1), for example, is much more complex to calculate than ReLU (eq. 3.2)[67].

1
fa@) =

f(z) = max(0, x) (3.2)

(3.1)

The training of the network, i.e. the adjustment of the weights, is performed by
a so-called optimizer. Optimizers in general are algorithms that adjust attributes
(weights, learning rate, momentum, etc.) of a neural network to minimize the loss,
i.e. the prediction error. Examples of optimizers are Stochastic Gradient Descent
(SGD), Adagrad and Adaptive Moment Estimation (Adam). The loss can be cal-
culated with different functions depending on the application area. For regression
tasks, for example, the mean absolute error (MAE) (L1), mean square error (MSE)
(L2) or root-mean-square error (RMSE) are suitable; for classification tasks, Cross-
Entropy is usually used in conjunction with the Softmax activation function in the
output layer[67, 69].

Another important part of neural network training is regularization. It should pre-
vent the model from being overfitted, i.e. only memorizing the training data and not

generalizing. Besides the regularization methods, which can be applied directly to
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the training data, e.g. data augmentation, there are the methods dropout and early
stopping as well as L1 and L2 regularization. With dropout, intermediate layers
are inserted, which randomly set a specified proportion of the signals to 0. With
early stopping, the training is terminated prematurely as soon as the prediction
quality on an external validation dataset no longer improves but deteriorates. L1
and L2 regularization both add a penalty term to the loss functions, which can be
adjusted by a factor A. L1 regularization adds an absolute value of the magnitude,

L2 regularization adds a squared magnitude of the coefficient[67, 69).

3.1.4 Graph Neural Networks

Graph Neural Networks (GNNs) represent a special form of neural networks. As the
name suggests, they are designed to deal with graphs as input data. This property
allows simplified learning without or with less information loss, since graphs do not
have to be converted into a vector or similar. A graph is a data structure that
consists of nodes that are connected via edges that have a direction. In a graph,
nodes and edges can have attributes as additional information. We encounter graphs
or graph-based data in many areas of everyday life. These include, for example,
social networks, citation networks, or the prediction of purchasing behavior (" people
who bought this product also bought that product”). In a citation network the
nodes would represent publications while the edges represents the citation of one
publication in another one. GNNs can be used in two different prediction modes:
node-level predictions and graph-level predictions. With node-level predictions the
network predicts a class or a feature for one or more nodes within the graph network.
Graph-level predictions are more comparable to classical machine learning, where a
graph represents a sample for which one or more target values are to be predicted.

Here, the graph usually serves as a more useful and lossless input format[70, 71].

In particular, the supergroup of GNNs can be roughly distinguished into two dis-
tinct subgroups: The Message Passing Neural Networks (MPNNs) and the Graph
Convolutional Neural Networks (GCNs). MPNNs can be described as aggregation
and update functions that are repeated over several iterations while every itera-
tion can be seen as one GNN layer. This method is especially used for node-level
predictions where only a subset of the nodes lacks the target classes or values. In
principle, GCNs function like classical convolutional neural networks, which have
their strength especially in image recognition, processing or classification. Tech-
nically, an image is also a bidirectional graph, where the individual pixels are the
nodes and the arrangement of the pixels is represented by the edges between neigh-
boring pixels. As with images, in the case of GCNs, features of neighboring nodes

are added together via the convolutional layer and multiplied by filter weights. This
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identifies and extracts important or distinctive regions of a graph. Based on this
basic approach, many different implementations of such layers exist, which may be

more or less suitable depending on the application area[70-73].

3.2 Programming language and frameworks

3.2.1 Python

The Python scripting language was developed in the early 1990s by Guido van
Rossum at the Centrum voor Wiskunde en Informatica in Amsterdam. Python is
particularly characterized by its speed compared to other scripting languages, such
as Perl, and offers the possibility to extend the already very comprehensive standard
library in a simple way. Through the Python Application Programming Interface
(API) it is also possible to write extensions in the C programming language and use
them in Python. Thus, even machine-oriented and time-critical extensions can be
developed and used for Python. Also, Python offers full support for object orienta-
tion and modularization. Python is licensed under the Python Software Foundation
(PSF) license. This license was designed by the PSF and allows the Python in-
terpreter to be integrated into and distributed with commercial applications at no
license cost. This feature makes Python particularly interesting for industry. In ad-
dition, the scripting language is platform independent. It is possible to run Python
programs without modifications on different operating systems, as long as a Python

interpreter with all the required libraries is installed[74].

Python is ranked number 1 in the TIOBE Index in November 2022. It has thus re-
placed C as the most popular programming language for already several months now
based on this particular index. The TIOBE Index is a programming language rank-
ing based on the number of searches made by users in the 25 most popular search
engines[75]. Python is also one of the most widely used programming languages in
machine learning, data science and cheminformatics. Especially in computational
chemistry, new tools in and libraries for Python are published regularly. Areas of ap-
plication are, for example, the visualisation of chemical spaces, quantum chemistry,
molecular modelling or virtual screening. Python is also used in web and internet
development, for building platform independent graphical user interfaces and for
supporting other programming languages in terms of build control, management
and testing[76].
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3.2.2 RDKit

RDKit is an open-source toolkit for tasks in the field of chemoinformatics. The algo-
rithms and data structures are written in C++4-, but can be used in Python through a
wrapper. Thus, RDKit achieves a very high execution speed. With RDKit, chemical
structures can be processed in both two-dimensional and three-dimensional space.
For instance, it is possible to calculate the three-dimensional structure of a molecule,
to read in and manipulate molecular structures from different formats and to carry
out complex alignments and substructure searches. Furthermore, more than 200
molecular descriptors can be calculated and several different fingerprint algorithms
can be used[77].

With over 140 contributors (as of November 2022), RDKit is an actively developed
and community-driven project that has become the standard library for cheminfor-
matics questions in Python and C++4. It has been published under the Berkeley
Software Distribution (BSD) 3 Clause licence, which allows the software to be used
and distributed commercially and in modified form. Comparable alternatives are,
for example, Chemistry Development Kit (CDK) or OpenEye Toolkits, the former,
however, with less functionality and only for Java, the latter only with a charged
licence. Due to its wide range of functions, RDKit is used in many areas and current
publications, such as for working with reaction data, in the area of preprocessing

chemical data for machine learning or for virtual screening[77, 78].

3.2.3 Scikit-learn

The Python library Scikit-learn provides an extensive collection of machine learning
algorithms. The development of this library was initialized by David Cournapeau
and the first version was released in June 2007. Scikit-learn is still under active
development by a large community on GitHub. Scikit-learn can be used to train
both classification and regression models using a wide variety of methods, including
Random Forest, Support Vector Machine, k-Nearest-Neighbors, and many more.
The library also offers the possibility of training neural networks, whereby the setting
options here, in contrast to libraries primarily oriented to neural networks such as
PyTorch or Keras/TensorFlow, are strongly limited and only multilayer perceptrons
are supported. In addition to Python, the framework is also based on NumPy, SciPy
and Matplotlib. Through easy and intuitive use of Scikit-learn, complex models can
already be created with only a few lines of code. The models are realized as objects
within Python and can therefore also be exported and saved as a file. In addition to
algorithms for creating predictive models using machine learning, Scikit-learn also

offers methods for clustering, preprocessing and reducing the dimensions of data. In
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each case, all common methods are supported. In addition, Scikit-learn can perform
hyperparameter searches and cross-validations for predictive models to find the best
settings, i.e. the best model, for the available data[79].

3.2.4 Pandas

The Python library Pandas provides data structures and operations for managing
data and its analysis. Pandas first appeared in 2008 and was initially developed
by Wes McKinney. With Pandas the DataFrame, which is known mainly from the
programming language R, finds its way into the programming language Python.
With this data structure data can be administered in a table structure, whereby
the different columns can be of different data types. A number of analysis tools are
available, such as the direct visualization of the data using Matplotlib. Additionally,
it supports reading and writing various data formats like comma-separated values
(CSV), Microsoft Excel, Structured Query Language (SQL) databases, Hierarchical
Data Format 5 (HDF5) and many more. It is capable of database-like aggregation,
transformation, merging and joining, as well as dealing with time series. Pandas is

optimized for performance to be able to handle very big datasets efficiently[80, 81].

3.2.5 PyTorch and PyTorch Geometric

PyTorch is an open source machine learning framework for Python originally de-
veloped by Meta Al (formerly known as Facebook, Inc.). It is organized within
the PyTorch Foundation which is again part of the Linux Foundation. PyTorch
describes itself as an end-to-end machine learning framework that ”enables fast,
flexible experimentation and efficient production through a user-friendly frontend,
distributed training and ecosystem of tools and libraries”[82]. PyTorch was devel-
oped as an alternative to TensorFlow/Keras and gives the developers the possibility
to control and tune their machine learning pipeline including preprocessing, train-
ing and testing in a very detailed and low-level way. As of 2019 and based on the
number of unique references at nine conferences about computer vision, natural lan-
guage processing and general machine learning, PyTorch gained a lot of traction
in the research community. From 2017 to 2019, the ratio of references rose steeply
in PyTorch’s favor, clearly replacing TensorFlow as the most used tool in the vast

majority of the investigated conferences|10, 83].

PyTorch Geometric[11] (PyG) is a Python library for developing and training GNNs
with PyTorch. The first release on GitHub was published in May 2018 by its author
Matthias Fey. PyG is built on top of PyTorch and provides methods and classes for

creating, reading and preprocessing graph data as well as deep learning on graphs
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serving more than 50 different implemented neural network layers of various publica-
tions. Additionally, it brings many example or benchmark graph datasets together
with data management classes, multi-GPU support and a detailed documentation

to easily get started[11].
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Chapter 4
Monoprotic pK,; Prediction

Experimental pK, data were collected and analyzed through an extensive litera-
ture search, screening of several publicly available databases for chemistry data,
and agreements with several collaborators. To get a first overview of the use of the
data for machine learning and the corresponding prediction of pK, values for small
molecules, the compiled data were filtered to include only monoprotic molecules.
The unique structure-property relationship given here allowed classical machine
learning methods to be tested and compared first, without directly dealing with the
complexity of multiple pK , values per molecule in the case of multiprotic molecules,
as well as the different number of target values per molecule depending on the num-

ber of titration sites.

The following chapters were previously published in this form in the publication
Baltruschat and Czodrowski (2020)[9] in the journal F1000Research and successfully

went through a peer review process. The content was adopted unchanged.

4.1 Introduction

The acid-base dissociation constant (pK,) of a drug has a far-reaching influence
on pharmacokinetics by altering the solubility, membrane permeability and pro-
tein binding affinity of the drug. Several publications summarize these findings
in a very comprehensive manner[1-7]. An accurate estimation of pK, values is
therefore of utmost importance for successful drug design. Several (commercial
and non-commercial) tools and approaches for small molecule pK, prediction are
available: MoKa|[84] uses molecular interaction fields, whereas ACD/Labs Percepta
Classic[85], ChemAxon Marvin[8] and Epik[86] make use of the Hammet-Taft equa-

tion. By means of Jaguar[22], a quantum-mechanical approach to pK, prediction
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becomes possible. Recently, the usage of neural nets for pK, prediction became
prominent[87-89]. In particular, the publication by Williams et al.[89] makes use
of a publicly available dataset provided by the application DataWarrior[90] and
provides a freely available pK , prediction tool called OPERA.

As this article is part of a Python collection issue, we provide a pK, prediction
method entirely written in Python and make it available open source (including all
data)[91]. Our tool computes the macroscopic pK, value for a monoprotic com-
pound. Our model solely differentiates between a base and acid based on the
predicted pK, value; i.e., we do not offer separate models for acids and bases.
In addition to pK, data from DataWarrior[90], we also employ pK, data from
ChEMBL[92]. As external validation sets, we use compound data provided by No-
vartis[15] and a manually curated dataset compiled from literature[14, 43, 93-95],

which are not part of the training data.

4.2 Methods

4.2.1 Dataset preparation

A ChEMBL[92] web search was performed to find all assays containing pK, mea-
surement data. The following restrictions were made: it must be a physicochemical
assay, the measurements must be taken from scientific literature, the assay must
be in ”small-molecule physicochemical format” and the organism taxonomy must
be set to "N/A”. This results in a list of 1 140 ChEMBL assays downloaded as
comma-separated values (CSV) file. Using a Python script, the CSV file was read
in and processed further, extracting all additional information required from an
internally hosted copy of the ChEMBL database via Structured Query Language
(SQL). Only pK, measurements, i.e. ChEMBL activities, were taken into account

that were specified as exact ("standard relation” equals ”=") and for which one of

7 o

the following names was specified as ”standard_type”: ”"pka”, "pka value”, "pkal”,
"pka2”, "pkad” or "pkad” (case-insensitive). Measured values for which the molec-
ular structure was not available were also sorted out. The resulting 8 111 pK,

measured values were saved as structure-data file (SDF).

A flat file from DataWarrior[90] named ”pKalnWater.dwar” was used in addition.
In this case, the file was converted to an SDF only and contains 7 911 entries with

valid molecular structures.

These datasets were concatenated for the purpose of this study and preprocessed as

follows:
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e Removal of all salts from molecules

e Removal of molecules containing nitro groups, Boron, Selenium or Silicium

e Filtering by Lipinski’s rule of five (one violation allowed)

e Keeping only pK, data points between 2 and 12

e Tautomer standardization of all molecules

e Protonation of all molecules at pH 7.4

e Keeping only monoprotic molecules regarding the specified pK, range

e Combination of data points from duplicated structures while removing outliers

All steps up to filtering out all p K, values outside the range of 2 to 12 were performed
with Python and RDKit[77]. The QUACPAC[96] Tautomers tool from OpenEye was
used for tautomer standardization and setting the protonation state to pH 7.4. The
ChemAxon Marvin[8] tool was used to filter out the multiprotic compounds. It
predicted the pK, values of all molecules in the range 2 to 12 and then retained
only those molecules where ChemAxon Marvin[8] did not predict more than one

pK, in that range.

The removal of the outliers is performed in two steps. First, before combining
multiple measurements for the same molecules, all entries where the pK, predicted
by ChemAxon Marvin[8| differs from the experimental value by more than four log
units are removed. All molecules were then combined on the basis of the canonical
isomeric SMILES. In the second step, when combining several measured values of
a molecule, all those values that deviate from the mean value by more than two

standard deviations are removed. The remaining values are arithmetically averaged.

After all, 5 994 unique monoprotic molecules with experimental pK, values re-
mained. The distribution of pK, values is given in figure 4.1. The same prepro-
cessing steps were also performed on an external test dataset provided to us by
Novartis[15] (280 molecules) and a manual curation (123 molecules) from litera-
ture[14, 43, 93-95]. The Novartis[15] dataset consists of 280 unique molecules with
a molecular weight between 129 and 670 daltons (mean value 348.68, standard devi-
ation 94.17). The calculated LogP values vary between -1.54 and 6.30 (mean value
3.01, standard deviation 1.41). The 280 molecules spread over 228 unique Murcko
Scaffolds. The ten most common murcko scaffolds cover 15% of the molecules of
the total dataset (42/280). A histogram of the pairwise comparison between the
training set and the two external test sets (fingerprint: 4 096 bit MorganFeatures,

radius=3) is given in figure 4.2.
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Figure 4.1: Distribution of the individual pK, values.
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Figure 4.2: (A) Pairwise comparison between the training set and the Novartis[15] test
set (Fingerprint: 4 096 bit MorganFeatures radius=3). (B) Pairwise comparison between
the training set and the test set compiled by manual curation (Fingerprint: 4 096 bit

MorganFeatures radius=3).

4.2.2 Learning

First, to simplify cross-validation, a class "CVRegressor” was defined, which can
serve as a wrapper for any regressor implementing the Scikit-Learn[79] interface.
This class simplifies cross-validation itself, training and prediction with the cross-
validated model. Next, 196 of the 200 available RDKit descriptors (”MaxPar-
tialCharge”, ”"MinPartialCharge”, ”MaxAbsPartialCharge” and ”MinAbsPartial-
Charge” were not used because they are computed as "NaN” for many molecules),
and a 4 096-bit long MorganFeature fingerprint and radius 3 were calculated for
the training dataset. Random Forest (RF), Support Vector Regression (SVR) (two
configurations), Multi-layer Perceptron (MLP) (three configurations) and XGra-

dientBoost (XGB) were used as basic regressors. Unless otherwise specified, the
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Scikit-Learn default parameters (version 0.22.1) were used. For the RF model, only
the number of trees was increased to 1 000. For SVR the size of the cache was
increased to 4 096 megabytes in the first configuration, but this only increases the
training speed and has no influence on the model quality. In the second configura-
tion the parameter "gamma” was additionally set to the value "auto”. For MLP
in the first configuration the number of hidden layers was increased to two and the
number of neurons per layer to 500. In the second configuration, early stopping was
additionally activated, where 10% of the training data was separated as validation
data. If the error of the validation data did not improve by more than 0.001 over
ten training epochs, the training is stopped early to avoid overtraining. In the third
configuration three hidden layers with a size of 250 neurons each were used with
early stopping still activated. For XGB the default parameters of the used library
XGBoost[97] (version 0.90) were applied. The training of RF, MLP and XGB was
parallelized on 12 central processing unit (CPU) cores and the generation of the
folds for cross-validation as well as the training itself were random seeded to a value
of 24 to ensure reproducibility. This resulted in a total of seven different machine

learning configurations.

Six different descriptor/fingerprint combinations were also tested. First only the
RDKit descriptors, followed by only the fingerprints and finally both combined.
Additionally, all three combinations were tested again in a standardized form (z-
transformed). As a result, 42 combinations of regressor and training data configu-

rations were compared.

A 5-fold cross-validation was performed for all configurations, which were evaluated
using the mean absolute error (MAE), root-mean-square error (RMSE) and the
empirical coefficient of determination (R?). After training was completed for all
configurations, two external test datasets, which do not contain training data, were
used to re-validate each trained cross-validated model. Here, MAE, RMSE, and R?
were also calculated as statistical quality measures. To ensure that no training data
was contained in the test datasets, the canonical isomeric Simplified Molecular-Input
Line-Entry System (SMILES) were checked for matches in both training and test

datasets and corresponding hits were removed from the test datasets.

4.2.3 Implementation

The following Python dependencies have to be met: Python > 3.7, NumPy > 1.18,
Scikit-Learn > 0.22, RDKit > 2019.09.3, Pandas > 0.25, XGBoost > 0.90, Jupyter-
Lab > 1.2, Matplotlib > 3.1, Seaborn > 0.9.

For the data preparation pipeline, ChemAxon Marvin[8] and OpenEye QUACPAC/-
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Tautomers[96] are required. To use the provided prediction model with the included

Python script, ChemAxon Marvin[8] is not required.

First of all a working Miniconda/Anaconda installation is needed. Miniconda can
be downloaded at https://conda.io/en/latest/miniconda.html.

Now an environment named "ml_pka” with all needed dependencies can be created

and activated with:

conda env create —-f environment.yml

conda activate ml_pka

Alternatively, a new environment can be created manually without the environ-

ment.yml file:

conda create -n ml_pka python=3.7

conda activate ml_pka
In case of Linux or macOS:

conda install -c defaults -c rdkit -c conda-forge scikit-learn \

rdkit xgboost jupyterlab matplotlib seaborn
In case of Windows:

conda install -c defaults -c rdkit scikit-learn rdkit jupyterlab \
matplotlib seaborn

pip install xgboost

4.2.4 Operation
Prediction pipeline

To use the data preparation pipeline the repository folder hast to be entered and
the created conda environment must be activated. Additionally the ChemAxon Mar-
vin[8] commandline tool cxcalc and the QUACPAC[96] commandline tool
tautomers have to be added to the PATH variable.

Also the environment variables OE_LICENSE (containing the path to the OpenEye
license file) and JAVA_HOME (referring to the Java installation folder, which is needed

for cxcalc) have to be set.

After preparation a small usage information can be displayed with bash

run_pipeline.sh -h. Exemplary call:
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bash run_pipeline.sh \
--train datasets/chembl25.sdf \

--test datasets/novartis_cleaned_mono_unique_notraindata.sdf

Prediction tool

First of all the repository folder has to be entered and the created conda environment
must be activated. To use the prediction tool the machine learning model has to
be retrained. To do so the training script should be called, it will train the 5-fold
cross-validated Random Forest machine learning model using 12 cpu cores. If the
number of cores has to be adjusted the train_model.py can be edited by changing
the value of the variable EST_JOBS.

python train_model.py

To use the prediction tool with the trained model QUACPAC/Tautomers have to
be available as mentioned in the section above. Now the python script can be called

with an SDF and an output path:
python predict_sdf.py my_test_file.sdf my_output_file.sdf

It should be noted that this model was built for monoprotic structures regarding a
pH range of 2 to 12. If the model is used with multiprotic structures, the predicted

values will probably not be correct.

4.3 Results

4.3.1 Different experimental methods

One crucial point in the field of pK, measurements (and its usage for pK, predic-
tions) was linked to the different experimental methods[26, 98]. Based on the Novar-
tis[15] set, the correlation between capillary electrophoresis and potentiometric mea-
surements (for 15 data points) was convincing enough (MAE= 0.202, RMSE= 0.264,
R%= 0.981) for us to combine pK, measurements from these different experimental
methods (see figure 4.3).

We also compared the pK, values of 187 monoprotic molecules contained in both the
ChEMBL and DataWarrior datasets. Due to the missing annotation, it remained
unclear if different experimental methods were used or multiple measurements with
the same experimental method have been performed (or a mixture of both). Either
way, this comparison was an additional proof-of-concept that the ChEMBL and

DataWarrior pK, data sources can be combined after careful curation. The afore-
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Figure 4.3: Correlation of Novartis[15] compounds measured in potentiometric and high-

throughput (capillary electrophoresis) set-up.

mentioned intersection is given in figure 4.4. The correlation coefficient between the
annotated pK, values for these two datasets R? was 0.949, the MAE was 0.275, and
the RMSE was 0.576.

DataWarrior vs. ChEMBL25

R2: 0.949
MAE: 0.275
12 RMSE: 0.576

pKa (ChEMBL25)

0 2 4 6 8 10 12 14
pKa (DataWarrior)

Figure 4.4: Intersection between ChEMBL[92] and DataWarrior[90] datasets.

The compounds for which the pK, values between the different sources deviate by

more than two units are as follows:

e Hydralazine
— pK, (DataWarrior) 5.075
— pK, (ChEMBL25) 7.3
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e Edaravone
— pK, (DataWarrior) 11.3
— pK. (ChEMBL25) 6.9
e Trifluoromethanesulfonamide
— pK, (DataWarrior) 6.33
— pK., (ChEMBL25) 9.7

Since the annotation about the experimental settings is not given in the DataWar-
rior file, we can only hypothesize that these differences are due to the different

experimental settings.

4.3.2 Machine learning

The statistics for a five-fold cross-validation are given in table 4.1. In terms of
the mean absolute error, a random forest with scaled MorganFeatures (radius=3)
and descriptors gave the best performing model (MAE= 0.682, RMSE= 1.032,
R%= 0.82). For the two external test sets (see table 4.2), a random forest with

MorganFeatures (radius=3) gave the best model.
e Novartis[15]: MAE= 1.147, RMSE= 1.513, R*= 0.569
e LiteratureCompilation[14, 43, 93-95]: MAE= 0.532, RMSE= (0.785, R?= 0.889

The predictive performance for ChemAxon Marvin[8] and the OPERA tool[89] were
as follows:

e Novartis[15]
— ChemAxon Marvin[8]: MAE= 0.856, RMSE= 1.166, R*= 0.744
— OPERA[89]: MAE= 2.274, RMSE= 3.059, R*= -0.754

e LiteratureCompilation[14, 43, 93-95]
— ChemAxon Marvin[8]: MAE= 0.566, RMSE= 0.865, R*= 0.866
— OPERA[89]: MAE= 1.737, RMSE= 2.182, R?= 0.124

This showed that our model had a slightly better performance than ChemAxon
Marvin[8] for the LiteratureCompilation[14, 43, 93-95], but ChemAxon Marvin[§]
performed better for the Novartis[15] dataset. For both datasets, our models[91] had

a better predictive performance than the OPERA[89] tool. Since some molecules
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had to be omitted for prediction with OPERA[89] due to none or multiple predicted

pK, values, no consistent significance test could be performed for all comparisons.
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4.4 Discussion and conclusions

The developed model offers the possibility to predict pK, values for monoprotic
molecules with good accuracy. However, since the model has been trained exclusively
with monoprotic molecules, only monoprotic molecules can be predicted properly. In
this respect the model is limited. Nevertheless, the results show that the performance
for monoprotic molecules can compete with the performance of existing prediction
tools. The good performance of ChemAxon Marvin[8] on the Novartis[15] set is
interesting to note: the RMSE was almost 0.4 units better than our top performing
model. This could be because the training set of ChemAxon Marvin[8] is much
larger than our own training set. This provides a better foundation for the training
of the ChemAxon Marvin[8] model. In contrast, ChemAxon Marvin[8] performed
slightly worse than our top model on the LiteratureCompilation. The OPERA tool
performed significantly worse than our model on both external test sets. We assume
that the addition of 2 470 ChEMBL pK, datapoints to our training set which were
not part of the OPERA training set led to this drop in predictive performance. In
addition, the preprocessing of the data was performed differently by OPERA in

comparison to our preprocessing procedure.

As next step for the enhancement and improvement of our pK , prediction model[91],
we are currently expanding it to multiprotic molecules. We are also investigating the
impact of different neural net architectures and types (such as graph neural nets)
and the development of individual models for acids and bases. From a chemistry
perspective, an analysis of pK, effects of different functional groups (e.g. by means

of matched molecular pairs analysis) is an on-going effort for a future publication.

4.5 Data availability

Zenodo: czodrowskilab/Machine-learning-meets-pKa article. https://doi.org/
10.5281/zenodo . 366224517[91].

The following datasets were used in this study:
e AvLiLuMoVe.sdf - Manually combined literature pK, data[14, 43, 93-95].
e chembl25.sdf - Experimental pK, data extracted from ChEMBL25[92].
e datawarrior.sdf - pK, data shipped with DataWarrior[90].

e combined_training_datasets_unique.sdf - Preprocessed and combined

data from datasets chembl25.sdf and datawarrior.sdf, used as training dataset.
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e AvLiLuMoVe_cleaned_mono_unique_notraindata.sdf - used as external test-

set.

e novartis_cleaned_mono_unique_notraindata.sdf - inhouse dataset pro-

vided by Novartis[15], used as external testset.

The datasets are also available at
https://github.com/czodrowskilab/Machine-learning-meets-pKa.

License: Massachusetts Institute of Technology (MIT) license.

4.6 Software availability

The source code is available at
https://github.com/czodrowskilab/Machine-learning-meets-pKa.

Archived source code at time of publication:
https://doi.org/10.5281/zenodo.366224517[91].

License: MIT license.
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Chapter 5
Multiprotic pK , Processing

After the extensive evaluation of different prediction methods and preprocessing
for monoprotic molecules and the related analysis of the underlying datasets, the
next step should be to work with multiprotic molecules. In the case of monoprotic
molecules, experimentally there is a clear structure-value relationship. In the case
of several available experimentally determined pK, values, these can be combined
by calculating the arithmetic mean as an example. In multiprotic molecules, several
titratable groups are present in each molecule. For this reason, simple averaging is
not possible without additional information about the assignment of the respective
pK, value to its titratable group. Unfortunately, the information about the assign-
ment of the experimentally determined pK , values to the respective titration site is
not available in almost all datasets. This makes an assignment prior to the calcula-
tion of the pK, values necessary. In our approach, we rely on the assignment by the
external tool ChemAxon Marvin[8] (CXM). Therefore, an external post-hoc valida-
tion of this assignment is crucial. Additionally, such an assignment of the values is
additionally relevant to improve the quality of the finally trained prediction models
by including this information in the training process. At this stage, an extensive
post-hoc analysis with molecules where the titration site and pK, values are clear
from the experiment is essential. This chapter and the methods it describes there-
fore serve as a preprocessing of the datasets used for the machine learning described

in the upcoming main chapter 6.

With this the tool Multiprotic pK , Processor (MPP) was developed. MPP performs
all necessary preprocessing steps, identifies and locates titratable groups, and makes
all remaining preparatory steps to enable a jump-start for machine learning based
on the processed datasets. Additionally, a detailed analysis regarding the titratable

groups of the molecules in the given datasets is performed. MPP also provides
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5 Multiprotic pK, Processing

a SMILES Arbitrary Target Specification (SMARTS) pattern list representing the
most frequently occurring titratable groups which is generated based on the input
datasets.

5.1 Datasets

A dataset compilation consisting of 16 individual datasets was used. These in-
clude data from public databases, such as ChEMBL[99] and DataWarrior[90], data
from the Statistical Assessment of the Modeling of Proteins and Ligands (SAMPL)
challenges[16, 17, 100], data from experimental measurements in our own labora-
tory, data that could be extracted from various publications as well as data kindly
provided by Idorsia Pharmaceuticals Ltd.[101], Roche Pharma AG[102], Novartis
Pharma AG[15] and OpenEye Scientific Software[103]. A list of the datasets and
their composition can be found in table 5.1. Unfortunately, not all datasets are pub-
licly available, as they are subject to certain licensing conditions or confidentiality

agreements.
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Figure 5.1: Distribution of pK, values in the combined dataset

To illuminate the composition and properties of the entire dataset compilation, the
distribution of the pK, values and the measurement temperatures were analysed,
as well as the chemical space was visualised. Figure 5.1 shows the distribution of
the pK, values. Here, it can be seen that the majority of the pK, values are in
the range between 2 and 12, but there is also a considerable amount of pK, values
that are smaller than zero. The pK, measurements were carried out at different
temperatures. pK, values can be significantly influenced by the temperature[104].

Therefore, the prime focus is on measurements at room temperature, i.e. between
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Figure 5.2: Distribution of temperatures at which the pK, values in the combined
dataset were determined
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Figure 5.3: Distribution of the number of pK, values per unique molecule in the com-
bined dataset

20 and 25°C. Figure 5.2 shows the distribution of the temperatures at which the
pK . values were determined. Here it is clear that most of the measurements were
done at room temperature, only a few measurements were done below 20°C. Mea-
surements above the 25°C mark are more frequently included in the total dataset, in
particular measurements that were performed at human body temperature. During
the compilation of the different datasets, it was noticed that in several cases infor-
mation about the temperature and solvent where not provided. In these cases 25°C

and water were specified for temperature and solvent, respectively.

In figure 5.3 the distribution of the number of pK, values per unique molecule is
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Figure 5.4: Visualized chemical space of the combined dataset: For the visualization,
4 096 bit Morgan fingerprints with radius three were used. A principle component analysis
(PCA) was performed to reduce the dimension to 50, then a t-distributed stochastic neigh-
bour embedding (t-SNE) was done to reduce the dimension further to two. The resulting

two dimensions were plotted.
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Figure 5.5: Distribution of Tanimoto coefficients of all combinations of molecules from
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the combined dataset

shown. Many of the measurements for one molecule are identical or similar; it should
be mentioned that they may originate from different data sources or were measured
at different temperatures. It can be seen that for the majority of the molecules in
our dataset only one pK, value was determined. This leads to the assumption that
it is a monoprotic molecule, but of course this does not necessarily needs to be the

case.
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Name pK ., values | Unique molecules Source
Alkhzem et al. 24 5 [56]
ChEMBL 29 9 809 7 508 [99]
Czodrowski Lab 252 145
DataWarrior 7909 6 296 [90]
Hunt et al. 2 481 2272 [105]
Idorsia 127 63 [101]
Literature Compilation 1754 1329 [1, 43-45, 95, 106-108]
Novartis 1025 646 [15]
OpenEye 55 119 11 119 [103]
Roche 1 1 762 1734 [102]
Roche 2 2 876 2136 [102]
SAMPL6 31 24 [16]
SAMPL7 20 20 [17]
SAMPLS 25 21 [100]
Settimo et al. 610 503 [14]
Yu et al. 1133 1112 [109]
Summary 84 957 26 568

Table 5.1: List of all datasets used in this contribution: The dataset entries were stan-
dardised beforehand by removing salts, neutralising charges and applying tautomer canon-
isation. Entries for which one of the standardisation steps failed as well as invalid molecular

structures were removed.

Finally, the chemical space as well as the diversity of the dataset were examined.
The chemical space is depicted in figure 5.4. For this purpose, a 4 096 bit long
Morgan fingerprint with radius 3 was calculated for each molecule. Next, a PCA was
performed to reduce the dimensions to 50. A t-SNE was then performed to further
reduce the dimensions to 2. The resulting dimensions were plotted. In figure 5.5
the distribution of the Tanimoto coefficients of all combinations of molecules from
our dataset is shown. As basis for the Tanimoto coefficients a full length Morgan
fingerprint with radius 3 was used. It can be seen, that the Tanimoto coefficients

are nearly all between 0.0 and 0.2 which underlines the diversity of our dataset.

5.2 Pipeline

The entire pipeline can be divided into four different stages and will be described in

detail in the following paragraphs:
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e Dataset preparation

e SMARTS tree generation

e Validation of localisation strategies
e Value assignment

Regarding the used terminology: The entire pipeline was developed with the aim
that it can be right away used in conjunction with machine learning. In detail,
this means that when the pipeline is initiated, the user can specify which datasets
will be used in the next step as training and test datasets for machine learning.
This pipeline must therefore be considered as part of the data preprocessing in the
context of this very use. However, it should be made clear that no machine learning
was applied in the course of the MPP. The use of the MPP processed datasets for
machine learning is discussed in the chapter 6. In addition to the training and test
dataset, two other dataset terminologies are used in the further course: the grouping
dataset, on which the assignment of the pK, values in the process of the pipeline is
based, and the validation dataset, which is used for validating the strategy to locate
the titratable groups. Since the more data available, the more precise the assignment
of pK , values, specific training and test datasets can be used for subsequent machine
learning, for example, but a larger pK, dataset can be used as grouping dataset for
the assignment, which does not affect the training or the associated testing in the
context of machine learning. For example, if only a small number of experimental
pK , values are available for which a machine learning model should be trained later,
a large molecule dataset for which no experimental pK, values are available, such as
all the small molecules in the ChEMBL[99] database, could be used as a grouping
dataset for reliable titration site localisation using SMART'S trees (see chapter 5.2.2).
In this way, a sufficiently extensive SMARTS tree can be built without having to

have experimental pK, values for all molecules..

The described pipeline corresponds to the mpp_pipeline.sh shell script that was
used to calculate the results of this manuscript but has only a few configuration
options. To achieve all possible configuration options, the underlying Python scripts
gen_clean_unique_dataset.py (dataset preparation), gen_smarts_tree.py
(SMARTS tree generation), validate_results.py (validation of localisation strate-

gies) and values_to_groups.py (value assignment) can be used independently.

Unless otherwise stated, all cheminformatics-related tasks were performed entirely
using the RDKit[110] library.
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5.2 Pipeline

5.2.1 Dataset preparation

All structure-data files (SDFs) used contain at least the attribute pKa (case-sensitive),
in which exactly one floating point number is specified per molecule: It contains a
pK . value of the corresponding molecule. In the case of multiprotic molecules, the
molecule may occur several times in the dataset with different pK, values. Ad-
ditionally, the attribute temp is present, which contains the temperature in °C at

which the pK, measurement were performed.

First, if multiple training datasets are specified, they are combined and saved into
one SDF. The same procedure is performed with the validation datasets. If no
separate grouping dataset is specified, all training and test datasets are also com-
bined in the same way. The resulting dataset is used as the grouping dataset in
the further course. All test datasets, as well as the combined training dataset, the
combined validation dataset and the grouping dataset, are then cleaned, filtered and

standardised.

Within the cleaning part, all molecules are first checked for their validity. En-
tries with missing pK, values or pK , values that cannot be converted into floating
point numbers are sorted out. In addition, the atomic numbers of all molecules are
canonicalized using the canonical rank order, since consistent atomic numbering is
indispensable for the identification of titratable groups and the assignment of pK,
values. Subsequently, salts are removed from the individual molecules, whereby

entries that still contain multiple fragments afterwards are sorted out.

In the following filtering step, molecules were filtered out if they contain more than
35 heavy atoms. In addition, molecules containing other elements than H, C, N,
O, F, P, S, Cl, Br or I, and molecules containing isotopes were removed. If the
molecule contains a special attribute, in this case the attribute orig_atom, it will
not be taken into account in the two filtering steps mentioned before, and thus
will not be sorted out. This mechanism serves to retain certain molecules for fur-
ther investigation in the process of the pipeline. The mentioned attribute contains,
if available, the locations of the titratable groups, which have already been deter-
mined by the experimental measurement. This makes it possible to check afterwards
whether the locations determined by the pipeline correspond to those of the exper-
imental measurements. Furthermore, all entries are sorted out whose pK, values

were not determined within the temperature range of 20 to 25°C (inclusive).

Then all molecule entries were standardised. To do so, the charge state and tau-
tomeric forms were standardised using OpenEye QUACPAC/Tautomers[96]. A final

sanitization check was performed before all identical molecules were combined based
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on their canonical isomeric Simplified Molecular-Input Line-Entry System (SMILES)
string. The properties of the combined entries, i.e. the pK, values, temperatures,
etc., were kept as a JavaScript Object Notation (JSON) list. This unique set of
molecules was then handed over to the CXM commandline tool cxcalc to add pre-
dicted pK, values at a temperature of 25°C as well as the corresponding titratable
site locations to the molecules. Here, only predicted pK, values in the range of 2
to 12 were kept. The final set of molecules was then saved as a new SDF. Before
proceeding to the next step, a check of redundancy between training and test set
is performed. Additionally, a check is performed to see if the validation dataset
contains molecules from the grouping dataset. In both cases these molecules are

then removed from the test datasets and validation dataset, respectively.

5.2.2 SMARTS tree generation

In order to arrive at structural motifs representing titration sites SMARTS patterns
are most suitable. More specifically, a rooted representation would be the best access
to such a representation. A SMARTS tree is such a representation and is a rooted
tree known from graph theory, where the root node represents a SMARTS pattern,
which is a substructure of the SMARTS patterns of all hierarchically subordinate
nodes in the tree. An example of such a SMARTS tree is shown in figure 5.6.

O

Parent (radius 2)

OH

Children (radius 3) | 2" on OH

Figure 5.6: Visualized example of a SMARTS tree: Here, a radius 2 fragment containing
a carboxylic group acts as the parent while the two children fragments contain the parent

fragment as a substructure.

20



5.2 Pipeline

Example Molecule (After cleaning and filtering)

1. Query ChemAxon Marvin
(for all molecules)

2. Cut out substructures
around titr. atom with radii
1-5 and explicit Hs (for all
molecules)

3. Compose SMARTS Tree
out of all substructures of
all molecules

Resulting Data

Resulting Data

Resulting Data

!

Preprocessing
- Adding explicit hydrogens
- Uncharging

Titr. Atom: 13
Pred. pKa: 4.85
pKa Type: Acidic

“New” Molecule (Validation)

Same Preprocessing

Cleaning/Filtering/...
Adding explicit hydrogens
Uncharging

R1 (Root)

R2
m
R4 |
v
RS i

Tree 2
H
/
C—N,
SN
W

Rooted SMAI

RTS of this

pattern:

[OI(THD) [C1(=[OT) [CI([H]) ([CT) [c]

1. Search all trees for R1
matches

2. Search all R2 children of
all R1 matches

3. Search all R3 children of
all R2 matches

4. Search all R4 children of
all R3 matches

5. Collecting data

Because of the match of maximum R3,
this single group fits into min R1, min R2
and min R3

If no other atom of this molecule is
titratable (according to Marvin) and no
other groups are found by the SMARTS
trees, the molecule would be part of the
“exact” bar

Figure 5.7:

.

5 s,

Resulting Data

Biggest match
atR3

Atom ID 0 of rooted
SMARTS of R3 pattern
matches there

=> ID of titratable atom
in this molecule is 9

Match

Match

Match

No Match

Workflow of the generation of the rooted SMARTS trees

o1



5 Multiprotic pK, Processing

In order to compare and verify the results of CXM an additional tool called Dimor-
phite-DL[111] (DDL) was used. DDL generates all possible ionisation states of all
molecules in a given SMILES file for a specified pH range. To use the DDL tool, the
SDF generated in dataset preparation step was first converted into a SMILES file,
which was then passed to the DDL script. In addition, the pH range was restricted
to 2 to 12 and the maximum number of variants to be generated was increased from
128 to 100 000, which is practically equivalent to removing the restriction. The
result is also a SMILES file with all possible ionisation states. In order to generate
the locations of the titratable groups from this, a formal charge matrix was created
in which each column corresponds to an atom and each row to an ionisation state.
The corresponding formal charge is entered in the individual cells of the matrix. All
columns that do not consist exclusively of a single value mark a titratable group
rooted at that corresponding atom of that column. An example of this procedure is

shown in figure 5.8.
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Figure 5.8: Example of the formal charge matrix procedure: Here, the molecule has
three titratable groups and 5 different microstates. These microstates are converted into
a formal charge matrix where each column corresponds to an atom, and each row belongs

to a microstate. Every atom, that has not only zeros in its column must be a titratable

group.

From the locations of the titratable groups of CXM as well as the locations resulted
from the DDL run, the titratable groups can then be extracted. For this purpose,
different radii from radius 0 to radius 5 (inclusive) were tested. For each radius,
the titratable groups were cut out in the corresponding size and counted to get
an overview of the most frequently occurring titratable groups. For generating the
SMARTS trees only the CXM results were used. The reason why the results of both
tools were not combined and used here is that otherwise the result would become

significantly more unspecific and too many titratable groups would be found in the
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dataset. This is probably due to the fact that the classification of the titratable
groups in the desired pH range of 2 to 12 cannot be carried out as accurately by
DDL and thus many of the additional groups resulting here are just outside of this
pH range. CXM is at an advantage here due to the additional accurate prediction

of the pK, value and can therefore perform a more precise classification.

Subsequently, based on CXM, a set of the 20 most frequently occurring titratable
groups with radius 1 was created. Every single titratable groups with radius 1
forms the root of a SMARTS tree. For each of these roots, a SMARTS tree was
then created, which contains all subordinate SMARTS patterns of all radii found in
the dataset. A detailed visualized description of the workflow for the generation of
the SMARTS trees is given in figure 5.7.

5.2.3 Validation of localisation strategies

In the next step, different strategies for reliably localising the titratable groups were
validated. For this purpose, two different datasets were used. First, the strategies
are validated with the grouping dataset, in a second step an external validation
dataset (Settimo et al.[14]) was used. This validation verifies the SMARTS trees

derived in the previous step.

Twelve different strategies were tested:
1. SMARTS pattern with radius 1 - termed ”R1”
2. SMARTS pattern with radius 2 - termed ”"R2”
3. SMARTS pattern with radius 3 - termed ”"R3”

4. Substructure hits with SMARTS pattern of radius 1, followed by subordinate
SMARTS pattern of radius 2 - termed ”R1 with R2 valid.”

5. Substructure hits with SMARTS pattern of radius 1, followed by subordinate
SMARTS pattern of radius 3 - termed ”R1 with R3 valid.”

6. Substructure hits with SMARTS pattern of radius 1, followed by subordinate
SMARTS pattern of radius 4 - termed "R1 with R4 valid.”

7. Substructure hits with SMARTS pattern of radius 1, followed by subordinate
SMARTS pattern of radius 5 - termed "R1 with R5 valid.”

8. Full tree search: the SMARTS tree was consecutively searched with SMARTS
patterns of radii 1 to 5 until no more matches were found; the highest radius
of a match is radius 1 - termed ”"R1-R5 min R1”
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9. Full tree search: the SMARTS tree was consecutively searched with SMARTS
patterns of radii 1 to 5 until no more matches were found; the highest radius
of a match is radius 2 - termed "R1-R5 min R2”

10. Full tree search: the SMARTS tree was consecutively searched with SMARTS
patterns of radii 1 to 5 until no more matches were found; the highest radius
of a match is radius 3 - termed "R1-R5 min R3”

11. Full tree search: the SMARTS tree was consecutively searched with SMARTS
patterns of radii 1 to 5 until no more matches were found; the highest radius
of a match is radius 4 - termed "R1-R5 min R4”

12. Full tree search: the SMARTS tree was consecutively searched with SMARTS
patterns of radii 1 to 5 until no more matches were found; the highest radius
of a match is radius 5 - termed "R1-R5 min R5”

First a simple assignment using the SMARTS patterns with radius 1, radius 2 as
well as radius 3 (1.-3.) was performed, followed by a check using the generated
SMARTS trees. The latter works in two steps. First, substructure hits with the
radius 1 patterns are searched for. Each hit found is checked in the second step
with the hierarchically subordinate SMARTS patterns of one single larger radius. If
a hit can also be found here, the hit is classified as valid. In the case of the second
step, the radii 2 to 5 (including, 4.-7.) were checked respectively. Finally, also a full
tree search was performed. For this purpose, the tree was processed level by level
for each radius 1 match until no more matches could be found. The highest radius
at which a match was found was saved. This value was then used as a confidence
value: The higher the radius, the more certain this is a correctly located titratable
group. Several confidence limits were then evaluated (8.-12.). In addition, the time
required for each strategy was measured in order to be able to make a statement
about the efficiency of the method.

5.2.4 Value assignment

The method that worked best in the previous step is used in this final step to assign
the experimental pK, values to the individual groups. Here, predicted pK, values
by CXM and averaged reference values were used for the assignment of pK, values
to the respective titratable groups. The outcome will be described in detail in the
Results section (cf. 5.3).

Only molecules were kept for which the number of titratable groups found matched
the number of groups found by CXM. In addition, all experimental values per

molecule that did not fall between 2 and 12 + 0.3 (experimental tolerance) were
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sorted out. Subsequently, the remaining experimentally determined pK , values per
molecule were checked with respect to multiple measurements. Here, an experimen-
tal tolerance of £+ 0.3 was also taken into account. If a molecule then had fewer

experimental values (prior to and after allocation), it was also sorted out.

The experimental tolerance of 0.3 was chosen based on the underlying dataset.
Here it is important that the tolerance is large enough to correctly summarize all
individual experimentally determined pK, values of a single titratable group of a
molecule and to assign this value to this one group. If the tolerance is too small,
two experimental values that actually describe the same titratable group could be
considered as values for two different titration sites. If the tolerance is too large,
the opposite happens and values that actually belong to two different titration sites
are combined into one. For a better understanding, this problem is explained in
the following using the example of piperazine, shown in figure 5.9. It should be
noted that, due to symmetry, it is not possible to assign the individual pK, values
to the respective titration site as shown in figure 5.9. This "mapping” is done by
CXM for visualisation purposes only. The example described below is a pure dataset
inspection intended to illustrate how the data base is consisted within the available

experimental datasets for this exemplary molecule.

9,56
HN

Figure 5.9: Piperazine with predicted pK , values drawn and calculated by ChemAxon
Marvin[8]

ChemAxon Marvin[8] predicts a pK, value of 5.17 (A) and 9.56 (B) for the two
titratable groups. In the dataset used, there are 21 experimental measurements in 5
different source (ChEMBL29, DataWarrior, Literature Compilation, OpenEye and
Yu et al., compare table 5.1) for this molecule. Ten of the values can apparently
be assigned to the titratable group A, eleven values to group B. The values are as

follows:
(A) 5.333, 5.333, 5.424, 5.55, 5.56, 5.6, 5.6, 5.63, 5.68, 5.81
(B) 9.72,9.731, 9.731, 9.8, 9.8, 9.81, 9.82, 9.83, 9.864, 9.89, 9.93

For group A, the standard deviation of the experimental values is 0.151 with a total
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spread of 0.477. For group B, the standard deviation is 0.067 with a total spread of
0.210. With an experimental tolerance of 0.3, the two groups are separated without
problems in this example, however, a tolerance of 0.13 would also be sufficient here,
since the maximum difference between two successive values of a group is only 0.13.
In the fictitious situation that only the values 5.333 and 5.81 were contained in
the underlying dataset, the selected tolerance would not be sufficient and the values
would be taken for two different titratable groups. An additional example of different
experimental readings regarding piperazine can be seen in the table in figure 5.10,
which is taken from the publicly available iBonD database[112].

Structure Solvent pK, Method
/\ H,0 9.72 Calor.
HN ®NH,
— H,0 9.71 PTM
H,0 10.03 SM
7\ H,0 5.6 Calor.
HN® ®NH,
/
H,0 5.41 PTM
H,0 5.66 SM

Figure 5.10: Experimental pK, values for piperazine contained in the iBonD data-
base[112]

After this preprocessing, the actual assignment of the values based on the predictions
by CXM as reference values took place. Three different methods were investigated:
(1) a simple assignment by iteration over the experimental values and titratable
groups together with a check of the respective experimental error, (2) an assignment
via an error matrix with experimental and predicted values on the respective axes,
and (3) the generation of all possible assignments by permutation from experimental
value to the corresponding titratable group, choosing the permutation with the
lowest total error. The corresponding algorithms of each method can be viewed in
the appendix (see chapter A.1). Method (1) strongly depends on the ordering of the
experimental values as well as the predicted values at the time of assignment. This
leads to inconsistent results which is why this method was discarded. The quality of
methods (2) and (3) were evaluated by calculating the mean absolute error (MAE),
root-mean-square error (RMSE) and coefficient of determination (R?) metrics for
the resulting assignments. The method which gave the best results in terms of these

metrics was chosen for the final assignment. Finally, only molecules with less than
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six titratable groups and a maximum absolute error of 2.0 each were kept. The

resulting dataset was saved as an SDF.

5.3 Results

All datasets from table 5.1 (except Settimo et al.[14]) were specified as combined
training and grouping dataset for the pipeline run presented here. The Settimo et
al.[14] dataset was used as validation dataset. This chapter and its subchapters
are intended to present the results of MPP based on the datasets from table 5.1,
without already addressing the use of MPP as preprocessing for machine learning,
as described in chapter 6. Therefore, for this pipeline run, no test dataset according

to the terminology described in chapter 5.2 was specified for analysis.

5.3.1 Dataset preparation

During training/grouping dataset preparation, 4 669 entries were sorted out due
to containing more than 35 heavy atoms, prohibited elements or isotopes. 19 431
entries were sorted out due to temperature rules, and 15 other entries could not
be tautomer-standardised. The remaining entries were then combined, leaving only
unique molecules which resulted in 22 671 molecules. CXM was then applied for the
prediction of the pK , values and the localisation of titratable groups. The associated

filtering by pK , range from 2 to 12 finally resulted in 20 604 molecules.

The filtering steps removed 120 molecules in the validation dataset (Settimo et
al.[14]). Additionally, 361 molecules were removed since they were already included

in the grouping dataset. This left 131 molecules for validation.

5.3.2 SMARTS trees

For the creation of the SMARTS trees, a detailed statistical evaluation of the dis-
tribution and frequency of the individual titratable groups was carried out by using
the tools CXM and DDL.

ChemAxon Marvin

The results for CXM (radius 0, i.e. only the elements) are shown in figure 5.11. Here,
it can be seen that CXM mostly finds titratable nitrogen, oxygen and sulfur atoms
while very few titratable carbon and phosphor atoms could be detected. Figure 5.12
shows the top 10 of the titratable groups identified by CXM given a radius of 1.
The results for radii 2 to 5 can be found in the supplementary content (A.3).
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Figure 5.11: Distribution of titratable elements calculated with ChemAxon Marvin|§]
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5.3 Results

At this point the question arose how many titratable groups (sorted by frequency)
are necessary to cover the majority of the titratable groups of the datasets. This
investigation was carried out for all investigated radii from 0 to 5 as well as for both
respective tools (CXM and DDL). The CXM results are shown in figure 5.13. It can
be seen that the top 20 titratable groups with radius 1 are sufficient to cover nearly
95% of all titratable groups in the entire dataset. Therefore, the top 20 radius 1
SMARTS patterns were extracted for further analysis. These SMARTS patterns are

shown in figure 5.14 sorted in descending order by the number of occurrences.
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Figure 5.14: Combined and unified top 20 titratable groups of ChemAxon Marvin[8],

sorted in descending order by number of occurrences

Dimorphite-DL

The results generated in the process of creating the SMARTS trees for DDL for
radius 0 (i.e. only the elements) are shown in figure 5.15. Compared to the results
of CXM, DDL does not find titratable carbons and phosphors in addition to the
elements nitrogen, oxygen and sulphur. After investigating the underlying data
used in DDL, it can be seen that there are no cases with carbon and or phosphorus
included. Thus, DDL technically cannot find these groups. It is also noticeable that
DDL finds a significantly higher total number of titratable groups within the dataset
used than CXM. Here it can be assumed that the limitation to the pH range from 2
to 12 cannot be made accurately with DDL due to the missing or not intended ability
to predict pK, values and thus groups are identified which could only be titrated
outside the pH range mentioned. Figure 5.16 shows the top 10 found titratable
groups with radius 1 for DDL. Apart from the different absolute numbers of the
found groups of DDL and CXM, it is noticeable that the top 10 of both tools are
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almost identical, only the order differs in some places. This finding also applies to

radii 2 to 5, the corresponding figures can be found in the supplementary content

(A4).

Distribution of protonated/deprotonated atoms

Overall groups: 47731

40000 Unique groups: 3

35000
30000

25000

o
=
3
§ 20000
15000
10000
5000
0 123
S
Atom
Figure 5.15: Distribution of titratable elements calculated with DDL
Distribution of protonated/deprotonated groups
10859 Overall groups: 47731
Unique groups: 106
10000
8000
€
3 6000
o

4474 4462 4261

4000
2809
2510
2146
2000 2043 ﬁ 1649
0 ]

c/\c C/\H /N\ /\ ,.,,/\H /N\Cc/\Hc/\ C/N\NC/N\

Group
Figure 5.16: Distribution of titratable groups with radius 1 calculated with DDL

The results of the investigation of the amount of titratable groups that are needed
to cover almost the entire dataset are shown in figure 5.17. Compared to the CXM
results the figures look identical at first glance, but it can be seen that fewer groups
are needed for the titratable groups from CXM to obtain a higher coverage than
DDL. This difference becomes more significant as the radius increases. With DDL
the top 20 titratable groups with radius 1 are also sufficient to cover nearly 95% of all
titratable groups in the entire dataset. A visualisation of these SMARTS patterns

is shown in figure 5.18 sorted in descending order by the number of occurrences.
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Figure 5.18: Combined and unified top 20 titratable groups of DDL, sorted in descending

order by number of occurrences

5.3.3 Validation

In the next step, the different validation strategies were evaluated. The results of the
eight most important strategies using the grouping dataset are shown in figure 5.19.
An extended version of this figure including all twelve tested strategies as well as
the corresponding run-times can be investigated in the supplementary information
(A.2). The performance is given by the accuracy of the different validation strategies
to correctly assign a titratable group. For example, the use of the radius 1 SMARTS
pattern resulted in 9.24% correct assignments. For 90.76% of the cases, too many

groups were found compared to the titratable groups predicted by CXM. Radius
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3 yields a much higher accuracy but at the cost of drastically increased runtime.
This was one motivating aspect for us to develop the SMARTS trees in order to
reduce the computational burden. As it is shown in the figure, the results using the
SMARTS tree approach with minimal radii of 1 to 3 are very close to the results
of using the plain radius 1 to 3 pattern but it is much faster. In figure 5.20 the
results of the evaluation using the validation dataset are shown. Here, it can be
seen that the methods work less reliably for datasets that are not included in the
grouping dataset. The methods practically ”overtrain”, which means the SMARTS
pattern are too specific to detect titratable groups in unseen molecules, but still find
only the correct groups given a radius of 3 for 60.31% of the molecules. For the
localization of titratable groups in external datasets it is therefore better to choose
a lower minimum radius. In contrast, it is better for the preparation of the entire
dataset in relation to a subsequent machine learning to apply a higher minimum

radius of 4 or even 5.

In the further process the tree approach with minimal radius 4 was chosen to make
the actual assignment of the experimentally determined pK, values to the corre-

sponding titratable groups.
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Figure 5.19: Visualization of the evaluation of the different location strategies for the

grouping dataset.
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validation dataset

5.3.4 Value assignment

In the final step, the experimental values were assigned to their corresponding
titratable groups. In order to come up with a fully annotated dataset, in which
each identified titratable group is mapped to the corresponding experimental value,
the molecules with missing experimental values were sorted out. In addition, the
molecules for which the number of titratable groups found did not correspond to the
number of groups determined by CXM were removed, since a clear statement about
the validity of the assignment could not be made here. Given this criterion, 13 588
molecules with a total of 16 439 titratable groups remained, which corresponds to
about 66% of the molecules in this step. Of the 13 588 molecules, 2 518 molecules
had multiple titration sites. As described in chapter 5.2.4, methods (2) and (3) were
evaluated with respect to their quality. The assignment using method (2) resulted
in a MAE of 0.866, a RMSE of 1.413 and a R? of 0.708. This compares to an MAE
of 0.859, an RMSE of 1.375 and an R? of 0.722 using method (3). Therefore, method

(3) was used for the following assignment.

Figure 5.21 shows the result of this assignment for each titratable group, with the
respective experimental values plotted on the X axis and the predicted values of
CXM plotted on the Y axis. Here, it can be seen that there are apparently still
many outliers where the assignment did not work correctly: either the experimental
value is not correct or the CXM prediction is inaccurate. To gain insight into the
most prominent outliers, two monoprotic molecules were analysed as examples. In
addition, the distribution of the titratable groups by element within the monoprotic

outliers was analysed and is depicted in figure 5.22. The distribution of the elements
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Figure 5.21: Result of value assignment for each titratable group without error cut: The
respective experimental values plotted on the X axis and the predicted values of CXM
plotted on the Y axis. The colors indicate if the pK, value belongs to a monoprotic
molecule (1), a diprotic molecule (2), and so on. Additionally, the distribution of the pK,
values for each axes are shown in the ridge plots on the top and on the right of the scatter
plot. Statistical metrics: MAE=0.859, RMSE=1.375, R?=0.722

of the titratable groups of the monoprotic outliers with an absolute error of at
least 4.0 corresponds closely to the distribution within the monoprotic molecules
of the filtered dataset shown in figure 5.24, with the exception that the outliers
contain significantly more titratable carbon atoms. This makes it unlikely that
there is a systematic problem with erroneously reported p K, values instead of the
pK, values in the source datasets. In such a case it would be expected that the
titratable nitrogens in particular would be overrepresented within the monoprotic
outliers. The exemplary analysis of the two selected outlier molecules also reveals
other problematic issues.

Figure 5.23 shows two examples of strong outlier molecules and their CXM predicted
pK , values. Molecule (A) has two titration sites with predicted pK, values of -0.11
and 11.86 according to CXM. For the molecule, three of the available datasets each
provide an experimental pK, value, which is 2.24 in all cases. The datasets are
DataWarrior, Hunt et al.[105] and Yu et al.[109] Due to the restriction of the pK,
range to 2-12 within MPP, the predicted value of -0.11 was not considered, although
in this case assigning the experimental value of 2.24 to this particular titration site
would have resulted in a significantly lower absolute error of 2.35 instead of 9.62

as in the present case. However, this molecule would still have been rejected as an

64



5.3 Results
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Figure 5.22: Distribution of the elements of the strong outliers’ titration sites after value
assignment for all monoprotic molecules: In this case, a strong outlier is defined by an

absolute error between the experimental pK, and the CXM prediction of at least 4.0

outlier as the error is still above the threshold of 2.0. The case of molecule (B) is
similar. Here two titration sites with predicted pK, values of 1.84 and 11.25 are
given by CXM. The actual experimental pK, value taken from ChEMBL29[99] is
2.7. Again, the titration site with a pK, of 1.84 was filtered out by limiting the pK,
range to 2-12 and the experimental value of 2.7 was assigned to the predicted value
of 11.25, resulting in an error of 8.55. In this case an assignment to the titration site
with a pK, of 1.84 would have resulted in a significantly lower error of 0.86, which
means that the molecule would not have been classified as an outlier. From these
examples it can be seen that the strict restriction to the pK , range of 2-12 could be
a cause of the extreme outliers. An extension of the pK, range considered, at least
for the predicted molecules of CXM, to 0-14 would probably have led to a reduction
in the number of extreme outliers. The 15 most extreme outliers, including the
experimental and predicted pK , values, are further presented in the supplement in
chapter A.5, figure A.11. A complete compilation of all molecules excluded due to

an error greater than 2.0 can be found in the electronic appendix (cf. chapter A.6.1).

However, since an individual check of every single experimental value cannot be per-
formed, no generally applicable reasoning can be given. Nevertheless, the resulting
dataset should be as accurate and trustworthy as possible in order to be able to
use the data for further tasks, such as machine learning. Therefore, all molecules
for which the absolute error between the experimentally determined pK , value and
the CXM prediction is greater than 2.0 for at least one titratable group were re-

moved. Given this criterion, 11 983 molecules with 14 354 titratable groups remain,
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Figure 5.23: Exemplary outlier molecules: Both molecules (A) and (B) are considered
monoprotic within the pK, range of 2-12. In both cases the titration sites outside this

range would be closer to the available experimental pK, values 2.24 (A) and 2.70 (B).

o 00
w N e
[ ]
v

12

10

Marvin pKa

2 4 6 8 10 12
Experimental pKa

Figure 5.24: Result of value assignment for each titratable group with cut at an absolute
error of 2.0: The respective experimental values plotted on the X axis and the predicted
values of CXM plotted on the Y axis. The colors indicate if the pK, value belongs to a
monoprotic molecule (1), a diprotic molecule (2), and so on. Additionally, the distribution
of the pK , values for each axes are shown in the ridge plots on the top and on the right
of the scatter plot. Statistical metrics: MAE=0.567, RMSE=0.742, R?=0.919

in which 2 121 multiprotic molecules are included. This now leads to a MAE of
0.567, a RMSE of 0.742 and a R? of 0.919. In figure 5.24, analogous to figure 5.21,
the distribution of the filtered dataset is given.

In addition to the assignment of the experimentally determined pK, values to the
corresponding titratable groups, it was also investigated to what extent a pK, value
can be approximately inferred from the group itself. For this purpose, the final

dataset resulting from the pipeline was taken to analyse how the pK, values are
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distributed when only the titratable groups with a radius of 1 are considered. The
results for the 20 most frequent titratable groups are shown in figure 5.25. Here, it
can be clearly seen that the pK, values per group can vary widely, partly within
the mean 50% of the data of a group over five pK, units. The entire range of pK,
values per group from their minimum to their maximum is in most cases spread over
the complete pH range from 2 to 12. A valid statement about the actual pK, value
of one of these groups within any molecule can therefore not be made on the basis
of the distribution.
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Figure 5.25: Distribution of the pK, values of the 20 most frequent titratable groups
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5.4 Discussion

5.4.1 Data basis and filtering

During the compilation of the different datasets from various sources, it was noticed
that in several cases individual information about the experimental parameters of the
measurement were not provided. These parameters included temperature, solvent
and measurement method. In order not to have to reduce the dataset further 25°C
and water were specified for temperature and solvent, respectively. This assumption
was verified by evaluating random samples. Nevertheless, it cannot be ruled out that
individual measured values were determined under different conditions and could
therefore distort the combined measured value of the individual titratable groups
after assignment in each case. The information on the measurement method was
most frequently missing, which is why no differentiation or filtering was carried out
here. Since the measurement method can also have an influence on the experimental
value (cf. chapter 2.1.4 and figure 5.10), distortions or noise cannot be ruled out

here either.

When filtering the underlying data sources, molecules with more than 35 heavy
atoms as well as structures containing an unlisted element (cf. chapter 5.2.1) or an
isotope are sorted out. In particular, the first two criteria serve to limit the molecules
to structure classes similar to drug-like compounds. This is to map the dataset
resulting from the pipeline, which will be used for machine learning in the further
course, specifically to the targeted chemical space of drug-like molecules. However,
this makes the result of the pipeline or machine learning no longer reliably applicable
to molecules that do not meet the aforementioned criteria. In the same context, the
limitation of the pK, range from 2 to 12 must therefore also be addressed. In the
human body, a pH value between 1 and 8 applies, depending on the range, whereby
the lower end of the scale is only reached within the stomach[113]. Aiming at the
use of the resulting data for models within drug discovery, the human pH range
is therefore almost covered. The narrowing of the pK, range from 2 to 12 was
done because the laboratory instrument used to verify and generate pK, readings
within the research group has an effective measurement range of 2 to 12. This
rough limitation exists for several measurement methodologies independent of the

particular instrument used[26].

5.4.2 SMARTS tree and localization strategies

As described, the use of SMARTS trees significantly accelerates the localization and
verification of titratable groups. At the same time, the depth within the tree, and
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thus the radius in the tree level at which a match is still found for such a particular
group, can be used to specify a confidence level. The use of SMARTS patterns for
the identification of titratable groups in general, and thus also in the present case
with the use of SMARTS trees, carries the risk of overfitting in a metaphorical sense.
A SMARTS pattern list or a SMARTS tree, which is based on the data used for
generation, can only recognize and localize titratable groups seen in the dataset. For
example, if the SMARTS patterns are based on a dataset containing only carboxylic
acids, no titratable amines can be found. In context of this work, the use of a rela-
tively large dataset from different sources and chemical domains ensures a relatively
broad coverage, but it cannot be excluded that individual titratable groups of an
unknown molecule cannot be found. Due to the lack of experimental information
on the membership of a pK, value to a specific group, the prediction and localiza-
tion capability of ChemAxon Marvin[8] was used, as described. Since the SMARTS
pattern generation based on this does not insist on the presence of experimental mea-
surements, the problem can be circumvented by using a large collection of molecules
to generate the SMARTS tree. For example, the entire ChEMBL[99] database would
be a suitable molecule collection if the described filtering is respected. Along with
this, another issue specific to the use of trees as the organizational structure of
SMARTS patterns arises. The generation of the tree requires a high computational
effort, which is why the use of large databases results in a considerably long run-
time within the generation process. By an improvement of the implementation and
extended parallelization on computing clusters this problem can be minimized in
principle. By the hierarchically forced structure of the tree from above downward

however no unrestricted parallelization is possible.

Twelve different localization strategies were tested (cf. chapter 5.2.3), which are
divided into three categories as described. In the first category (1.-3.) the extracted
SMARTS patterns are tested in the respective size and in case of a hit the titrat-
able group is labeled. This methodology is only suitable for smaller datasets and
small radii. Already from a radius of 3, the computational effort increases over-
proportionally, causing a localization run for a more than 20 000 molecules to take
almost 30 minutes. At higher radii of 4 or 5, localization is no longer feasible in
an acceptable time if a similarly large and diverse dataset serves as the basis for
the SMARTS patterns. Here, a significant gain in speed could be achieved with the
second category (4.-7.). In each case, an preceding search was performed with the
few radius 1 patterns and then the hits with a higher radius were validated in each
case. Only patterns containing the original radius 1 pattern, i.e. its children, were
used for validation (cf. figure 5.6). The disadvantage of this method is that one

has to decide on a validation radius in advance. This is where the SMARTS tree
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method (8.-12.) shows its strengths. Due to the one-time generation of the tree and
the subsequent recursive validation from top to bottom within the tree, the time
required for all different validation radii is constant. However, the already described

computationally expensive generation of the tree arises here.

5.4.3 Value assignment and further analysis

During the value assignment process, a significant portion of approximately 33%
of the dataset available up to that point is filtered out. This is due to the chosen
restriction that the assignment of pK, values to titratable groups of the respective
molecule must be unambiguous. This means that molecules which, on the basis
of the experimental measured values, should have more titratable groups than the
selected localization strategy has determined or too few experimental values are
available for the specific molecule, were sorted out. The motivation for this proce-
dure is considered to be the machine learning that follows the pipeline run. Here,
an unambiguous and trustworthy dataset was required. Provided that both the lo-
calization by the pipeline and the localization by ChemAxon Marvin[8] match, the
extent of the filtered-out molecules could have been reduced by making the best
possible assignment if too many experimental measured values were available and
discarding the additional values. Filtering with too few available values measured by
the number of titratable groups could not be avoided based on the targeted machine
learning strategy. In other machine learning methods, for example node-based pre-
diction using Graph Neural Networks (GNNs), incompletely labeled molecules could
have been used, but this was not pursued further in the course of this work. In the
same context, the hard cut at an error of + 2 pK, units must also be discussed.
The error value used here was the deviation of the assigned experimental value from
the value predicted by ChemAxon Marvin[8] for the same titratable group. Even
if ChemAxon Marvin[8] itself only makes a prediction, which itself may contain an
error, a deviation of more than two pK, units is at least questionable. This means
that the trustworthiness of the assignment and/or the measured value is no longer
given. However, there is of course the possibility that the experimental value filtered
through this limit was in fact correct and ChemAxon Marvin[8] predicted a value
that was strongly in deviation. This can only be verified either by experimental ver-
ification of the individual values or by comparison with several pK, prediction pro-
grams. Unfortunately, experimental verification was not possible within the scope
of this work, nor was comparison with other pK, prediction programs possible for
licensing reasons. Without further verification, it is not possible to determine which

of the values is incorrect.

Finally, the boxplot in figure 5.25 needs to be discussed in more detail. This plot
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is based on the values from the MPP pipeline assigned to the individual titratable
groups. Therefore, the assumption made about the large range of experimental
measured values per unique titratable group can only be made if it is assumed that
the assignment was correct and the experimental measured values themselves are
correct. Since for most of the titratable groups shown the range between lower and
upper whisker covers almost the entire pK, range of 2-12; the values are relatively
more widely scattered, which would suggest a systematic assignment error. However,
this could be rejected as unlikely by random checks of individual measurements
within the range mentioned. An alternative would be to use pK, values predicted
by ChemAxon Marvin[8] instead of the assignments determined by the pipeline
for this particular analysis. However, this would include an error induced by the
prediction program, which does not simplify the interpretation of the results, since

a systematic prediction error cannot be excluded here either.

5.5 Conclusion

With the Multiprotic pK, Processor, a comprehensive tool was designed to handle
the process of summarizing, preprocessing, analyzing and filtering pK, datasets.
In addition, a methodology was developed to locate titratable groups and assign
pK ., values to their associated titratable groups in a comprehensible manner. With
the SMARTS trees, a procedure was developed with which titratable groups can
be localized efficiently and in an organized manner using hierarchically arranged
SMARTS patterns. For the initial construction based on the available data, an
external pK , prediction tool, which in addition to the pK, values also determines
the titration site within the molecule, is required. However, the finally constructed
SMARTS tree can then be used without external tools to localize titratable groups
in arbitrary molecules. In order to get a trustworthy localization it is nevertheless
necessary to stay within the chemical space of the overall dataset used for construc-
tion of the SMARTS tree and to follow the filtering rules. In any case, an estimation
about the trustworthiness can be made by the confidence value, which is determined
by the hit with the largest radius within the tree, and thus the depth of the corre-
sponding SMARTS pattern in the tree. An internal as well as external validation
of the assignment results was performed. The assignment of the pK, values to the
titratable groups was tested with several algorithms, and the method with the best
assignment quality was used in the further process. Based on this, an analysis of

the pK, value distribution per titratable group was performed and examined.

The quality of the results obtained from the MPP pipeline can be further optimized

by steps such as the extension and/or completion of the basic dataset as well as
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5.5 Conclusion

the improvement of the assignment algorithms. The reliability of the assignment
of pK, values to their associated groups can be further improved by building the
SMARTS tree separately using a large and diverse dataset and using an external
prediction tool such as ChemAxon Marvin[8]. For this purpose, optimization of the
algorithm for building the SMARTS tree in terms of runtime is recommended. A
broader applicability of the pipeline can be achieved by removing the restrictions
in terms of filtering, keeping in mind any side effects in the area of localization and
assignment of titratable groups.
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Chapter 6
Multiprotic pK ,; Prediction

After intensive preprocessing and validation of the datasets and preparation through
the procedures described in chapter 5 for using the data through machine learning
for multiprotic pK, value prediction, the machine learning itself now had to be
prepared and optimized. After extensive research and preliminary work within the
research group, it was decided to use a graph-based neural network for developing

a multiprotic pK, prediction tool.

In the following chapters, a machine learning based pK, predictor called Graph-
based Multiprotic pK, Predictor (GMPP) will be introduced. GMPP uses Graph
Convolutional Neural Networks (GCNs) to provide accurate pK , predictions within
the range of two to twelve. Additionally, not only the most basic and/or the most
acidic pK, value can be predicted, instead up to three titration sites per small
molecule can be predicted and localized. The entire tool is written in Python
3.9[74] and uses RDKit[114], Pandas[115], Scikit-Learn[79], Optuna[12], MLflow[13],
PyTorch[10] and PyTorch Geometric[11].

6.1 Datasets

For the multiprotic pK, prediction model, a dataset compilation consisting of 16
individual datasets was used. These include data from public databases, such as
ChEMBLI[99] and DataWarrior[90], data from the Statistical Assessment of the
Modeling of Proteins and Ligands (SAMPL) challenges[16, 17, 100], data from
experimental measurements in our own laboratory, data that could be extracted
from various publications as well as data kindly provided by Idorsia Pharmaceu-
ticals Ltd.[101], Roche Pharma AG[102], Novartis Pharma AG[15] and OpenEye

Scientific Software[103]. The initial dataset compilation used here is the same as
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described in chapter 5.1 and table 5.1.

6.2 Preprocessing

6.2.1 Using MPP

The datasets were preprocessed with the Multiprotic pK, Processor (MPP) tool and
therefore using the methodologies described in chapter 5. The Settimo et al.[14]
and Novartis[15] datasets were used as test datasets. All other datasets together
formed the training dataset. Deviating from the standard settings of MPP, OpenFEye
QUACPAC/Tautomers[96] was used for tautomer standardisation and to standard-
ise the charge states of the molecules to pH 7.4. In addition, the minimum confidence
for assigning the experimentally determined p K, values to the corresponding titra-
tion sites was set to 4 as well as multiprocessing on 12 cores was activated. This
resulted in a training dataset of 11 663 molecules and the Novartis[15] and Settimo

et al.[14] test datasets with 311 and 48 molecules, respectively.

6.2.2 PyTorch Geometric

The next step was to prepare the training and test datasets for use with GCNs. This
includes the unified preparation of the molecular structures, the transformation into
graphs as well as the calculation of edge and node features. Due to the limited
number of 41 molecules containing 4 titration sites and five molecules with five
titratable groups available, it was decided to limit the model to molecules with
a maximum of three titration sites.
molecules to 11 617.

This reduces the initial number of training

#Titration | Training Dataset | Novartis[15] | Settimo et al.[14]
Sites #Molecules #Molecules #Molecules
1 9 648 202 41
2 1 815 99 7
3 142 10 -
Summary 11 617 311 48

Table 6.1: Dataset composition used for training and testing the GCNs.

First, the datasets were checked for elements that are not contained in the list of
allowed atoms H, C, N, O, F, Cl, Br, I, P and S. Molecules that contained ex-
cluded elements were removed. Next, the molecules were protonated to pH 0 and

all hydrogens were explicitly added. Then their 3D conformation was calculated.
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6.2 Preprocessing

This was done using the Experimental-Torsion Basic Knowledge Distance Geometry
(ETKDG)[116] algorithm built into RDKit[114]. This algorithm is an extension of
the distance geometry[117, 118] method that uses information such as ideal bond
lengths and angles as well as torsion angle preferences from the Cambridge Struc-
tural Database (CSD) to correct the conformers generated by the plain distance
geometry[116]. As the distance geometry algorithm generates a random distance
matrix, a random seed of 666 was set for reproducibility. The resulting conformers
were then optimised using the Merck Molecular Force Field 94 (MMFF94)[119] force

field. All molecules with errors in any of the above steps were removed.

Node Features Edge Features

Hybridization Type (8 bit) Bond Type (4 bit)

Other, S, SP, SP2, SP3, SP3D, SP3D2, | Single, Double, Triple, Aromatic
Unspecified

Element (10 bit) Is Conjugated (1 bit)
H C, N, O, F Cl,Br,LP,S

Is Aromatic (1 bit) Is Rotatable (1 bit)
#Hydrogens (5 bit) Bond Length (1 float)
0, 1,2 3 4

Total Valence (7 bit)
1,2 8 4 56 7

Is In Ring (1 bit)
Formal Charge (3 bit)
-1, 0, 1

Is H Donor (1 bit)

Is H Acceptor (1 bit)
Is Titration Site (3 bit)
TS1, TS2, TS3

Total: 40 Total: 7

Table 6.2: Node and edge features used for training the GCNs. Features that are
represented with more than 1 bit are one-hot encoded except the titration sites. If the
node is not a titration site, all three bits are zero. The respective values to the one-hot

encoding are additionally shown within the corresponding cell. TS: titration site

Subsequently, the edge and node features were calculated and the adjacency matri-
ces were constructed for each molecule. Each of the adjacency matrices represents a
fully bidirectional graph since chemical bonds don’t have a direction. An overview of

all calculated edge and node features can be found in table 6.2. All categorical non-
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6 Multiprotic pK, Prediction

binary properties were represented as one-hot encoding. As the only non-categorical
property, the length of the chemical bonds of each associated edge normalised be-
tween 0 and 1 was added as an attribute. Since the number of titratable groups
was limited to a maximum of three, a vector of length three was also used to mark
whether the node is a titratable group as well as which group it is. A node that
does not belong to a titratable group would have three times 0 entered here as a
node property. The maximum of three titratable groups would have the associated
properties [1, 0, 0], [0, 1, 0] and [0, 0, 1]. This numbering is necessary for
the assignment of the predicted pK, values to their respective titratable groups
and is obtained through the preprocessing via MPP (cf. chapter 5.2.2 and 5.2.3).
The target pK, values (Y values) for each molecule were represented as a vector of
length three. For molecules with fewer titration sites a mask value was added for
the missing values. The pK, values were normalized to the range of zero to one over
all molecules including all titration sites. After all, the dataset compositions shown

in table 6.1 were used for training and testing.

6.3 Machine learning

6.3.1 Base architecture and settings

The base architecture of the GCN used is shown in figure 6.1. The coloured mark-
ings divide the network into its individual functional parts, the red annotations
represent parameters that are optimized in the hyperparameter search and archi-
tectural optimization. The parts of the network that feed data into the network
from outside are shown in green. These are the input layers for edge and node
features and the connectivity matrix, also called adjacency matrix, which flows into
all graph convolutional layers. The grey part is a preceding multilayer perceptron
(MLP) for processing the edge properties, whose output then flows into the NNConv
layer[72]. This layer also receives the node properties and thus forms the input layer
to the convolutional part of the network. This is followed by one or more FeaStConv
layers[73], each followed by a dropout layer. The output of the convolutional part
is then pooled and transferred to the subsequent MLP. Finally, the output layer
follows, which is composed of three independent output layers. Depending on the
number of titratable groups of the processed molecule(s), either the output layer

with one, two or three output neurons is used and trained.

As optimizer Adaptive Moment Estimation (Adam) was used, the optimizer’s set-
tings were part of the hyperparameter search, though. The number of epochs each

run was trained was set to 300, whereas the best epoch over all epochs was saved.

78



6.3 Machine learning
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Figure 6.1: Base architecture used in hyperparameter and architecture optimization: The
red annotations represent parameters that are optimized in the hyperparameter search and
architectural optimization. The output layer has either one, two or three output neurons

depending on the number of titratable groups of the processed molecule(s).

The best model was chosen by the average mean absolute error (MAE) of both
testsets. A fixed random seed of 666 was set and a scheduler to reduce the learning
rate on a plateau with a patience of 10 epochs was used. The reduction factor of
the scheduler was also part of the hyperparameter search. As loss function L1 loss
(MAE) was chosen.

6.3.2 Hyperparameter search

The hyperparameter search was carried out using a tree-structured Parzen estima-
tor for parameter selection performing a Bayesian optimization. To do so the tool
Optuna[l12] was used. To monitor all performed training runs MLflow[13] was uti-
lized to track the resulting models including the used parameters and calculated
metrics as well as generated logs and figures. Additionally, the models can be easily

compared afterwards based on all metrics through a web interface.

The hyperparameters that were optimized can be divided into two categories: archi-
tecture related settings and parameters related to the optimizer and scheduler. The

only exception from this builds the batch size. This setting is basically a dataset
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Parameters / Settings Values

Activation Function ReLU, LReLU, RReLU, tanh
Dropout Ratio 0.0 - 0.5 (continuous)

Hidden Conv. Layers 1-5

Hidden Edge Feature MLP Layer | 0 - 5

Hidden MLP Layers 0-5

Neurons per Layer 16 - 256 (continuous)

Network Width 1-3

Pooling Method Max Pooling, Mean Pooling, Add Pooling
Batch Size 16 - 512 (continuous)

Learning Rate 0.00001 - 0.1 (continuous, log scale)
Scheduler Reduction Factor 0.01 - 0.99 (continuous)

Weight Decay 0.00001 - 0.1 (continuous, log scale)

Table 6.3: Parameters and training settings improved during hyperparameter and archi-

tecture optimization

related parameter. For the scheduler only the learning rate reduction factor was in-
vestigated. The optimizer was adjusted in terms of the learning rate and the weight
decay (L2 regularization). The architecture related parameters affect the amount
of hidden layers in the edge feature MLP, the convolutional section as well as the
final Multi-layer Perceptron (MLP) part of the network. These parts are marked
with dashed red boxes in figure 6.1. Additionally, four different activation functions
were examined: Hyperbolic tangent (tanh), rectified linear unit (ReLLU), leaky ReLLU
(LReLU) with a negative slope of 0.01, and randomized leaky ReLU (RReLU) with
a lower bound of % and a upper bound of % Also the number of neurons for all
hidden layers was investigated. Here an additional parameter comes into place: the
width of the network. This width is a factor between one and three to be multi-
plied with the number of neurons for the inner part of the hidden layers within the
convolutional part of the network architecture. Please refer to the figure 6.2 as an
example. Finally, the pooling method and the dropout ratio of all dropout layers

were improved.

In total 500 different training configurations were trained on the Linux Cluster
TU Dortmund 3 (LiDO3). A detailed overview of all parameters and their ranges
can be viewed in table 6.3. The best model was selected based on the prediction
performance for the Settimo et al.[14] and Novartis[15] external test datasets. Each
trained model from the hyperparameter optimisation was used to predict these two

external test datasets, followed by the calculation of the mean absolute error (MAE)
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6.4 Results

for the respective mono-, di- and triprotic sub-datasets. The calculated error values
were then arithmetically averaged. The model with the best performance based on

this averaged value, i.e. the lowest averaged MAE, was selected as the best model.

6.4 Results

6.4.1 Hyperparameter search
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Figure 6.2: Architecture of best model found during hyperparameter search: In the edge
feature part of the network the number of neurons that feed the NNConv layer[72] are
by definition of the NNConv layer[72] input neurons times output neurons which leads to

9 801 neurons.

A table with all tested parameter combinations and their associated performance
metrics can be viewed in the electronic appendix (see chapter A.6.1 for more details).
Of the 500 trials, run 489 was the one with the best prediction performance defined
as described in chapter 6.3.2. This is worth mentioning because the hyperparameter
search is not a grid or random search, but uses Bayesian optimization to continuously
optimise the selection of hyperparameters. The best model should therefore be one
of the latter runs, as is the case here. The parameters and settings used for the best
model can be found in table 6.4. The resulting architecture of the GCN is shown

in figure 6.2. Here the effects of the network width parameter can be seen: The
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Parameters / Settings Values
Activation Function LReLU
Dropout Ratio ~ 0.20358
Hidden Conv. Layers 4

Hidden Edge Feature MLP Layer | 0

Hidden MLP Layers 2
Neurons per Layer 99
Network Width 2

Pooling Method Add Pooling
Batch Size 109
Learning Rate ~ 0.00079
Scheduler Reduction Factor ~ 0.46415
Weight Decay ~ 0.00003

Table 6.4: Parameters and training settings of best model found during hyperparameter
search: The values marked with a tilde are rounded to five decimal places. Since Op-
tuna[12] works with double-precision floating-point values (float64) the actual value has

15 decimal places.

hidden FeaStConv layers[73] in this case have twice as many neurons as the other
layers of the network. In addition, the number of 9 801 neurons as the output of
the edge property MLP is remarkable. This number, by definition of the NNConv
layer[72], is the number of input neurons times the number of output neurons|[72].

In the further course of this work, only this specific model will be referred to.

6.4.2 Prediction performance

The optimal hyperparameters found in table 6.4 were then used to train a new model
with the same data and settings, which was used below to evaluate model perfor-
mance and to which the following values refer. The model achieved its best predictive
performance at epoch 178. The statistical metrics calculated were root-mean-square
error (RMSE), coefficient of determination (R?) and MAE. Since mono-, di- and
triprotic molecules were fed separately into the network during training each subset
has its own performance values. For better understanding, the following statistical
values were calculated over all three subsets combined for each training and test
dataset, e.g. for the training dataset, all mono-, di- and triprotic pK, values of
all titration sites were concatenated separately for the experimental and predicted

values and then the individual metrics were calculated.
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Train | Train | Train | Settimo | Settimo | Novartis | Novartis | Novartis
1) | @) | ©3) (1) (2) (1) (2) (3)
MAE | 0.295 | 0.385 | 0.416 0.453 0.299 0.646 0.930 0.849
RMSE | 0.456 | 0.592 | 0.628 0.624 0.461 0.879 1.192 1.079
R2 0.969 | 0.949 | 0.955 0.906 0.970 0.844 0.773 0.819

Table 6.5: Performance metrics of retrained model with optimal hyperparameters: All
values were rounded to three decimal places. The number in brackets within the table
header indicate the number of titration sites per molecule in this subset. Settimo et al.:
[14]; Novartis: [15]

The training dataset reached a MAE of 0.323, a RMSE of 0.502 and a R? of 0.963.
The Settimo et al.[14] testset performed with a MAE of 0.414, a RMSE of 0.587
and a R? of 0.929. Finally, the Novartis[15] testset got a MAE of 0.791, a RMSE
of 1.048 and a R? of 0.808. All together the MAE of all testsets combined is at
0.748. All individually computed metrics for each dataset and for each mono-, di-,

and triprotic subset can be viewed in table 6.5.

To gain a better understanding of the performance of the best model, the correlations
between the experimental pK , values and the predicted pK, values for the training
dataset and the two external test datasets are shown in figures 6.4 and 6.3. Corre-
sponding to table 6.5, the correlation is shown separately for each of the columns
contained therein. For the multiprotic datasets (figure 6.3 (B), (C), (E), (F), fig-
ure 6.4 (B)) a point plotted in the correlation plot corresponds to a titration site
within the respective molecule. Sub-figures 6.3 (A) - (C) show the performance of the
training dataset. A satisfactory correlation between prediction and experiment can
be seen, although there are still significant outliers. For the Novartis test dataset,
the scatter is relatively large, especially for the diprotic molecules, which is also
reflected in the statistical values given in table 6.5. The Settimo et al.[14] diprotic
and Novartis[15] triprotic sub-datasets should be treated with caution when evalu-

ating the model performance, as the corresponding dataset size is relatively small
(cf. table 6.1).
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Figure 6.3: Correlation plots of training datasets and Novartis[15] testset for best model:
Plots (A) - (C) show the performance of the training dataset regarding the mono-, di- and
triprotic molecules, respectively. Analogous, plots (D) - (F) show the performance of the
Novartis[15] test dataset. For the plots that show the correlation of multiprotic molecules,

each point corresponds to one titration site of a molecule.

84



6.4 Results

A MultiproticNet_V28 Settimo 1 B MultiproticNet_V28 Settimo 2
14 14
121 S, 121
e /
e e
g e
A .
10 A . {’ 7 104 S S
oA s
R 7
AR s 4
A o W
Y 8 L, P R X 8 e V2 -
Q e ./ Q ’
) Y © ey
2 Y 2 et
o Ry g A
3 ¢ Py S 4 "
& Ry & Ry
Rty Ry
A ’
e e
4 ,,,’ ,/ L, 4 ,/
oy e
Y s R
Ry v
2 , L, 24 ’
’ ’
Rl R
2 Ry
0 T T T T T T 0 T T T T T T
0 2 4 6 8 10 12 14 0 2 4 6 8 10 12 14
Actual pK, Actual pKy

Figure 6.4: Correlation plots of Settimo et al.[14] testset for best model: Plots (A) and
(B) show the performance of the mono- and diprotic molecules within the Settimo et al.[14]

test dataset. In plot (B) each point corresponds to one titration site of a molecule.

6.4.3 Evaluation of SAMPLG6 and 7 on retrained model

In order to evaluate the performance of the model in a more comparable way, an addi-
tional evaluation was carried out using the SAMPL6[16] and SAMPL7[17] datasets.
These datasets were originally part of the training dataset (cf. chapters 6.1 and 6.2.1)
and were included in the hyperparameter search. For a more meaningful evaluation
of the model performance, a new model was trained in which, in contrast to the
model discussed in chapter 6.4.2, the SAMPL6[16] and SAMPLT7[17] datasets were
used as external test datasets and the Novartis[15] and Settimo et al.[14] datasets
were part of the training dataset. For this, a new preprocessing by MPP was per-
formed as described in chapter 5. The model was then trained with the resulting
overall training dataset and evaluated with the two SAMPL datasets. The same
hyperparameters were used for training as were used in the hyperparameter search
for the best model (cf. chapter 6.4.1 and table 6.4). The dataset composition is

shown in table 6.6, analogous to table 6.1.

The results are shown analogous to the results of the best model presented in chap-
ter 6.4.2. Table 6.7 shows the statistical values of the training and external test

datasets, and figure 6.5 shows the correlation plots.

the following statistical values were calculated over all three subsets combined for
each training and test dataset, e.g. for the training dataset, all mono-, di- and tripro-

tic pK , values of all titration sites were concatenated separately for the experimental
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#Titration | Training Dataset | SAMPL6[16] | SAMPL7[17]
Sites #Molecules #Molecules | #Molecules
1 9 854 17 20
2 1935 1 -
3 153 - -
Summary 11 942 18 20

Table 6.6: Dataset composition used for training and testing the retrained GCNs.

and predicted values and then the individual metrics were calculated.

Combining the set of mono-, di- and triprotic molecules of the training dataset and
calculating the statistical metrics over all titration sites, i.e. all mono-, di- and
triprotic pK, values of all titration sites were concatenated separately for the ex-
perimental and predicted values, led to a MAE of 0.352, a RMSE of 0.539 and a
R? of 0.957. The filtered monoprotic SAMPL6[16] testset performed with a MAE
of 0.442, a RMSE of 0.592 and a R? of 0.915. The filtered diprotic SAMPL6[16]
subset consisting only of a single molecule reached a MAE of 0.136, a RMSE of
0.145 and a R? of 0.995. Combining the set of monoprotic and diprotic molecules
and calculating the statistical metrics over all titration sites led to a MAE of 0.410,
a RMSE of 0.561 and a R? of 0.926. Due to the filtering, the molecules SM11,
SM12, SM14, SM18, SM21 and SM22 were not included in the calculations. Ad-
ditionally, the molecules SM06 and SM16 were considered to be monoprotic since
the predicted value by ChemAxon Marvin[8] (CXM) for one of the titration sites
of each molecule was outside of the pK, range of 2-12. Therefore, these statistical
values cannot be compared with the published statistical values of SAMPL6[16]. Fi-
nally, the SAMPLT7[17] testset consisting only of monoprotic molecules got a MAE
of 0.722, a RMSE of 0.907 and a R? of 0.851. All together the mean MAE of all
testsets is at 0.433. It is worth noting that the statistical values for the training
datasets are only slightly different from those of the best model from the previous
chapter (see table 6.5). This equal performance is also reflected in the correlations
(A) - (C) shown in figure 6.5. Here, an equally intense scatter can be seen in com-
parison to figure 6.3. This comparable performance shows that the hyperparameters
optimized in chapter 6.4.1 ensure a good and reproducible fit of the model to the
data, even if the training dataset is slightly changed due to the replacement of the
external test datasets. Also noteworthy is the very good performance for the diprotic
SAMPLG6[16] data subset. However, as this subset contains only a single molecule,
the performance based on this single molecule is of very little relevance in terms of

the overall performance of the model.
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Train | Train | Train | SAMPL6 | SAMPL6 | SAMPL7

w @ | G (1) (2) (1)
MAE | 0.329 | 0.398 | 0.461 | 0.442 0.136 0.722
RMSE | 0.498 | 0.614 | 0.692 |  0.592 0.145 0.907
R? 0.962 | 0.945 | 0.945 | 0915 0.995 0.851

Table 6.7: Performance metrics of retrained model: All values were rounded to three
decimal places. The number in brackets within the table header indicate the number of
titration sites per molecule in this subset. SAMPLG6: [16]; SAMPLT7: [17]

In order to facilitate a more comprehensive understanding and comparison with
other pK, prediction techniques and the participants of the SAMPL6[16] and
SAMPL7[17] pK, challenges, the results of the individual molecules from the two
aforementioned challenges are presented in table 6.8. The table includes the molecule
IDs from the respective challenges, an image of the corresponding molecule, the ex-
perimental pK, value(s), the predictions of CXM, and the prediction of GMPP. In
the event that a prediction of GMPP was not possible or that the molecules were
discarded during the preprocessing stage, a corresponding comment can be found in
the final column of the table.

E CXM GMPP
ID Image XKp pred. pred. Comment
Phe pK., pK.,
smot | > = = =
4 pK.1=953 | pK,1=943 | pK,1=9.60
0 O
SMO02 N/\i\‘ /é pK,1=5.03 | pK,1=4.01 | pK,1=5.12
E j/ N
H

Continued on next page
Table 6.8: Overview of SAMPL6[16] molecules SM01 to SM24 and SAMPL7[17] molecules SM25 to
SM46 including the CXM and GMPP predictions. The molecules for which no GMPP

predictions are given were not included in the calculation of the statistical metrics.
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E CXM GMPP
ID Image XKp pred. pred. Comment
Phe pK. pK.,
N—‘N
| S
7
SMO03 g | | pK.1=7.02 | pKa1=7.68 | pK,1=6.81
N/\lN
SMO04 @*H’\Q\ pK,1=6.02 | pK,1=4.83 | pK,1=5.68
Cl
)
SMO05 Ho [ Mo | pKa1=459 | pK,1=4.19 | pK,1=4.11
0
o]
Br
CXM predicted pK,2
= [N K 1:303 K 1:342 outside of the range
SMO06 N H I P bha P& a pK31:428 2'—12,'theréforethe
pKa2:1174 pKa2:1385 tlAtratlon site T)vas
discarded during MPP
0 preprocessing
NS
I
SMO07 @f\HJ\@ pK.1=6.08 | pK,1=4.83 | pK.1=5.80
SMO08 pK,1=4.22 pKa1=4.20 pK,1=4.09
SMO09 pK.1=5.37 pK,1=4.00 pKa1=5.52

Continued on next page

Table 6.8: Overview of SAMPL6[16] molecules SM01 to SM24 and SAMPL7[17] molecules SM25 to
SM46 including the CXM and GMPP predictions. The molecules for which no GMPP

predictions are given were not included in the calculation of the statistical metrics.
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discarded during MPP

E CXM GMPP
XP-.
ID Image Kp pred. pred. Comment
P&a
pK, pPKa
SM10 ' pK.1=9.02 | pK,1=7.77 | pK.1=8.85
(o]
@\ N/\ Molecule was part of
- N the training set
_ _ through another
SM11 l\‘l N / pKal_389 pKa1_342 - datasft (cf. table 6.6),
N==. NH, therefore it was
discarded
Cl
PN Molecule was part of
N7 N the training set
SM12 I | pK,1=5.28 | pK,1=4.01 |- through another
N a : a : dataset (cf. table 6.6),
H therefore it was
discarded
O/
/D
SM13 H pKa1=5.77 | pK,1=4.68 | pK.1=6.11
Shel
~ e of the range
SM14 N/ pKal:258 pKal:OQS 2—157 therefore thcg
©/ |\,|H2 pKa2:530 pKa2:640 titration site was
discarded during MPP
preprocessing
FN
ML N\© pK.1=4.70 | pK,1=4.91 | pK,1=4.89
pK.2=8.94 | pK.2=10.64 | pK.2=9.02
HO
0 = i\] CXM predicted pKa2
Ka1:537 Ka1:561 outside of the range
SM16 N A p p pKa1:489 2T12, ‘thcrc'forc the
H pKd2:1065 pKd2:1397 titration site was
cl

preprocessing
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SM46 including the CXM and GMPP predictions. The molecules for which no GMPP
predictions are given were not included in the calculation of the statistical metrics.
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E CXM GMPP
XP.
ID Image Kp pred. pred. Comment
P&a
PK, pPKa
N1 —
L) N
SM17 @f o /' | pK.1=3.16 | pKa1=2.48 | pK.1=3.67
The generated
0 pKa1:215 pKa1:540 SMARTS tree (cf.
y chapter 5.2.2) was not
SM18 g V\_b pK.2=9.58 pK.2=8.04 | - able to identify all
" PK,3=11.02 | pK,3=9.93 theretore the molecule
was discarded
SM19 pK,1=9.56 | pK.1=7.89 | pK.1=9.62
SM20 pKa1=5.70 | pK,1=6.90 | pK.1=7.13
B CXM predicted pKal
outside of the range
NZ _ _ 2-12, therefore the
sm2t | ) T A | pKal=410 | pK,1=1.95 | - 212, therefo
H R discarded during MPP
preprocessing
OH
l lVIolec'u.le'Wésv part of
SM22 N ek | prasss hrongh snorher
L pKa2:743 pKa2:739 ;ilatasfet (cAftA table 6.6),
| dis‘carde;l .
SM23 Vm pK.1=5.45 | pK,1=5.01 | pK,1=6.28
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E CXM GMPP
ID Image XKp pred. pred. Comment
Phe pK., pK.,
SM24 pK.1=2.60 | pK,1=3.09 | pK,1=3.29
SM25 pK.1=449 | pK,1=4.24 | pK,1=5.07
SM26 pKa.1=491 | pK,1=4.09 | pK,1=5.01
O‘\ f\/@
SM27 HNT % pK,1=10.45 | pK,1=9.59 | pK,1=10.15
Oj
00(\/@
SM29 \H pK,1=10.05 | pK,1=9.59 | pK,1=10.76
Os /
/ o
O
Q
SM30 \_—"NH_\_@ pK,1=10.29 | pK,1=10.15 | pK,1=10.36
| ko
o
SM31 A\ NH pKa1=11.02 | pK.1=9.43 | pK,1=10.43
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Table 6.8: Overview of SAMPL6[16] molecules SM01 to SM24 and SAMPL7[17] molecules SM25 to
SM46 including the CXM and GMPP predictions. The molecules for which no GMPP

predictions are given were not included in the calculation of the statistical metrics.
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E CXM GMPP
ID Image XKp pred. pred. Comment
Phe pK., pK.,
SM32 >ﬁ/© pK,1=10.45 | pK,1=10.70 | pK,1=11.20
Oy /
/ 70
SM34 \O“ NH pK,1=11.93 | pK,1=10.54 | pK,1=10.90
N™ W
| ©
0~ \X\/@
SM35 NH pK,1=987 | pK,1=10.16 | pK,1=9.87
O\ 7
/o
BN
SM36 Q‘M pK,1=980 | pK,1=10.16 | pK,1=9.66
o
O\
SM37 Q. _NH pK,1=10.33 | pK,1=10.07 | pK,1=9.47
SN
| ©
O\\ \X\/@
SM38 o \H pK,1=944 | pK,1=9.07 | pK,1=9.75
Oy /
/ o
?
O=
SM39 Q\M pK.1=10.22 | pK,1=10.15 | pK,1=9.52
o
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Table 6.8: Overview of SAMPL6[16] molecules SM01 to SM24 and SAMPL7[17] molecules SM25 to

SM46 including the CXM and GMPP predictions. The molecules for which no GMPP

predictions are given were not included in the calculation of the statistical metrics.
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E CXM GMPP
ID Image XKp pred. pred. Comment
Phe pK., pK.,
Q
0=
SM40 O\\![L_\_Q pKa1=9.58 | pKa1=9.00 | pK.1=9.25
\N’ W\
| ©
\ 0
SM4L | O\ AN pK.1=522 | pK,1=6.44 | pK,1=4.12
.
N—0,
SM42 @ ON)P\/}Q pK.1=6.62 | pK.1=5.82 | pK.1=4.30
o A
/
SM43 | o7 A pKa1=5.62 | pKa1=7.17 | pKa1=4.50
\—0
N/
e
SM44 | 97N/ N pK.1=6.34 | pK,1=6.48 | pK,1=5.00
=N
SM45 s M\@ Ka1=593 | pKa1=5.72 | pK,1=5.26
'\ N pAal=o. pAal=o. pAsl=o.
¢ H)\/
/
e
SMd6 | o\ g y pKa1=6.42 | pK,1=7.20 | pK.1=5.02
=N
Table 6.8: Overview of SAMPL6[16] molecules SM01 to SM24 and SAMPL7[17] molecules SM25 to

SM46 including the CXM and GMPP predictions. The molecules for which no GMPP

predictions are given were not included in the calculation of the statistical metrics.
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Figure 6.5: Correlation plots of training datasets and SAMPL6[16] and SAMPL7[17]
testsets for retrained model: Plots (A) - (C) show the performance of the training dataset
regarding the mono-, di- and triprotic molecules, respectively. Analogous, plots (D) - (F)
show the performance of the SAMPL6[16] and SAMPL7[17] test datasets. For the plots

that show the correlation of multiprotic molecules, each point corresponds to one titration
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6.5 Discussion

6.5 Discussion

Already during the definition of the research goal, the decision was made that the
research and the resulting machine learning models should be based exclusively on
experimentally determined data. This principle has been consistently adhered to,
but this inevitably has the disadvantage of having less data available for evalua-
tion and training. Other pK, prediction tools published in the meantime either
additionally or exclusively use predicted pK, values from commercial programs for
training, such as MolGpKa[120]. While this provides significantly more training
data, it does not allow the model to become better than the underlying pK, pre-
diction program used. However, a combination of experimental and predicted pK,
values could certainly result in an improvement in model quality by using the sig-
nificantly larger dataset of predicted values for pre-training and the experimental

values for fine-tuning the model.

Due to the use of the MPP pipeline for preprocessing of the datasets and assignment
of the experimentally determined values to the individual titratable groups, it cannot
be excluded that incorrect assignments may have taken place within this step. This
has the consequence that the model trained with it could also adapt these errors
and replicate them in the prediction. Because of the necessarily equal preprocessing
of the test datasets, such errors would not be verifiable by this means. By carefully
evaluating the MPP results and filtering data points where uncertainty is too high,

an attempt was made to reduce such errors to an absolute minimum.

For training the machine learning model, the molecules were used in their proto-
nated form, which in this case is protonated to pH 0. Thus, each basic titration site
is in a positively charged form and each acidic titration site is in a neutral form.
This protonation form was chosen because the molecules are thus present with the
highest number of total atoms and thus the graph for machine learning is larger, re-
spectively contains more information. Other options would be to use the molecules
either in neutral, uncharged form or in the form where each titration site is charged.
In the first method, no information about any titration sites within the molecule and
the pK, range used can be taken directly from the molecular structure itself and
is therefore less suitable compared to the other possibilities. In the second method,
all titration sites are present in charged form, i.e. acids in negatively charged form
and bases in positively charged form. This means that the model can already rec-
ognize the titration sites on the basis of the charge and is therefore also a suitable
method for preprocessing. However, the molecule may thus be present in a naturally
non-occurring protonation state, which is why this method was also not used. Since

the protonation state has a crucial influence on the model to solve the underlying
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problem, the prediction of the model is particularly dependent on the protonation
state of the input molecule. During training, the protonation sites and their class
(basic or acidic) were available from the CXM prediction due to the preprocessing
in chapter 5. In addition to the available experimental p K, values, the molecule was
"correctly” protonated or deprotonated to pH 0 based on these values. Of course,
this information is not available for a subsequent prediction of the pK, values of
a molecule, which is why the protonation state can only be determined approxi-
mately. Due to the aforementioned significant influence of the protonation state
on the prediction, the accuracy can therefore vary significantly if the approximated
protonation state is not the "correct” state at pH 0. Although the use of neutral
molecules for training, as described above, would solve this problem, it is likely that
the overall quality of the model could be reduced as a result. Nevertheless, this
solution would be preferable in a further optimization iteration of the model due to

the improved usability of the model.

The resulting machine learning model for predicting pK, values is limited to mole-
cules with a maximum of three titration sites. In principle, it can of course also
predict up to three pK, values for a molecule with more than three titratable groups,
but these could subsequently no longer be reliably assigned to the associated group.
The limitation was necessary, however, because the dataset does not allow training
for molecules with more than three titration sites. As shown in table 6.1, the
training dataset already contains only 142 molecules with three titratable groups.
This represents only 1.22% of the total training dataset available. This limitation
can only be overcome with more experimentally determined data for molecules with
more than three titration sites, by expanding the dataset with predicted p K, values,
or by using an entirely different prediction approach where the pK, values of the
titratable groups are predicted individually and not as part of the total molecule.
The limited size of the training dataset is also the reason why a separate validation
dataset was not used for model training. An additional reduction of the training
dataset by, for example, 10% would have presumably had a negative impact on model
performance, especially for multiprotic molecules. It was therefore decided to select
the best model within the hyperparameter optimization based on the performance
of the external test sets. Since both the Settimo et al.[14] literature dataset and the
Novartis[15] pharmaceutical research dataset were the key landmarks with respect
to the overall goal of this work in terms of a competitive pK, prediction tool, this

decision has been justifiable after weighing the advantages and disadvantages.

The final model is, as explained in the previous chapters, a graph convolutional
neural network and is based in its fundamentals on the research results of David

Bushiri, which were developed in the course of his master’s thesis within the re-
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search group on the topic of monoprotic pK, prediction. Due to the promising
results, the basic structure as well as the selection of the convolutional layer im-
plementations NNConv[72] and FeaStConv[73] were kept. All other architectural
details and parameters, the transformation of the molecules into graphs and the
selection of node and edge features as well as training parameters themselves were
adapted or optimized using hyperparameter search. Additionally, the network was
modified for use with multiprotic molecules. Other machine learning algorithms
such as Random Forest or Support Vector Machine as well as other types of neural
networks such as classical MLPs or Message Passing Neural Networks (MPNNs)
were not pursued further for multiprotic pK, prediction in the course of this work.
Especially MPNNs, which also work with graphs as input data, could be a promising

approach for this problem as well.

An important aspect of the final neural network architecture chosen that could be
improved is that the 3D structure in terms of the spatial position of the atoms is
not directly incorporated into the training. The reason for this is that at the time
of the research during this thesis, there was no convolutional layer implemented
within PyTorch Geometric that included edges, edge features, nodes, node features,
and 3D coordinates together for computation within the layer. Implemented layers
in PyTorch Geometric that include 3D coordinates are by definition intended for
use with point clouds, i.e., a collection of nodes without edges, and are therefore
unsuitable for the purpose here. Indirectly, the 3D information was used by adding
the bond lengths as edge features, however, a full use of the 3D coordinates should
be able to improve the model performance. For this purpose, either a dedicated
layer can be implemented or an existing layer can be extended to handle the 3D
coordinates, or the coordinates could be added in normalized form to the nodes as
node features. In addition, it would be possible to model intramolecular interactions
using the RadiusGraph transformation, where edges are added between nodes if they

are closer than a defined distance within 3D space.

For evaluation of model quality and selection of the model with the best performance
during hyperparameter search, the two external testsets from Settimo et al.[14] and
Novartis[15] were used, as described earlier. This is intended to look at the prediction
quality for datasets from the literature as well as for datasets from pharmaceutical
research. For both the developed monoprotic model (cf. chapter 4), the final mul-
tiprotic model, and ChemAxon Marvin[8], the Novartis[15] dataset appeared to be
more challenging, resulting in poorer model performance in all cases than for the
Settimo et al.[14] dataset. This may be either because the experimentally deter-
mined values are incorrect or inaccurate, or the molecules are more complex and

thus located elsewhere in the chemical space studied. Upon closer examination of
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the molecules from both sources, the latter hypothesis can be considered more likely,
as the molecules within the pharmaceutical datasets differ significantly in complex-
ity from those in the literature datasets. Looking more closely at the results of the
model evaluation from table 6.5, it can be seen that the diprotic molecules from
Settimo et al.[14] and the triprotic molecules from Novartis[15] perform better than
the monoprotic and diprotic molecules from the respective datasets. A possible ra-
tionale for this is provided by the dataset size of the two aforementioned subsets.
The diprotic Settimo et al.[14] subset counts only seven molecules, and the triprotic
Novartis[15] subset counts only ten molecules. With such a small number of test
molecules, the reported performance can only be extrapolated with caution to dipro-
tic molecules from the literature and triprotic molecules from the pharmaceutical
industry in general. An evaluation of the model with larger external test datasets
is necessary for a more robust statement about the model quality for multiprotic

molecules from the mentioned fields.

During the development of the model, we have always focused on reproducibil-
ity and consistency. Unfortunately, some parts of the implementation have lim-
ited reproducibility and will be discussed in more detail in the following. The
first element concerns the generation of 3D conformations during the conversion
of molecules into graphs for training the GCN. In the implementation used in RD-
Kit[114], ETKDG[116] is used to generate the conformers, which uses a random
distance matrix. This distance matrix is different for each run, so the resulting
3D conformers may be slightly different. One way to counteract this behaviour in
favour of reproducibility is to set a fixed random seed for each function call. The
use of a random seed was already implemented in the final version of the code and
is therefore described in chapter 6.2.2, although this change came into effect after
the hyperparameter search and training of the best model whose results were de-
scribed in chapters 6.4.1 and 6.4.2, but before the re-training of the model described
in chapter 6.4.3. The second element concerns the calculation of bond lengths for
use as edge attributes. By default, distances are normalised to an interval of [0, 1],
as this range of values is better for training neural networks. This normalisation is
based on the lowest and highest distance value within the individual graph. This
can lead to different normalised values for different 3D conformers, as well as for dif-
ferent molecules for the same bond length, which can affect the resulting prediction.
In this case it is advisable to set the minimum and maximum values used for nor-
malisation to a reasonable range for bond lengths. The third element refers to the
protonation states used for training. To generate the most appropriate protonation
for training, this was determined by the pK, value and the type of titration site

(acidic or basic). Obviously, there is no reference pK, available for the prediction of
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new molecules. Therefore, protonation is performed on the basis of fixed rules per
element. As a result, the protonation state of the molecule can change, which in
turn affects the quality of the prediction. This can be improved by using neutralised
molecules for training and prediction. This ensures reproducibility, but the training

itself may produce less favourable results.

In order to make a direct comparison with the reference tool CXM, the statistical
performance of this tool was calculated for the training dataset used in chapter 6.4.2
and for the two external test datasets Settimo et al.[14] and Novartis[15]. The calcu-
lation was performed using the same methodology as in chapters 6.4.2 and 6.4.3: All
pK . values of all titration sites of the mono-, di- and triprotic molecules were con-
catenated separately for the experimental values used for training and evaluation of
the model, as well as for the values predicted by CXM. The statistical metrics were
then calculated over these values. For the training dataset, CXM achieves a MAE
of 0.565, a RMSE of 0.740 and a R? of 0.919. For Settimo et al.[14], CXM achieves
a MAE of 0.619, a RMSE of 0.767, and a R? of 0.879. Finally, for the Novartis[15]
test dataset, CXM achieves a MAE of 0.656, a RMSE of 0.827 and a R? of 0.880.
Using identical methodology, an analysis was also performed on the SAMPLG[16]
and SAMPL7[17] challenge molecules. For SAMPL6[16], CXM achieves a MAE of
0.809, a RMSE of 0.960 and a R? of 0.784. To complete the analysis, CXM achieves
a MAE of 0.620, a RMSE of 0.781 and a R? of 0.890 for the SAMPL7[17] molecules.
Compared to the values reported in chapter 6.4.2 and 6.4.3, GMPP performs better
in the statistical evaluation for the Settimo et al.[14] literature dataset as well as for
the SAMPL6[16] dataset. CXM performs better than GMPP for the Novartis|[15]
industry dataset along with the SAMPLT7[17] dataset. The better performance of
CXM on the industry dataset with slightly worse performance on the literature
dataset was already observed in chapter 4 in the context of model development
for monoprotic molecules. Since GMPP was not trained exclusively but mainly
on literature data, this could explain the better performance for Settimo et al.[14]
compared to CXM, while CXM presumably has a larger training dataset available,
which probably contains more data from the chemical space of the pharmaceutical
industry and therefore performs better for the Novartis[15] test dataset. It is also
possible that the model behind CXM achieves better generalization and therefore
varies less between datasets from different chemical spaces. A similar explanation
could also account for the better performance of CXM on SAMPL7[17]. The sul-
fonyl group and the prominent four-atomic heterocycle are characteristic for the
SAMPL7[17] structures. These structural fragments are probably underrepresented
in the training dataset for GMPP, which may be why the model performs worse

here. CXM may have an advantage here due to the presumably larger and more
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diverse training dataset. However, since CXM does not provide any information
about the training dataset used or its composition, it is not possible to investigate
this further.

6.6 Conclusion

With GMPP a pK, prediction tool was developed that can predict pK, values of
up to three titratable groups per molecule in the range of two to twelve. It is based
on a graph convolutional neural network and was trained using only experimentally
determined data and evaluated with external datasets from both the literature and
the pharmaceutical industry. The neural network architecture and training parame-
ters were optimized with an extensive hyperparameter search using Optuna. In this
process, all the studied architectures and their training parameters were evaluated
using the external test datasets and the results as well as all the related settings
and mappings were tracked and stored using MLflow. The model can be further
optimized in building work and research by removing the limitation to a maximum
of three titration sites per molecule and extending the training dataset. An eval-
uation of further basic architectures such as MPNNs or the integration of the 3D
coordinates of the individual atoms per molecule into the training of the model could
further increase the prediction quality of the model. Nevertheless, with GMPP a
pK , prediction tool has been developed that can compete with commercial applica-
tions in its precision and enriches the set of open-source pK , predictors by a model

that is not limited to most acidic/most basic pK, predictions.
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Chapter 7

Conclusion and outlook

As part of this thesis and associated research, a machine learning model for multi-
protic pK, prediction was developed. The entire process, from data collection and
standardisation, through elaboration and preprocessing, to model conceptualisation
and development, was carried out independently and from scratch. The experimen-
tal pK, data were collected and standardised through extensive literature searches,
searches in public databases and by establishing and maintaining collaborations with
industrial partners. Great care was taken to ensure the quality of the data, which

was analysed and evaluated at every stage of the research.

The next step was to focus on monoprotic molecules in order to gain initial ex-
perience with the datasets collected so far in the context of machine learning. In
addition to analysing the monoprotic subset of the datasets, several machine learn-
ing algorithms were tested and their suitability for predicting monoprotic p K, values
was investigated. Several abstractions necessary for the selected machine learning
algorithms, i.e. the representation in terms of molecular fingerprints or descriptors,
were also evaluated and combined. The qualitative assessment of the performance
of the individual combinations of machine learning algorithms and input data was
carried out using 5-fold cross-validation and external test sets from the literature
and the pharmaceutical industry. The Random Forest algorithm performed best
and was able to match the performance of the commercial tool ChemAxon Mar-
vin[8] (CXM). The analysis results, datasets, model and all associated code have

been made publicly available and have successfully passed a peer review process.

After the successful development of a pK, prediction model for monoprotic mole-
cules, the extension to multiprotic molecules was started. For this purpose, all the
collected datasets had to be standardised and the problem of the assignment of the

experimentally determined p K, values to the corresponding titration sites had to be
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solved. For this purpose, the Multiprotic pK, Processor (MPP) tool was developed,
which covers the entire process from the starting point of a collection of different
datasets from different sources to the final processed training and test datasets that
can be used directly for machine learning. The MPP pipeline includes combining
the datasets, preparing, standardising and filtering the data points according to
defined criteria, statistical analysis, building a SMARTS tree to identify and locate
titratable groups, and assigning p K, values to the associated groups. The results are
high quality datasets that have been used to develop a multiprotic pK, prediction

model.

Finally, a machine learning model has been developed that is capable of predicting
the pK, values of up to three titration sites per molecule. For this purpose, the
Graph-based Multiprotic pK, Predictor (GMPP) tool was developed which, based
on the basic architecture of a Graph Convolutional Neural Network (GCN), performs
architecture and hyperparameter optimisation to find the best possible model. A
detailed tracking of all tested models and their evaluation results is also performed.
GMPP is extensively parameterizable and modularly extensible through individual
network architectures implemented in PyTorch and PyTorch Geometric[11] (PyG).
In addition, the conversion of the molecules of the used datasets into graphs and
the calculation of all edge and node features are handled, as well as the graphical

processing of the training process and its results.

In further work some elements can be further optimised. Within MPP, the algorithm
for assigning pK, values to titration sites should be improved so that fewer data
points need to be filtered out. It would be possible to retain in the final dataset not
only molecules for which all titratable groups could be assigned, but also molecules
for which experimental p K, values for individual titratable groups are not available.
Such molecules could still be useful for training the GCN and further improving the
performance of the model. However, the quality and accuracy of the dataset should
not be compromised. Another possibility would be to use MPP together with other
or even several commercial prediction tools. Currently, CXM prediction plays an
important role in assigning pK, values to their corresponding titration sites. Other
prediction tools should also be evaluated or combined to provide a more robust and
less biased result. The quality of the data base can be further improved by targeted
validation of outliers in the laboratory using a p K, measuring instrument. However,
such a procedure should always be carried out in consideration of the cost-benefit

ratio.

The trained GCN for multiprotic pK, prediction can presumably also be improved

by a larger hyperparameter search as well as by evaluating different basic archi-
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tectures such as Message Passing Neural Networks (MPNNs). Furthermore, the
limitation to a maximum of three titration sites per molecule should be addressed.
This could be done by switching from graph-level predictions to node-level predic-
tions. Involving the 3D coordinates in the training should also result in an increase
in prediction quality. The 3D structures can also be optimised in this process by a
quantum mechanical level calculation with e.g. Gaussian[121]. The use of quantum

mechanical descriptors as node or edge properties also represents an optimisation
option for the GCN.
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Appendix A

Supplementary material

A.1 Value Assignment Algorithms

The following Python[74] code snippets describe the three different value assignment
algorithms used in chapter 5.2.4 to assign the p K, values to their respective titration
sites based on the prediction of ChemAxon Marvin[8] (CXM). Each of the individual
methods illustrates the process for a single molecule. In the context of these codes,
the variable pred contains the pK, values predicted by CXM for each titration
site as a list, and atoms contains the corresponding atom IDs as a list in the same
order. The variable exp contains the experimental pK, values in ascending order
as a further list. The methods or constants beginning with np. are taken from
the Python library NumPy[122], the method mean_absolute_error() comes from
the Python library Scikit-learn[79]. All other functions used belong to the Python

standard library. The result of the assignment is saved in the variable assigned_exp.

A.1.1 Method (1)

pred = dict(zip(atoms, pred))
assigned_exp = np.full(len(atoms), np.nan)
for ev in exp:

last_err = 100

last_ai = -1

best_pos = -1

for i, ai in enumerate(atoms):

err = abs(pred[ai] - ev)

if err < last_err:
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10 last_err = err

11 best_pos = 1

12 last_ai = ai

13 if np.isnan(assigned_exp[best_pos]) or \

14 last_err < abs(pred[last_ai] - assigned_exp[best_pos]):
15 assigned_exp[best_pos] = ev

A.1.2 Method (2)

1 n_pred, n_exp = len(pred), len(exp)

> assigned_exp = np.empty(shape=n_pred)

s err_mat = np.empty(shape=(n_exp, n_pred))

4+ for ei in range(n_exp):

5 for pi in range(n_pred):

6 err_mat[ei, pi] = abs(pred[pi] - expleil)
7 # For keeping the index while reducing err_mat

s x_ix = list(range(n_exp))

9 y_ix = list(range(n_pred))

10 for _ in range(n_pred):

11 m = np.argmin(err_mat) # Returns the index of the flattened matriz
12 x = m // err_mat.shapel[1]
13 y = m 7 err_mat.shapel[1]

14 assigned_exply_ix[yl] = expl[x_ix[x]]

15 err_mat = np.delete(err_mat, x, 0) # Remove row
16 err_mat = np.delete(err_mat, y, 1) # Remove col
17 del x_ixI[x]

18 del y_ix[y]

A.1.3 Method (3)

1 permut_exp = list(permutations(exp, r=len(pred)))
> err = [mean_absolute_error(pred, pe) for pe in permut_exp]
s best_i = err.index(min(err))

1 assigned_exp = np.array(permut_exp[best_i]))

IT



A.2 Full validation results

A.2 Full validation results

In figure A.1 and figure A.2 the full results of the validation of the location strategies
including the timings are shown. Within the strategies from R1 with R2 wvalid.
toR1 with R5 valid. a plain radius 1 search was performed following a validation
of all found matches with the SMARTS pattern of a higher radius that contain
the radius 1 pattern as substructure. This is also a SMARTS tree based approach
but the trees only have two levels and the single strategies need to be calculated

separately.
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Figure A.1: Visualization of the full evaluation of the different location strategies for
the grouping dataset
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Figure A.2: Visualization of the full evaluation of the different location strategies for

the validation dataset
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A.3 ChemAxon Marvin SMARTS tree radii 2-5

Distribution of protonated/deprotonated groups
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Figure A.3: Distribution of the top 10 titratable groups with radius 2 calculated with
ChemAxon Marvin[8|
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Figure A.4: Distribution of the top 10 titratable groups with radius 3 calculated with
ChemAxon Marvin[8|
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A.3 ChemAxon Marvin SMARTS tree radii 2-5
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Figure A.5: Distribution of the top 10 titratable groups with radius 4 calculated with
ChemAxon Marvin|[8]
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Figure A.6: Distribution of the top 10 titratable groups with radius 5 calculated with
ChemAxon Marvin|[8]
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A.4 Dimorphite-DL SMARTS tree radii 2-5

Distribution of protonated/deprotonated groups
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Figure A.7: Distribution of titratable groups with radius 2 calculated with Dimorphite-
DL[111]
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Figure A.8: Distribution of titratable groups with radius 3 calculated with Dimorphite-
DL[111]
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A.4 Dimorphite-DL SMARTS tree radii 2-5
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Figure A.9: Distribution of titratable groups with radius 4 calculated with Dimorphite-
DL[111]
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Figure A.10: Distribution of titratable groups with radius 5 calculated with Dimorphite-
DL[111]
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A.5 Top 15 strongest outliers from value assign-

ment
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Figure A.11: Top 15 strongest outliers after value assignment (cf. chapter 5.3.4)

VIII
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A.6 Instructions for pK, model usage

The attached folder contains the code for the Graph-based Multiprotic pK, Pre-
dictor (GMPP) tool as well as all corresponding datasets and result files belonging
to this PhD thesis. Used datasets and files containing data that can not be pub-
lished due to licensing restrictions or confidential agreements are not included in
this repository. These files are replaced with an empty file containing the suffix

”.missing”.

A.6.1 Folder overview
e datasets/: Contains all datasets used for training and testing the models.

e Machine-learning-meets-pKa/: Contains the code and files published with
the paper Machine Learning Meets pK,[9].

e mpp_results/: Contains all results of the Multiprotic pK, Processor (MPP)
tool used to generate the training and test datasets analyzed in chapter 5.3

and used for hyperparameter search and training in chapters 6.4.1 and 6.4.2.

e mpp_results_sampl/: Contains all results of the MPP tool used to generate

the training and test datasets used for training in chapter 6.4.3.
e multiprotic-modelling/: Contains the code for the GMPP tool.
e multiprotic-pka-processing/: Contains the code for the MPP tool.
e dissertation_baltruschat_2024-06-23.pdf: PDF file of this PhD thesis.

e Dockerfile: Dockerfile for building a docker image to use for prediction with

the model evaluated in chapter 6.4.3.

e environment_linux64.yml: Conda environment file for creating a Conda

environment to use for prediction.

e model_config.json: Configuration file for the GMPP tool containing all set-

tings that where used for generating the model evaluated in chapter 6.4.3.

e sma_tree_r1-5.pkl: Pickle file containing the SMART'S trees used for locating

titration sites.

e state_dict_MultiproticNet_V27.pt: PyTorch state dictionary file contain-
ing the model weights and further model related settings of the model evalu-
ated in chapter 6.4.3.
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e state_dict_MultiproticNet_V28.pt: PyTorch state dictionary file contain-
ing the model weights and further model related settings of the model evalu-
ated in chapter 6.4.2.

A.6.2 Installation (Linux x86_64 only)

This tool is currently only available for Linux x86_64 systems since the environment
file and the docker image are only available for this platform. The tool can be
installed using either Conda or Docker. The Conda installation is recommended
since it is easier to use, does not require root privileges and makes it possible to use
OpenEye QUACPAC/Tautomers[96] if a license is available.

Using Mamba

A conda-based installation, e.g. Anaconda, Miniconda, Miniforge or Mambaforge,
must be available on your system and mamba must be installed in the base envi-
ronment. If no existing conda installation is available, visit https://github.com/

conda-forge/miniforge#mambaforge for more information.
To create the conda environment, run the following command:
mamba env create -f environment_linux64.yml

Now you can install the two packages contained in this folder:

mamba activate GMPP

pip install ./multiprotic-pka-processing ./multiprotic-modelling

Using Docker

Docker must be installed and running on your system. See https://www.docker.

com/ for more information. To build the docker image, run the following command:
docker build --tag gmpp .

Important note: If you use the docker way of installation, you can not use the
OpenEye QUACPAC/Tautomers[96] for tautomer and charge standardization since
it is not installed in the docker image. In that case you must change the config
value use_openeye to false in the model_config. json file before building the
docker image. This will use MolVS integrated in RDKit[77] for tautomer and charge

standardization. This has an impact on the prediction quality.
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A.6.3 Usage

Using Mamba

Assuming you are in this folder you can make a prediction for an structure-data file

(SDF) using the following command:

predict.py model_config.json \
datasets/settimo_et_al.sdf prediction.sdf

Using Docker
To run the docker image, run the following command:

docker run --rm -v $(pwd):/data gmpp \
/data/datasets/settimo_et_al.sdf /data/prediction.sdf
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Abbreviations

ACS American Chemical Society
Adam Adaptive Moment Estimation
API Application Programming Interface
BBB blood-brain barrier

BSD Berkeley Software Distribution
CDK Chemistry Development Kit
CPU central processing unit

CSD Cambridge Structural Database
CSV comma-separated values

CXM ChemAxon Marvin|8]

DDL Dimorphite-DL[111]

DFT Density Functional Theory

ETKDG Experimental-Torsion Basic Knowledge Distance Geometry

GCN Graph Convolutional Neural Network

GMPP Graph-based Multiprotic pK, Predictor

GNN Graph Neural Network

GPU graphics processing unit

HDFS5 Hierarchical Data Format 5
ITC Isothermal Titration Calorimetry
JSON JavaScript Object Notation

LFER Linear Free-Energy Relationship
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Abbreviations

LiDO3 Linux Cluster TU Dortmund 3

LReLU leaky rectified linear unit (ReLU)

MAE mean absolute error

MD molecular dynamics

MIT Massachusetts Institute of Technology

MLP Multi-layer Perceptron

MMFF94 Merck Molecular Force Field 94

MPNN Message Passing Neural Network

MPP Multiprotic pK, Processor

MSE mean square error

NMR Nuclear Magnetic Resonance

PCA principle component analysis

PSF Python Software Foundation

PyG PyTorch Geometric[11]

QSPR Quantitative Structure-Property Relationship
R? coefficient of determination

ReLU rectified linear unit

RF Random Forest

RMSE root-mean-square error

RReLU randomized leaky ReLLU

SAMPL Statistical Assessment of the Modeling of Proteins and Ligands
SDF structure-data file

SGD Stochastic Gradient Descent

SMARTS SMILES Arbitrary Target Specification
SMILES Simplified Molecular-Input Line-Entry System
SQL Structured Query Language

SVC Support Vector Classification
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SVM Support Vector Machine

SVR Support Vector Regression

t-SINE t-distributed stochastic neighbour embedding
tanh hyperbolic tangent

TS titration site

XGB XGradientBoost
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